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Summary

This dissertation treats optimization and control with emphasis on oil and gas
applications, and consists of an introduction followed by five main contribu-
tions.

In the first contribution, we focus on allocating a limited available resource
between a set of units which is a problem that arises in several application areas.
We propose an online derivative-free trust-region model-based method to tackle
a fairly general version of the resource allocation problem where units may be
turned on or off. The units are considered as black boxes which may only be
evaluated given that all the other units are evaluated simultaneously, and no
gradient information is available. This method was inspired by an industrial
problem and emphasis is put on both providing feasible points during the
optimization and on not incurring additional increase in cost while searching
for the optimum. The latter cannot be guaranteed, but the algorithm allows
for automatic or manual ranking of the different units to attempt to reduce
negative impact on the cost.

In the second contribution, we treat systems with fast and slow dynamics
which give rise to objectives in different time scales which may not be aligned.
The existing dynamic optimal control methods might become computationally
infeasible due to the fine discretization required to capture the fast dynamics.
On the other hand, a Real-Time Optimization (RTO) method based on steady-
state models, which is computationally efficient, can greedily drive the plant
towards optimal operation. The drawback of the RTO approach is that it
may yield actions that only focus on near future goals and the objectives
involving the slower dynamics are neglected. We propose to extend RTO with a
lookahead strategy by introducing a predictor to capture the effect of changing
the current controls on the long-term objective. In this way, we introduce the
long-term objectives in RTO while maintaining its computational efficiency
and not losing focus of short-term objectives.
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Summary

In the third contribution, we tackle the Daily Production Optimization (DPO)
problem which is the task of maximizing production of hydrocarbons subject
to operational constraints. Handling of uncertainty in model structure and
parameters is of high importance to the usefulness of the solution. Ignoring
these challenges will, most likely, render the solution either infeasible or the
solution will not be an optimum of the plant. We apply a Reinforcement
Learning based Economic Nonlinear Model Predictive Control (RL-based EN-
MPC) which uses state- and output-measurements from the plant to iteratively
update the controller.

Thereafter, in the fourth contribution, we investigate similarities and differ-
ences between RL-based ENMPC and Modifier Adaptation. Both methods
aim to correct for plant-model mismatch in order to improve economic perfor-
mance. We suggest specific parametrizations of the RL-based ENMPC which
allow for selecting, or learning of, a closed-loop steady state in addition to
the local policy around it. The proposed parametrizations are theoretically
justified, in addition to being illustrated through examples.

Finally, in the fifth contribution, the focus is moved away from production
optimization to linear regression which is concerned about fitting a model
to a set of data. The weighted least squares method is a standard tool for
performing linear regression. In this paper, we focus on the case when some
of the samples are given priority over others. The residuals for these samples
should be given an infinite weighting compared to other samples. However,
due to numerical limitations, a weight which is finite but sufficiently large
must be chosen instead. We suggest an alternative approach that in practice
allows infinite weighting. This is achieved by reformulating the regression
optimization problem as a bilevel program.
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1 Introduction

This thesis is concerned with optimizing control for processes with an emphasis
on the oil and gas industry. The term production optimization is commonly
used in the oil and gas industry for referring to the concept of optimizing the
production of oil and gas. Short-term production optimization, with a time
horizon of days, is known as Daily Production Optimization in the petroleum
industry.

The DPO activity is concerned with maximizing the immediate revenue arising
from extracting hydrocarbons which are trapped in the subsurface reservoirs.
While doing so, several constraints must be satisfied. Gas and water are typ-
ically extracted alongside oil, and the topside production facility may have a
limitation on how much gas and water it may process. If the downhole pressure
in a well is not sufficient to provide an economically viable production, gaslift
may be injected into the wellbore to lower the density of the fluid mixture. The
distribution of available gaslift between the set of wells is another constraint
that must be handled when performing DPO. In DPO, the control inputs are
typically the chokes openings, and the settings of compressors and pumps.

DPO, or more generally Real-Time Optimization (RTO)[1], can be seen as a
part of the overall process control of a plant. Process control is a complex
problem. To ease the task, a decision hierarchy is often used. Decisions are
split into different layers depending on their time scale, see Fig. [I.I] This type
of control hierarchy is widely accepted, see e.g. [2] and [3].

The control horizons considered in each layer gets shorter the lower in the
hierarchy you go. The different time ranges are shown in the figure for the
different layers. However, these may vary depending on the considered process.
Each layer typically receives set-points from the above layer and then report
back the results.

The focus of this thesis has been on the Real-Time Optimization (RTO) layer,
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Figure 1.1: Control hierarchy in process Control.

and the Supervisory Control layer. The RTO layer typically considers com-
plex nonlinear steady-states models with an economic cost. The Supervisory
Control layer has been assumed to be a Model Predictive Control (MPC). The
MPC typically uses simple linear models and a quadratic cost to keep the
computational cost manageable for practical implementation.

1.1 Motivation

The time scale separation done in Fig. does not necessarily imply (eco-
nomic) optimality of the overall process control. This non-optimality has
been one of the motivations for this thesis. This thesis has been looking into
different methods for and aspects on considering more than one time horizon
simultaneously in order to achieve better economic performance.

In addition, this thesis has been motivated by the issue of plant-model mis-
match. This issue arises when a model is used for controlling or optimizing a
system, but the model is incorrect. This may either be due to that the model
parameters are incorrectly chosen, or that some of the underlying dynamics
are not modelled resulting in a structural mismatch between the model and
the true dynamics. Such plant-model mismatch may lead to both non-optimal



1.2. Publications

control and to potential infeasible control if output constraints are present.

1.2 Publications

Five publications have been written during the work leading up to this thesis.
The publications are listed below. The three conference papers have been
accepted, presented and published. The two journal articles are submitted.

has undergone major revision and has been resubmitted.

Journal publications

Andersen, J. R., Imsland, L., “Data-driven derivative-free trust-
region model-based method for resource allocation problems”. In: Computers
& Chemical Engineering (2023). (Submitted)

Andersen, J. R., Gros, S., Imsland, L., “Parametrization of learn-
ing based MPC for process control”. In: Journal of Process Control (2023).
(Submitted)

Conference publications

Andersen, J. R., Lima Silva, T., Imsland, L., Pavlov, A., “Real
time optimization of systems with fast and slow dynamics using a lookahead
strategy”. In: 2020 59th IEEE Conference on Decision and Control (CDC)
(2020), pp. 2342-2349. DOT: [10.1109/CDC42340 . 2020 . 9304460

Andersen, J. R., Imsland, L., “Application of Data-Driven Eco-
nomic NMPC on a Gas Lifted Well Network”. In: IFAC-PapersOnLine 54.3
(2021), pp. 275-280. DOIL: https://doi.org/10.1016/j.ifacol.2021.08.
254

Andersen, J. R., Imsland, L., “Bilevel programming as a means
of infinite weighting in regression problems”. In: [FAC-PapersOnLine 55.7
(2022), pp. 851-856. DOI: https://doi.org/10.1016/j.ifacol.2022.07.
551
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Introduction

1.3 Outline

The remaining part of the dissertation is outlined as follows. In Chapter[2] the
different problems we have studied are presented. In Chapter [3] we elaborate
on the contributions of each paper. Conclusion and future work are given in
Chapter [ The papers written as a part of the dissertation are available in
Chapter



2 Background

In this chapter, the different problems that have been studied in the thesis will
be presented. The problems are all related to optimization and control, and
were inspired by different aspects on production optimization within the oil
and gas industry.

2.1 Resource allocation problem

The Resource Allocation Problem (RAP) is concerned with allocation a shared
resource between a set of units to optimize a cost function, and may be seen as
a version of the RTO in Fig. [[.I] The formulation studied in this thesis reads
as

mln f(u Zfl u;) (2.1a)

Z U; = Umax (2.1b)
i=1

ziw; < u; < 2 (2.1c)
u; € R (2.1d)
zi € {0,1} (2.1e)

where n; is the number of units, f(u) is the cost to minimize, u; is the resource
allocated to unit ¢, f;(u;) is the cost of allocation wu; resource to unit ¢, and
Umax 18 the total available resource that must be shared between the units.
Each unit must either be allocated a resource amount between u; and u;, or
the unit must be turned off by setting the associated binary variable z; to zero.
It is assumed that each f; is convex. Furthermore, these relationships may
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only be sampled, and thus are seen as black-boxes. In addition, fj can only be
evaluated if all the other f;’s are evaluated simultaneously.

The specific formulation above was inspired by the gaslift allocation challenge
in the oil and gas industry. The available gaslift (umax) must be allocated
between a set of n, wells (or units) to maximize the oil production. Each
well may have a lower and upper bound on how much gaslift it may handle in
order to operate in a safe and stable region. The binary variables represent the
possibility of having a well open (z; = 1) or closed (z; = 0). The relationship
between injected gaslift and produced oil is typically concave which justify the
assumption of convexity. The optimization is assumed to be done while the
production is running. This is the reason why it is required that all units must
be evaluated simultaneously. At this point, we may assume that the oil rate
for each well can be measured during production.

Resource Allocation Problems are not a new challenge, and if no binary vari-
ables and the f;’s were known (and not black-boxes), existing methods could
be used, see e.g., [10]. If the binary variables were disregarded, then a set of
different derivative-free optimization methods could be used, see e.g., [11-13].

The gaslift allocation challenge have previously been tackled by derivative-free
trust-region model-based methods [1416]. These papers consider a similar
setup to , i.e., the minimization of a function subject to linear constraints,
except for |[16] which in addition handles nonlinear constraints. However, they
do not include the decisions on opening or closing the wells. Furthermore,
suggested evaluation points may be infeasible with respect to constraints.

In [Paper A] we propose a tailored derivative-free trust-region model-based
optimization method for which exploits problem structure . Furthermore,
it only ask to evaluate points which are feasible with respect to all constraints
during the optimization procedure.

2.2 Optimal control of systems with fast and slow
dynamics

The optimization and control of an oil reservoir asset may be structured in
a similar way as the decision hierarchy in Fig. see [1]. Optimization of
the reservoir happens in several different time-scales. We will focus on the
perspective of two different groups of engineers. The first group, the reservoir
engineers, make plans on the drainage strategy of the reservoir. The second
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2.2. Optimal control of systems with fast and slow dynamics

group, the production engineers, are concerned with the daily production opti-
mization. Naturally, these two groups of engineers consider time scales which
differs in many orders of magnitude (months or years versus hours or days).

The optimization objectives when different time horizons are considered may
not be aligned. However, some of the control inputs are shared by the two
groups of engineers, but of course only one control action may be applied to
the real system.

A mathematical formulation of the considered problem reads as

m&n Z 178 [aLs(ka, u) + (1 — )L (xpp1, ug) (2.2a)
Vkek

st Xpr1 =f(xg,u), VEkeEK (2.2b)

0 =g(xk,ug), VkeK (2.2¢)

0< h(xk,uk), Vk e K (2.2d)

where K :=[0,1,..., N —1] is the set of time steps, ¢, is the kth discretization
step size, f and xj, are the dynamic model and state vector of the slow dynam-
ics, h is the constraint vector, g represents the dynamics arising from the fast
dynamics and is here imposed as steady-state equations. Finally, L% and L'
are the short-term and long-term objectives, respectively, and « is a weight-
ing factor between these two goals. In the oil reservoir setting, the x would
represent the state of the reservoir, and the fast dynamics from the gathering
network are represented through the algebraic equations in g.

A standard procedure of solving the optimal control problem in is through
direct transcription methods such as multiple or single shooting, see e.g. [17].
A framework for performing multiple shooting on oil reservoirs (without the
fast dynamics) are were developed in [18]. This framework was extended to
handle output constraints from the gathering network in [19]. However, these
may run into computational limitations as the complexity is typically cubic
in state- and input dimension, and the time horizon. If we want the fast
dynamics and the constraints to be satisfied at all times, a fine discretization
would be needed, which could potentially make the computationally burden of
the framework in [19] too large.

In we propose a method which is based on solving a series of RTO
steps, but where the RTO is extended with a “lookahead” functionality to (try
to) improve the long-term performance.
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2.3 Economic Nonlinear Model Predictive Control
under plant-model mismatch

Economic Nonlinear Model Predictive Control (ENMPC) is a control method
which combines the RTO and the MPC layer in Fig. [1.1J20]. The ENMPC has
an economic cost and nonlinear models, as in RTO, but uses dynamic models,
as in MPC. The goal of combining these two layers is to increase the economic
performance. The additional computational burden of considering nonlinear
models and an economic cost is a disadvantage of ENMPC.

When using RTO, MPC or ENMPC, the quality and correctness of the models
are of high importance regarding the usefulness of the solutions. Bad models
may lead to sub-optimal and potentially infeasible control if output constraints
are considered. The incorrect or bad models are sometimes referred to as plant-
model mismatch. To somehow handle the plant-model mismatch is of high
importance to improve the control.

A general ENMPC formulation reads as

N-1
min  T'(xy) + Z l(xk, ug) (2.3a)
i k=0
St Xpq1 = f(Xk, uk) (2.3b)
h(Xk, uk) < 0 (2.30)
Xp =S8 (2.3d)

where T is the terminal cost, [ is the stage cost, N is the number of steps in
the control horizon, f is the dynamic model, h contains constraints, s is the
initial state, the x;’s and ug’s are the states and inputs. T, [, f, and h may all
be incorrectly modelled. Importantly, they may be incorrect no matter which
parameters are in use, i.e., they may include structural mismatch between the
modelled and real equations.

Two different methods of handling the plant-model mismatch have been in-
vestigated: Reinforcement Learning based ENMPC (RL-based ENMPC) and
Modifier Adaptation (MA).

Both of these methods have the perspective that the goal is to modify the
optimization formulation directly in order to achieve optimal performance.
That means that they do not follow the more classical approach of trying to
fit the model to the observed data.

Modifier Adaptation[21-23] was originally a steady-state method made for

8



2.4. Linear regression with sample prioritization

achieving optimal steady state of the plant seen from the RTO perspective.
Lately, it has also been extended to offset-free ENMPC, see |24}, 25]. This new
offset-free ENMPC with MA aims to achieve the optimal steady state despite
plant-model mismatch, and uses the dynamic controller in order to also handle
transients.

The RL-based ENMPC|26-28| approaches the same problem from a different
perspective. In contrast to the MA method, this method is based on collecting
data from transients and not steady states. Furthermore, it can be used to
optimize the transients in addition to the steady state. In order for the RL-
based ENMPC to be able to learn the optimal policy, the parametrization must
be rich enough.

In we propose parametrizations of a generic ENMPC which will
allow for selecting, or learning of, a closed-loop steady state and the local
policy around it. Furthermore, we compare MA to the RL-based ENMPC.

2.4 Linear regression with sample prioritization

If one would like to perform linear regression with sample prioritization one
could use weighted least squares and assign a sufficiently large weight to the
prioritized samples. A general weighted linear least squares regression problem
reads as|29|

min Y w;(y; — §(z;:p))’ (24)
=1

where p are the parameters, n is the number is samples, x;’s are the inputs,
y;’s are the outputs and § are the predicted outputs by the model. Finally,
w;’s are the weights.

Conceptually, to perform sample prioritization, one would set w; = 1 for the
non-priority samples and w; = oo for the prioritized samples. Obviously, prac-
tical implementations are not able to handle co and a sufficiently large weight
must be chosen instead. However, deciding this weight may be troublesome.
The samples with w; = 1 should only be used if there are more degrees of
freedom in the optimization after the prioritized samples are considered.

In we propose a bilevel optimization formulation for this problem.
Bilevel programming has previously been used for parameter estimation. E.g.,
it has been used to find hyper-parameters simultaneously as learning the model
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parameters in a machine-learning setting [30|, and it has been exploited to
improve the realism of the resulting model [31].

10



3 Contributions

In this chapter, we elaborate on the contributions of each paper.

- Data-driven derivative-free trust-region model-based
method for resource allocation problems

This paper is concerned about the resource allocation problem given in Sec-

tion 211

We propose a data-driven derivative-free trust-region model-based optimiza-
tion method. The proposed method is data-driven in the sense that it only
relies on measured data, and no mechanistic models are used. In this way,
we overcome the issue of sub-optimality due to plant-model mismatch. It is
derivative-free in the sense that no gradient information from the underlying
system is available. And it is a trust-region model-based method in the sense
that the input to output relationships are modelled by linear models, and these
are trusted within some trust-region. Problem structure is exploited in order
to be more sample efficient when creating the linear models. In addition, the
method includes the decision of turning the units on or off.

We also propose a decomposition of what is known as the Gas Lift Perfor-
mance Curve (GLPC). This is a curve that is typically used in the allocation
of available gaslift between a set of wells. The decomposition allows for better
utilization of live production data. This decomposition removes the need of
the assumption of needing to be able to measure the oil flow rate for each well
during production.

11



Contributions

- Real time optimization of systems with fast and slow
dynamics using a lookahead strategy

This paper is concerned about the optimization of systems with fast and slow
dynamics as discussed in Section [2.2

The method suggested in the paper takes the production engineers perspective
as a starting point, and finds the set of controls that will maximize the cur-
rent steady-state production. Then the proposed method takes one more step
where also the (predicted) effect of the current control actions on the long-term
economic return are taken into account.

The suggested method is generalized to a framework which may be used to
optimize systems consisting of both fast and slow dynamics using a lookahead
strategy.

- Application of Data-Driven Economic NMPC on a
Gas Lifted Well Network

Model uncertainty when doing any model-based production optimizing is of
high importance. An incorrect transition model may lead to suboptimal pro-
duction, and if constraints are present, the control action may even be infeasible
for the real system.

This paper contains an application of Reinforcement Learning based ENMPC.
A setup of two gas lifted wells were considered, and (close to) optimal control
was achieved.

- Parametrization of learning based MPC for process
control

Reinforcement Learning based Economic Nonlinear Model Predictive Control
(RL-based ENMPC) is a method where RL is applied to update the ENMPC
in order to achieve an optimal policy. The RL updates the parameters in order
to improve the closed-loop performance, and not to improve the correctness of
any model predictions.

The concept of directly modifying the optimization formulation in order to
achieve an optimal steady state is known as “Modifier Adaptation” in the RTO
literature. MA have been merged with ENMPC in order to create offset-free

12



ENMPCs. However, as the MA is a steady-state method, it requires steady-
state data (or prediction of such data) to update the modifiers.

This paper suggests parametrizations of a general ENMPC in order to achieve
rich enough parametrizations for the ENMPC to be able to deliver (i) an
optimal closed-loop steady state, and (ii) locally optimal transients to the
optimal steady state. Theoretical justifications and illustrative examples are
provided to support the suggested parametrizations.

The proposed parametrizations are applied to a wind turbine example, where
it is compared to a state-of-the-art method which combines MA with offset-
free ENMPC. The proposed method outperforms the ENMPC with MA. The
parametrization which also allows for learning of a locally optimal policy out-
performs the one where only the optimal closed-loop steady state can be learnt.

This paper contains theoretical contributions to the method applied in

- Bilevel programming as a means of infinite weighting

in regression problems

This paper proposes a method which allows for sample prioritization as dis-
cussed in Section [2:4] without needing to decide a sufficiently large weight for
the prioritized samples. This is achieved by using what is known as bilevel
programming.

13
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4 Concluding remarks

4.1 Conclusion

This dissertation consists of five papers. In the following, a conclusion for each
of the papers are given.

In we proposed a derivative-free trust-region model-based algorithm
to tackle a resource allocation problem with some specific characteristics that
were inspired by a real world problem. The algorithm converged to local op-
tima in all the compared cases. In addition, we proposed a decomposition of
the gas lift performance curve to exploit available sensor data. Furthermore,
we illustrated how this decomposition can be combined with the suggested
algorithm.

The simulation study in showed that including the long-term effects
into the short-term decision making process was valuable. The existing meth-
ods in literature to optimize systems with both fast and slow dynamics, may
suffer from the computational requirements due to the dimensionality. Disre-
garding the long-term effects gives rise to a method that is fast but non-optimal
in the long run. The suggested methodology combines the advantages of the
traditional RT'O with a lookahead strategy to improve the long-term goal. The
simulation study shows promising results for this novel methodology.

In[Paper C| we applied a data-driven ENMPC method to a simulation study of
two gas lifted oil wells. The results were promising in the sense that the data-
driven ENMPC was able to tune the parameters to a set of values that gave a
near-optimal operation of the process even though there were more incorrectly
guessed parameters than the number of parameters that the learning method
was allowed to change.

In two different parametrizations of a generic ENMPC formulation

15



Concluding remarks

has been proposed. The parametrizations allows for selecting the closed-loop
steady state and the local policy around the steady state. Each parametrization
is justified theoretically and through examples. The complete parametrization,
joined by RL to learn parameters, is shown to be superior compared to an
state-of-the-art offset-free ENMPC with Modifier Adaptation in the considered
simulation study of a wind turbine.

presented a novel application of bilevel programming where the for-
mulation was used to introduce infinite weighting. In the studied example, we
saw that the proposed method allows for prioritization without having to de-
termine a weighting factor. A disadvantage of the proposed method, compared
to the weighting approach, is that integer decision variables will be introduced
if there are constraints on the lower-level problem and a Mixed Integer Non-
linear Program (MINLP) solver is required instead of an NLP solver. MINLP
solvers are typically slower than its integer-free counterpart. Nonetheless, the
method removes issues with ill-conditioned formulations due to a large weight.
Further, as no weight is used, the tuning process is eliminated.

4.2 Future work

Each of the two journal papers contain interesting research directions. The
method in[Paper A]should be tested on more problems. Ideally, on an advanced
simulator with realistic measurement noise to evaluate how it will work in
more realistic setups. Furthermore, it could be of interest to look into how to
efficiently handle output constraints that needs to be modelled. To make the
algorithm more applicable, it could be interesting to adapt it to handle the
case when an imposed control action is unobtainable by the system.

Future research directions for the parametrizations on RL-based ENMPC,
[per D} could be to investigate different RL methods for different processes. An
interested question is: How can we exploit the collected data most efficiently?
Furthermore, it could be interesting to applying the RL-based ENMPC on a
setup with advanced simulators in the DPO setting. This would most likely
imply that binary variables must be included in order to account for open-
ing/closing of wells in addition to routing.

The quality of the solution of using the proposed lookahead RTO method
in is highly dependent on the predictor. It could be interesting to
create the predictor based on several realizations of the considered reservoir,
and see how that impacts the result if uncertainty in the models are present.
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4.2. Future work

Moreover, if the predictor is calculated using an initial trajectory (uinit), it
should be investigated how to keep the path feasible as we progress in time.
This could potentially also include the decision of opening/closing wells.
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Data-driven derivative-free trust-region model-based
method for resource allocation problems

Joakim Rostrup Andersen' and Lars Imsland!

!Department of Engineering Cybernetics, NTNU, Trondheim, Norway

Abstract: Allocating a limited available resource between a set of units is a prob-
lem that arises in several application areas. We propose an online derivative-free
trust-region model-based method to tackle a fairly general version of the resource
allocation problem where units may be turned on or off. The units are considered as
black boxes which may only be evaluated given that all the other units are evaluated
simultaneously, and no gradient information is available. This method was inspired
by an industrial problem and emphasis is put on both providing feasible points during
the optimization and on not incurring additional increase in cost while searching for
the optimum. The latter cannot be guaranteed, but the algorithm allows for auto-
matic or manual ranking of the different units to attempt to reduce negative impact
on the cost. The algorithm was applied to a case study from the petroleum industry
where fast convergence was observed.

1 Introduction

The resource allocation problem is concerned with optimally allocating a limited avail-
able resource between a set of units to minimize (or maximize) a cost (or reward)
function. This type of problem arises in different application areas such as queu-
ing control, computer resource allocation, apportionment, load distribution, portfolio
selection and production planning (Katoh, Shioura, and Ibaraki, 2013). Several dif-
ferent variations of the resource allocation problem exists. The formulation studied
in this work is mathematically formulated as:

rlrluzn flu) = zu:ﬂ(%) (1a)
’ i=1

s.t. Z Ui = Umax (1b)
i=1

ziw; < up < 2T (1c)
u; €R (1d)
z € {0,1} (1e)
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where un,ax is the available resource, u; is the amount of resource allocated to unit
i, and f;(u;) is the cost of allocating u; to unit ¢. Bold notation is used for vectors:
u = [ug,Us,..., Uy, |" and z = [21,22,...,2n,] . If all z; = 1, then this would be a
standard problem formulation, as found in Katoh, Shioura, and Ibaraki (2013). The
binary variables allow for turning on and off units if necessary to achieve a better
cost. Throughout this work, we assume that the f;’s are convex, and thus also f.
Should the f;’s be non-convex, we rely on the generally accepted, though not proved,
statement that derivative-free methods typically have the ability to find good local
minima due to their relative crudeness, see Conn, Scheinberg, and Vicente (2009).
Moreover, we assume the following characterizes f;:

i) the f;’s are unknown functions, and can only be evaluated and no gradient in-
formation is available,

ii) f; can only be evaluated if all the other f;’s are evaluated simultaneously,
iii) all the constraints must be satisfied to perform an evaluation, and

iv) evaluating f is costly.

The reason for the latter, in addition to the actual cost of measurement, could be
that evaluating f involves a change of operation point with potential loss of revenue,
and also, if there are underlying dynamics, that reaching a new steady-state after
changing the allocation may be a slow process. The term true function is used to refer
to the unknown cost function f(u). In this work, the resource allocation problem is
formulated as a minimization problem where the objective function is a metric of the
cost of allocating the resource. If the true function is the revenue of allocating the
resources instead of the cost, the objective function should simply be multiplied by
—1 to achieve a maximization problem.

We propose a customized derivative-free trust-region model-based method to solve the
problem (1) taking the characteristics i)-iii) into account. In addition, consideration
iv) is dealt with by introducing logic to try to reduce the negative impact on the cost.

In derivative-free trust-region model-based optimization it is, typically, assumed that
the to-be-optimized function, or true function, is unknown. This function can be seen
as a black box as it may only be evaluated, and no gradient information is available.
A standard approach in these methods is to build a first or second order polynomial
model of the true function using the gathered evaluations. This surrogate model is
trusted within some trust-region typically defined by a center point and a trust-region
radius. The surrogate model of the cost is minimized within the trust-region, and the
true function is evaluated at this point. Assuming that the prediction of the model
is good, the point is accepted as the new center point and the process is repeated. If
the model prediction is bad, steps must be taken to improve the surrogate model.

The most distinct feature of the proposed algorithm is that it has as many trust-region
radii and models as there are units. Each unit is treated individually when it comes
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to modeling. Furthermore, the algorithm only provides feasible point with respect to
the constraints of the problem (1).

To the best of the authors’ knowledge, this is the first work to explicitly tackle the
resource allocation problem with a (tailored) derivative-free trust-region model-based
method. In addition, no previous literature on applying a derivative-free trust-region
method on resource allocation problems, nor on such problems with units being con-
sidered black boxes, were found. Of course, there is a significant body of literature on
more general black box optimization formulations, including Conn, Scheinberg, and
Vicente (2009), Powell (1994), Powell (2009), Bajaj, Iyer, and Faruque Hasan (2018),
and Bajaj and Hasan (2019).

The proposed algorithm is applied to an example coming from the oil and gas indus-
try. The goal is to distribute the available lift gas (the resource) between different
wells (the units) to maximize the oil production (the revenue). The example is de-
tailed in Section 4. This problem has been studied in several papers, see e.g., Kr-
ishnamoorthy, Foss, and Skogestad (2016), Krishnamoorthy, Pavlov, and Li (2016),
Peixoto et al. (2015), Rashid (2010), and Rashid, Bailey, and Couet (2012) and the
references therein. Differently from these, we focus on the setup where there is no
available model of the relationship between the allocated resources and the resulting
costs. ILe., the wells, or units, may be viewed as black boxes. Further, only steady-
states are considered and no interactions between the wells (through the reservoir)
are considered. Moreover, the decision of closing and opening wells are included. The
resulting algorithm is a data-driven optimization method.

The task of distributing available lift gas to optimize oil production have been pre-
viously tackled by derivative-free trust-region model-based methods (Giuliani, Cam-
ponogara, and Plucenio, 2013; Giuliani and Camponogara, 2015b; Giuliani and Cam-
ponogara, 2015a). These papers consider a similar setup to (1), i.e., the minimization
of a function subject to linear constraints, except for Giuliani and Camponogara
(2015a) which in addition handles nonlinear constraints. Further, they are not con-
sidering the option of measuring the output of each unit independently. Problem
structure is exploited in Giuliani and Camponogara (2015b) to reduce the amount
of required points to build a quadratic model. Our proposed method differs from
the previous approaches (Giuliani, Camponogara, and Plucenio, 2013; Giuliani and
Camponogara, 2015b; Giuliani and Camponogara, 2015a) in several aspects. First,
we include the decision of turning on and off units. Second, the method will only
provide feasible points to evaluate. The constraints are satisfied both when finding a
new potential best point, and when points are found to improve the geometry to con-
struct new models. Third, the assumed availability of the individual output of each
unit allows for further exploitation of problem structure. The latter is the reason why
the suggested approach has as many trust-region radii and models as there are units.

In the context of the gas lift optimization problem, we propose a decomposition of
the gas lift performance curve commonly used in the distribution of the available lift
gas. The decomposition allows for efficient exploitation of the available data. To the
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best of the authors’ knowledge, this decomposition has not previously been used to
exploit data in such a manner.

This paper is structured as follows. In Section 2, the algorithm is developed and
detailed. In Section 3, an extension to the algorithm is presented that exploits unused
degrees of freedom to attempt reducing negative impact on the cost. In Section 4, the
motivational example is detailed, and the algorithm is applied to a small example.
Furthermore, the section contains details on the proposed decomposition. In Section 5,
several aspects of the algorithm is investigated by using different parameters of the
algorithm and different instantiations of the motivational example. In Section 6, a
discussion on the algorithm is provided. Finally, in Section 7 a conclusion is provided.

2 Theory

In this section, the proposed algorithm will be presented. It starts by introducing
all the different parts of the algorithm before they are assembled into a complete
algorithm at the end. The different buildings blocks of the proposed derivative-free
trust-region model-based method are inspired by the framework presented in Conn,
Scheinberg, and Vicente (2009). The method differs from this framework in several
ways, which will be highlighted and discussed as each building block is presented.

2.1 Surrogate modeling

The suggested algorithm was tailored for a setup where the quality of the input-output
relationships of the units were prone to measurement errors and measurements are
few. In a noise free environment, quadratic surrogate models would typically allow
for faster convergence. However, we use linear models to mitigate the impact of the
noise. Furthermore, the typical samples would be rather close to each other making
the extrapolation capabilities of a higher order polynomial inferior. Each unit 7 will
have its own linear surrogate model F; of the true input-to-cost relationship f;

Fi(u;) = azu; + b; (2)

where the parameters a; and b; are chosen such that F; either match the collected
evaluated points, or minimizes the squared prediction error at these points if regression
is used.

It is important to take care of the spread, or geometry, of the points that are used
for finding the parameters a; and b;. For example, say there are two points used
for creating the linear model. First, if the two points lie on top of each other, any
line through the point would be a perfect interpolation, but it is clearly of no use.
Second, assume there is a trust-region radius of 10'0 centered at the origin. Two
points located at u; = 0 and u; = 1 will have a very small chance of capturing
any valuable information of the true function over the entire trust-region, unless it
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happens to be linear and noise free. With these two examples in mind, the following
geometry requirement rules are proposed.

2.1.1 Geometry requirement - Interpolation
Let u;cp be the current center point of the model for unit 4, and let A; denote its
trust-region radius. The set U; = {u;cp,u;i1}, of length n;, is deemed poised (or

suitable) for interpolation if:

i) At least one j € [1,...,n; — 1] satisfies

1
[ti.cp — i | 2 5 A 3)
i) All j €[1,...,n; — 1] satisfies
|ticp = wig| < TA (4)
iii) All j €[0,...,n; — 1] satisfies
Uy < Uj 5 < Us (5)

The r > 1 in (4) is a scaling factor which allows for more reuse of points and is a trick
borrowed from Conn, Scheinberg, and Vicente (2009). Condition i) guarantees spread
of the points, condition ii) guarantees the points are within the (possibly extended)
trust-region, and iii) guarantees the points used for modelling is feasible with respect
to the bounds of the unit.

2.1.2 Geometry requirement - Regression

In the case when the cardinality of U; is greater than two, n; > 2, the model making
process may be done through least squares regression instead of interpolation. Let
U;.an be the set of (all) previously evaluated points. Further, let U; be the subset of
U;.an which contains all the points that satisfies conditions ii)-iii). Next, the U; is
split into two sets: U = {u;; € U; & |ujep — wij] < %AZ} and U} = {u;; € U; :
[wiep — i | > $A:}. If U} is a non-empty set, U; is deemed poised (or suitable) for
regression.

This classification of poisedness for regression is aligned with the one in Conn, Schein-
berg, and Vicente (2009): A set of bounded (and moderate) amount of points will
be poised for regression if a subset is poised for interpolation. It may have a worse
“poisedness”, but only by a scaling factor.
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2.1.3 Filtering

If there is a large imbalance in the cardinalities, the smallest may end up having close
to no influence. A solution could be to set a cap on the cardinality of the sets U and
U}. That is, instead of adding all points satisfying the aforementioned requirement
when making Z/[iO and L{il, only select up to the ny,x newest.

To avoid that restricting the cardinality results in only identical points, which could
be the case if the unit is not altered for several iterations, a filtering method should
be applied. If the applied filtering method is based on merging the new point with
older points, then care must be taken to avoid unwanted effects of the merging. E.g.,
if a new point is found to satisfy Conditions i) - iii), we must ensure that the merged
point also satisfies the criteria.

2.1.4 Geometry requirement for units turned off

The optimization problem that should be solved in (1) includes the binary variables
to turn on and off units. To respect consideration iv), evaluating f is costly, the
geometry requirement is not imposed for units which are off at the current operation
point.

2.2 Geometry improvement

So far, it has been discussed requirements on the sets of points used for interpolation
(and regression). If these requirements are not satisfied, the algorithm must prioritize
creating such sets of points before continuing looking for the optimum.

Finding the required set of new w;’s to evaluate is not a trivial task due to the
interconnection between the units given by the availability of the shared resource
(1b). E.g., if one unit needs more resource, one or more of the other units must be
allocated less. However, these units have their own lower bounds on the resource
requirement (1c). An idea could be to always decrease the use of resource, as then
no resource needs to be “borrowed” from another unit. However, the unused resource
must be allocated somewhere and the issue of where to route it without hitting the
upper bounds arises.

Some terminology and notation will be introduced next. A unit that does not need a
new point to pass the geometry requirement is referred to as a neutral unit and the
index k£ will be used for these units. Similarly for a unit that needs a point, we will
use the term lacking unit and index j. Finally, index i is used when it concerns all
the units regardless of the geometry requirement.

The new point to improve geometry will be found by solving an optimization prob-
lem. Finding a point u; that satisfies the conditions i) - ii) for a single unit may be
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formulated as three constraints using the two binary variables z;; and x; ,:

uj 2 (ujep = Aj)250 + (Ujep + 0.58; + Az, (6a)
U S (ijcp — 05A] — Az)iﬁjvl + (ijcp + Aj)l'j}r (6b)
Tj+ T = 25 (GC)

The subscript [ and r refer to “left” and “right”, respectively. The z; will be set to one
for these units, but is included to keep the notation similar to what will be presented
later. Notice that the A_ is included to avoid that the new point will be merged back
into the area w;cp, £ 0.5A; if a filtering method based on merging is applied. The
feasible areas for u; with u;c, = 0 is shown as the shaded gray areas in Fig. 1.

\
g < . g
g RN g
< <

Figure 1: The feasible areas for the wells that needs new points are shown in gray.

In addition to the new constraints above, the constraint on the lower and upper limit
(1c¢) must be imposed. To help the solver, the on/off variable z; may be manually set
to 1 for the units that need a new geometry improving point.

It should perhaps be noted that finding a single point, a u, that provides all the
necessary points may be infeasible. Furthermore, it may be infeasible to find such a
point even with only one lacking and one neutral unit. F.g., assume there are two
units: 100 < uq < 200, and 2 < ug < 4 with a current operating point of u; = 100
and up = 2, and that unit 2 needs another point. Considering that unit 1 is also
at its lower limit, we need to shut unit 1, but then there is too much resource to
be distributed. Hence, this problem is infeasible by problem definition. This type of
infeasibility is hereafter referred to as problem infeasibility. Nonetheless, this type of
“problem infeasibility” was never encountered in the case study and it is less likely
when the amount of units increases. Furthermore, it could be argued that (i) such
input problems should be avoided by the user, or (ii) the algorithm could exit with
the current operation point as the solution when it occurs.

The resulting optimization, or feasibility, problem for improving the geometry is a
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Mixed-Integer Linear Program (MILP):

min 0 (7a)

u,z,x

Mooy

s.t. Zul = Umax (7b)
i=1

uj > (ujep — Aj)j0

+ (tjep +0.54; + A)xj (7c)
uj < (Ujep — 0.5A; — Az,

+ (Ujcp + Aj) T (7d)
T+ T =25 (7e)
ziu; < up <z (7f)
u; € R (7g)
zj=1 (7h)
2 €{0,1} (71)
zj1, x5 € {0,1} (73)

As mentioned above, the task of finding a single point satisfying (7c) and (7d) for all
the lacking units may be infeasible. Provided that the “problem infeasibility” is not
the issue, several evaluations of the true function would be required. Let J be the
set of all the j indices, i.e., it contains the indices of all the lacking units. One could,
for example, solve (7) two times where the set 7 is split into two (equally large) sets
J = JoUJ1. If one (or both) fails, repeat the branching process until feasibility
is reached in all branches. For each branching, the required amount of lacking units
that receives a new point is decreased and, thus, the optimization problem becomes
less constrained.

There may be several u, z and x that satisfies the constraints in (7). In Section 3,
these unused degrees of freedom will be exploited to try to minimize the increase in
cost while performing a geometry improvement step.

2.3 Solving the subproblem

When all units have enough points to create a decent model, it is time to look for a
new operation point that should further minimize f. This problem is referred to as
the subproblem in trust-region literature. Let F; be the (linear) surrogate model of
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fi- The subproblem is given as

ut,zt =argmin F(u) = Z F;(u;) (8a)
i=1

u,z

N
s.t. Z U; = Umax (8b)
i=1

u; > 2 (Ui op — ) (8c)
Ui < 2 (Ui op + ) (8d)
zZit; < up < 2, (8e)
u; €R (8f)
zi € {0,1} (8g)

As opposed to the standard derivative-free trust-region methods, we may employ an
off-the-shelf Mixed-Integer Linear Program (MILP) solver to solve the subproblem.
A standard method for finding u* is to only take a single step that provides sufficient
decrease of the objective function, see Conn, Scheinberg, and Vicente (2009) for de-
tails. If the solution of the subproblem yields a better value of f, then it is used as
the next operation point.

2.4 Trust-region radius update

Different from the standard approach in derivative-free trust-region methods, several
surrogate models are in use. Each unit will have its own surrogate model and trust-
region radius. Let u; be the point where the model prediction quality p; should be
evaluated:

pi = fi(ticp) = fi(u])
" Filuiep) = Fi(u)

9)

The trust-region radius for unit ¢ is updated according to:

. if o >
A Ay if pi >m (10)
max(yYA;, Ajmin)  €lse

with 0 < v < 1. In words, if the model prediction quality is deemed good, the radius
is kept fixed, otherwise it is reduced.

The functionality for turning on/off units and using a surrogate model for each unit
introduces some additional scenarios that must be dealt with. If either,

e the unit is off at the next point (i.e., z;” = 0), or

e the unit has never been on, or
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o the resource allocation remains the same for the unit, i.e., u;cp = uj‘

then do not calculate p; and skip updating the trust-region radius.

Finally, it should perhaps be noted that despite the sets of points used to create the
F;’s are all deemed poised, the prediction quality may still be bad. The poisedness
only guarantee a certain amount of spread in the points. The aim is that the spread
should help getting points that capture valuable information that can be used for
modeling. However, there is no (strong) guarantee on the resulting prediction quality.

2.5 Acceptance of new point

A point u™ found while solving (8) will be accepted as the new operation point as
long as:

_ +
.f(uop) f(u ) > 0 (11)
F(uep) — F(ut)
Which means that as along as the new point has a lower true function value, it will
be accepted as the new operation point.

Notice that the subscript “op” is used to refer to the operation point, and it should
not be confused with the center point of the model. Each unit, will have its own
model center point. If the unit is on, the center point will be the last solution of
(8). If the unit is off, its center point will be the last solution of (8) when it was on,
i.e., its z; was 1. The term operation point is used for the point that is currently the
best u™ point encountered. This means that u., will always satisfy the constraints of
(1), whereas u., may not. The individual u; ¢, will satisfy the upper and lower input
constraints for that unit.

2.6 Criticality step

Another building block for the trust-region method is the criticality step. It ensures
a relationship between the size of the trust-region radius and a measurement of sta-
tionarity (Conn, Scheinberg, and Vicente, 2009). Its task is to make the models more
accurate when this measure is close to zero. This will drive the trust-region radius
towards zero.

The criticality step presented in Conn, Scheinberg, and Vicente (2009) is intended
for the minimization of a function without any constraints. In the unconstrained
case, the measure of stationarity is the gradient of the objective function. For the
constrained case, we should use the gradient of the Lagrangian instead:
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where
£(0,2 0 1) = F(u) + A (Z wi - u)
i=1
+ Z |:ﬁ2(zzﬂl — Ui) + ﬁz(uz — Zlﬂz)i|
i=1

Notice that the constraints limiting the search area to the trust-region (8c) and (8d)
are not included. If they were, the gradient of the Lagrangian would simply be zero
each time at the optimum of (8).

Using the Lagrangian instead of the objective function introduces several issues which
will be discussed next.

The first issue will be illustrated by a small example. Consider that there are two
units, and that the current operation point is far away from the lower and upper
bounds of each unit. Then we have

Vo, £ = Vo, Fi(u) + A
Vo, £ = Vo, Fa(u) + A

where the bounds are left out for simplicity. The A will receive its value based upon
the two equations above. Further, assume that the model prediction quality has
been found to be good for one unit (p; = 1) and bad for the other (py = 107%).
As the underlying functions f;’s are assumed to be convex, it is fair to say that a
low prediction quality indicates a bad gradient prediction too. If one of the two
gradients V,,, F1(u) and V,, F>(u) are incorrect, then the quality, or usefulness, of all
the elements of the gradient of the Lagrangian is at stake as they are all intertwined
through the A multiplier. To deal with this issue, the gradient of the Lagrangian is only
evaluated whenever p; > 1 for all the considered units (as explained in Section 2.4).

Another issue when going from the gradient of objective function to the gradient of
the Lagrangian is where to evaluate the gradient. In Conn, Scheinberg, and Vicente
(2009), the gradient of the model is evaluated at the center point of the model, or
the operation point in our setting. The Lagrange multipliers in (13) complicate this
choice. The multipliers that satisfies the First Order Necessary Conditions (FONC)
of optimality (Nocedal and Wright, 2006) are only available at a local optimum.
However, the current operation point will rarely (or never) be such a point. Once the
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operation points for the unit models are moved, so will (most likely) the solution of
(8), even though none of the F;’s are updated. The reason for the change is due to the
application of linear models combined with that the operation point is moved, and
thus also the trust-regions. As a consequence, finding the gradient of the Lagrangian
at the current operation point is (close to) impossible.

If the norm of the gradient of the Lagrangian was evaluated at the solution of (8)
before the operation point is moved, then this point satisfies the FONC, and the
multipliers are available. Despite this not being the gradient at the operation point,
it will be used as the measure of stationarity. If the norm of this gradient is small,
it indicates that the gradient’s elements are close to zero without considering the
trust-region bounds. And in this case, we are indeed close to a stationary point (of
the model) and a reduction of the trust-region radii are in-order to “zoom in” on the
true function.

Another complicating factor of implementing the criticality step for the constrained
case is a result of the previous issues. The criticality step in Conn, Scheinberg, and
Vicente (2009) is an iterative procedure which terminates when there is a satisfactory
relationship between the norm of the gradient and the trust-region radius: A < pu.||g]l,
where ¢ is the model gradient and . is a tuning parameter. This iterative procedure
will be exited as long as the norm of the gradient of the true function at the center
point is not zero. Roughly explained, each iteration of the criticality step consists
of (i) reducing the radius (A + w.A,w. € (0,1)), (ii) making sure the (new) set
of points are poised in the new region, (iii) creating the new surrogate model with
gradient g, and finally (iv) check if its gradient is satisfactory. When the procedure
exits, the final radius is chosen as

A = min(max(&, 3/[3), Ao) (14)

where Ag is the radius when entering the criticality step. The constants must satisfy
pe > Be > 0. The final radius A of the criticality step is selected as the radius in the
range [A, Ag] closest to 8.||g||, which helps avoiding that the radius is reduced too
much.

Such an iterative procedure is not feasible for our setup due to the first issues. The
infeasibility will be illustrated through an example. Assume that the radius was
reduced because the gradient was found too small compared to the radius: A «
weA,w, € (0,1). Next step would be to create (potentially new) sets of points that
are deemed poised. Further, the surrogate models are made, the subproblem is solved
and the true function is evaluated at the solution. Now, if the prediction quality was
not satisfied for all the considered units, then the gradient of the Lagrangian could not
be evaluated. Without this gradient, the criticality step cannot continue, and thus
the iterative setup of the criticality step in Conn, Scheinberg, and Vicente (2009) is
not feasible.

To deal with this, we suggest a single pass approach which tries to copy the most
important feature of the original criticality step in Conn, Scheinberg, and Vicente

34



(2009). More specifically, the radii are reduced if at least one of the elements of the
gradient is too small compared to the corresponding radius. The proposed criticality
step consists of only one pass, and is hereafter referred to it as the criticality substep.
The substep is given in Algorithm 1.

This criticality substep will result in the radii (potentially) decreasing faster towards
zero, and maybe even too fast. As opposed to the trust-region selection in (14), we
simply get A = A = w.Ag which would correspond to setting 3. = 0. As alluded
to in (10), we have introduced a A, which also will be used in the criticality step,
see Algorithm 1. This hard limit will avoid that the algorithm gets stuck due to the

trust-region radii going too fast to zero.

Algorithm 1 Criticality substep
Parameters: p. > 0,0 < we <1, Anin
1: procedure CRITICALITY (A, U, Zop, ut, 27, AT, ut, ™)
2: Require: All U;’s are deemed poised for interpolation (or regression).

3: Calculate Vi £ in (12) at the solution.

4: reduce = False

5: fori=1,2,...,n, do

6: if zf ==1and p.|Vy,L| < A; then
7 reduce = True

8: end if

9: end for
10: if reduce then
11: fori=1,2,...,n, do
12: if zj' ==1 and p.|Vy, L] < A; then
13: A; + max(weAi, Ajmin)
14: end if
15: end for
16: end if
17: return A

18: end procedure

The setup of having several units, trust-region radii and models allows for some design
choices. Specifically, if one element of the gradient is zero, the corresponding unit’s
radius or all radii could be decreased. The latter has shown to result in better per-
formance. This is further illustrated and discussed in Section 5.2. This choice is not
without its challenges. The more aggressive reduction of the radii may indeed hinder
fast convergence. However, this may also be the case for either approach, and will be
both problem specific and rely on the chosen parameters. For example, starting with
small trust-region radii, and/or having strong contraction parameters (i.e., w. == 0
and v ~ 0), will all result in the radii hitting the Ap;, quickly.
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Figure 2: A visual flowchart for Algorithm 2. The gray boxes are where the true
function is evaluated.

2.7 The complete algorithm

All the required building blocks of the algorithm have been detailed in the previous
sections. The only extension that is missing is how to exploit the unused degrees of
freedom while finding geometry improvement points. The presentation is postponed
to after this section. The complete derivative-free trust-region model-based approach
is given in Algorithm 2. A flowchart of the algorithm is shown in Fig.2.

The algorithm is inspired by the framework presented in Conn, Scheinberg, and Vi-

cente (2009), and specifically Algorithm 10.1. They differ in the following aspects.

e First, the way poisedness is checked and improved is different. In this paper,
emphasis is put on not disturbing the to-be-optimized process more than neces-
sary when poisedness needs to be improved, see Section 3. Such considerations
are not made in Conn, Scheinberg, and Vicente (2009).

e Second, the constrained optimization problem (1) introduces the need of look-
ing at the gradient of the Lagrangian instead of the objective function in the
criticality step.

e Third, the integer variables z;’s introduce additional design choices.

e Fourth, each unit is modelled individually with its own trust-region radius,
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whereas they use only one model.

e Fifth, due to the poisedness being checked and improved in the beginning of
the while loop in Algorithm 2, the remaining part of the algorithm concern-
ing the poisedness property is simplified compared to Algorithm 10.1 in Conn,
Scheinberg, and Vicente (2009).

e Sixth, all radii will be reduced if (i) the solution of the subproblem was not
better than the current u,p, and (ii) none of the radii has been reduced during
the current iteration of the algorithm. This ensures that the radii will decrease
towards Apin whenever the algorithm may get stuck. More explicitly, if all sets
are deemed poised, all model prediction qualities satisfy the criterion, and the
norm of the gradient of the Lagrangian is sufficiently large, but the solution of
the subproblem is worse (or equally good) as the one at u,p, then all the radii
are reduced.

Deciding a termination criterion that consistently provides both a good final solution
and avoiding unnecessarily many perturbation is not straightforward. The easiest
criterion is to stop after a certain amount of true function evaluations. This could
be a valid choice if the user decides that a certain amount of time should be used for
improving the performance. Then by knowing how long it takes to perform one true
function evaluation, one may calculate how many evaluations are available. Another
option could be to track the relative improvement of the solutions of (8). Then, once
the trust-region radii (for the considered units) are all at their corresponding minima,
one could terminate once the experienced improvement is below some threshold.

3 Geometry improvement: Unused degrees of free-
dom

The optimization formulation in (7), assuming it is feasible, provides a geometry
improvement point for all the units that require such a point. Depending upon how
many units need a new point, there might be several degrees of freedom left in the
optimization. Put differently, there are may be many different u vectors that will
satisfy the geometry requirement. This freedom will be exploited next.

We emphasize that nothing of what is added from here on out will actually restrict
the feasible area. In other words, if (7) is feasible, so is the to-be-presented problem.
The extensions suggested next could be altered to fit the specific application.

3.1 Minimize change

When performing a geometry improvement step, it could be tempting to keep the
objective function as in (la), but where the f;’s were replaced by their linearized
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Algorithm 2 Derivative-free trust-region optimization method for resource allocation
problems
Input: Operation point (Uop,Zop), and center-point ucp. Trust-region radii parameters A,
Anmin, and r. Trust-region radii update parameters 0 < v < 1 and 0 < 71 < 1. Criticality
step parameters . > 0 and 0 < we < 1
Require: u,p, is feasible
Require: Either all units have a model, or all units are on z; =1
1: while not converged do
2 A, — A
3 Check if all U;’s are deemed poised according to definition in Section 2.1.1 (or 2.1.2)
4: If any units need more points, solve e.g., (7) or (32), and evaluate the true function
5: Find (u*, z7, AT, u*, ") by solving the subproblem (8)
6
7
8
9

Evaluate the true function

Calculate all considered units’ p;’s in (9)

if All calculated p;’s > m1 then

: A = CRITICALITY (A, U, zop, ut, 27, X7, ut, @™)
10: else o

11: fori=1,2,...,n, do

12: if p; <1 then

13: A; ¢ max(yAs, Ai min)
14: end if

15: end for

16: end if

17: if f(u™) < f(uop) then

18: Uop < U

19: Zop 7zt

20: else

21: if A== A, then

22: fori=1,2,...,n, do

23: A; — max('yAi, Ai,min)
24: end for

25: end if

26: end if
27: Add u™ to the set Uan.
28: end while

counterpart. This way, the true function would be (attempted) minimized while
obtaining the required points. However, it is important to remember that the reason
new points are required is because the unit models are not to be trusted.

Before presenting the suggested objective function, we highlight the difference between
operation point and center point. The operation point and the center point for a unit
will be the same if the unit is on. If a unit is off, its operation point is 0, but its
center point will be kept as the last non-zero operation point.
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We suggest to minimize the normalized squared distance from the operation point:

2
—u
P,y ( ‘°P) (15)
1€2on Ui — Ui

where Z,, is the set of indices of the units that are on at the current operation
point, and P, is a scaling parameter used for prioritizing different objectives later
on. A squared distance would be indifferent to u; increasing or decreasing. However,
there could be available information that would give preference to either increase or
decrease.

3.2 Priority to increase/decrease

The following extension allows for prioritized exploration directions for both the lack-
ing units and the neutral units. Let k£ be an index of a neutral unit, i.e., one that does
not need a new point. The binary variable xj; will be 1 if uy, < uj cp and x, =1 if
U > Up,cp. This is similar to the use of the x;;’s and z;,’s in (7). The constraints
below must be added to (7)

Uk 2 Uk, cpTh,r + UpTk (16a)
Uk < Uk,epTh,l + UkTh,r (16Db)
2 =T+ Th,r (16¢)

In addition, the objective function should be extended with:

an

Py @igvig + i Vi (17)
i=1

where the v;;’s and v;,’s are the scalars giving priority to changing wu; in either
direction:

v;; < 0 and v; , = 0 if prioritize to decrease u; (18)
v;; = 0 and v; » = 0 if no preference (19)
v;,; = 0 and v; , < 0 if prioritize to increase u; (20)

The v;;’s and v; ’s for the neutral units could for example be chosen as:
vgg=—Lvk, =0 if Jag| < 107%ora; >0 (21a)
gy = 0,05, =—1 else (21b)

where ay refers to the slope parameter in the linear model equation (2). For the

lacking units, it is less obvious how to choose v;;’s and v;,’s. If no knowledge is
available, set them to 0.

With these two extensions, it will be prioritized to stay as close as possible to the op-
eration point and the exploration directions can be prioritized. Next up, an extension
to prioritize which neutral unit to pertub will be presented.
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3.3 Prioritize which neutral unit to alter

When some units need additional points to make a good linear model, other units
must be perturbed too. Ideally, the resource should be distributed only between the
units that need changes, but such redistribution of the resource may not always be
sufficient. There may be some units that one consider as prioritized as they have
an low associated cost, and these should not be altered unless it is necessary. This
mindset is perhaps more intuitive in the maximization setting where one would not
like to alter units that gives a high revenue.

A new set of binary variables will be used to impose this prioritization. Let w; be a
binary variable to indicate if a unit ¢ is allowed (w; = 1) to be altered or not (w; = 0).

u; < (2 — Wi)Us op + Will; (22)
w; > (2 — Wi)Us op + Wity (23)
w; < z; (24)

with ¢ € Z,,, and where subindex “op” refers to the current operation point. The
equations above will only be imposed for units that are currently on (2, = 1).
Turning off a unit (z; = 0) does not count as altering, and such changes will be
handles later.

The objective function then needs to be extended with

Py Y wiW; (25)
1€ Zon
and W = [Wy,Ws,..., W, ]T is a vector with non-negative elements and contains

the prioritization weight for perturbing the units. A lower value means it is more
acceptable to perturb it. A value of 0 should be given to the lacking units.

Deciding the remaining W;’s is up to the user of the method. It could be based on
application/engineering knowledge, or some kind of measurement of “importance”.
One idea could be to take an inverted average over all previously gathered points
(Ui.an), including those outside the trust-region for the neutral units:

1 &
Wi,avg = -

g

1
Fianlj]

(26)
=1
where F; 511 is an ordered set containing the measured value f;(u; ;) for each element

U; j € U; an. Further, the W o, should be shifted and scaled to obtain non-negative
elements:

Wi,shifted — Wz',a,vg + |min(07 Wavg)| +1 (27)

W shifted
max(Winifted) — min(Whisted )
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where the 41 is added to ensure that the weight for the neutral units is higher than
0, Wy, > 0, and thus more costly to alter than the lacking units (W; = 0).

One last set of constraints is added to (7) to obtain the desired prioritized altering.
Let P be an ordered set of n, indices of the units ordered according to an ascending
importance. Ie., it is most acceptable to perturb the unit whose index is found
at first element of P. Further, let M be a one-to-one mapping from unit ¢ to its
corresponding index in P. The inverse mapping (from priority index to unit index)
is given as M ™!

wal(nu) S wM—l(nufl) S e S wM—l(l) (29)

3.4 Prioritize to not change on/off status

Depending upon the application area, it may be costly and/or undesirable to turn
on/off units simply to get geometry improvement points. To penalize closing a unit,
the following can be added to the objective function:

Pz Z —Z; (30)

i€ Zon

For the units which are currently off, a similar penalization scheme can be used.
However, a preferred turning on order can be imposed by adding the single extension:

> (P4 Pu(1— W)z (31)

1€ 20

where (1 —W;) is used because a value of W; closer to one indicates it is a unit which
is believed to have a low associated cost.

41



3.5 Geometry improvement - summary

An optimization problem with all the aforementioned extensions is now presented.

My,
i — U ,op
ugch,lw P Z < UZ—U > +PITZI7,1U~LZ+$»LTU1T
1€ Zon i=1
+ Z (wa'LWZ_PZZ’L)J'_ Z (Pz‘i‘Pw(l—Wl))Zl
1€ Zon 1€ 2o
zn
s.t. U; = Umax
i=1

Wz < up < Uz

uj 2wz + (Ujep — A5 —
uj Uiz + (Ujep + A
T+ Tjr =2

Uk = Uk, cpTh,r + UpTh
Up < Uk, cpTh,l + UL, r

Tgi+ Thr = 2k

WM-1(ny) S WM-1(ny-1) < -

ui > wit; + (2 — wi) g op,
ui < witly + (2 — wi) s op,
w; <z, Vi€ 2o,

u; € R

z;=1

% €{0,1}  On/Off
xig, i € {0,1}

w; € {0,1}

u;)zj+ (Ujep + 0545 + A — u;)wj .

)(L'] r+ (ijcp 0. 5A A, ):L'J 1

S Wm-r()
Vi € Zon
Vi € Zon

Preferred perturbation direction

Preferred perturbation order

where indices 4, j and k indicate it concerns all units, lacking units, and neutral units,
respectively, unless otherwise explicitly states. In contrast to (7), which was a MILP,
the new geometry improvement problem is a Mixed-Integer Quadratic Program.

The scaling parameters, or prioritization parameters, P’s, in (32a) can be used to give
priority to the different extensions. The prioritization order could depend upon the
application area. We suggest to use the following decreasing order of importance:

1. Do not alter the on/off status (unless necessary).

2. Alter the neutral units in (inverse) order of importance.

3. The perturbation direction.
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Figure 3: Illustration of the suggested splitting of the GLPC.

4. Stay as close as possible to the current operation point

To obtain this behavior, the P’s are selected as follows. Both P, and P, are set to
1. Considering that the first term of (32a) is indifferent to the direction, it is not
in conflict with the second term. We assume that the v’s are selected according to
(21), which ensures that the two first terms for a single unit is in the range [—1,0].
P, must be selected large enough to ensure that perturbing left/right will not be
more advantageous than not perturbing at all, P, = n, + 1. Finally, P, must be
sufficiently large such that opening/closing one unit cannot lead to an improved
objective function, P, = n,(n, + 1).

4 Application study - Gas lift allocation

This section starts by first explaining the motivational example of this work. There-
after, a decomposition of a specific curve which allows for utilization of the available
sensor data will be introduced. To the best of the authors’ knowledge, this decompo-
sition has not previously been used to exploit data in such a manner. The suggested
algorithm will be applied to a small simulated version of the motivational example.
Problems of larger sizes will be tackled in the next section.

This work was motivated by a part of the Daily Production Optimization (DPO)
challenge in the oil and gas industry. The DPO is concerned with optimally utilizing
the available resources while still obeying system and operational constraints. The
study consists of a set of wells producing to a separator. The wells produce fluids
comprised of oil, gas and water.

Initially, the pressure inside the reservoir below the seabed is, typically, sufficiently
high to drive the flow of hydrocarbons to the surface on its own. As fluids are
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Figure 4: The GLPCs for the four wells case study in Section 4.3. Notice that Well 1
is shut at the optimum and therefore does not have a star marker. Each set of equally
colored plus symbols shows the start point for one case.

drained, the reservoir pressure decreases and at some point it is too low to maintain
an economically beneficial production.

One method to increase production when the reservoir pressure has decreased, is to
inject gas into the wellbore. The gas, or lift gas, is mixed with the fluids coming from
the reservoir, and this mixture will achieve a lower density, and, thus, the production
of fluids will increase. However, there is a limit on how much gas may be injected
before the production actually starts to decrease. This is due to that the friction of
the mixture will increase faster than the mass of the mixture decreases.

Each well may have a limitation on the lower bound on the gas lift injection rate.
A well may exhibit unstable behavior, e.g. slugging, if too little gas is injected. In
addition, an upper limit may exist. A well may produce sand (from the reservoir) if
the pressure difference between the reservoir and the wellbore is too large. In this
work, these constraints are given as bounds on the gas lift injection rates.

Distributing the available lift gas between the wells can be seen as a resource allocation
problem on the form (1). The resource, or lift gas, must be allocated between the wells,
or units. In addition, the natural choice of opening or shutting wells is considered.

A standard method of approaching this problem is to create a Gas Lift Performance
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Figure 5: The evolution of the total oil rate for the four wells case study in Section 4.3.
The “Greedy” points are points found solving the subproblem. The “Geometry” points
are points found to improve the geometry.

Curve (GLPC) for each well. This concave curve gives the relationship between the
gas lift rate and the oil production in steady-state conditions for the well. If these
curves were available and reliable, they should be used and the resource allocation
problem is straight forward. However, the focus of this example is when they are not
available.

The gatherable data for each well can be split into two categories; production data
and test-separator data. The production data are collected from sensors attached to
that specific well and can be read any time. For our setup, that includes the downhole
pressure gauge and the gas lift rate sensor. There is typically no rate sensor attached
to the output of each well which is why the second set of data is acquired. The test-
separator data is only available when the considered well is routed to a test-separator.
For our setup, the relevant data is the oil rate.

An offshore oil field typically has many wells, but only one test-separator. In ad-
dition, letting a well produce to the test-separator invariably implies a cost of lost
production. Therefore, test-separator data may be old, and only a few steady-state
measuring points are taken. Also, in many fields well production may be off-design
with respect to test-separator instrumentation, which implies significant uncertainties
in test-separator measurements. Taken together, these issues imply that getting more
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Figure 6: The evolution of the gas lift rates for the four wells case study in Section 4.3.

than first-order (linear) information from test-separator data is a challenge.

4.1 Gas Lift Performance Curve Decomposition

We suggest to decompose the GLPC into two curves. One curve relates the gas lift
rate to the downhole pressure, and another which relates the downhole pressure to
the oil rate, see the illustration in Fig. 3.

This decomposition allows for an exploitation of the two different categories of data.
The first curve will only be updated based on data collected from the test-separator
analysis. As mentioned above, due to the challenges with the test-separator mea-
surements, this first curve will be linear. In addition, the true relationship between
the downhole pressure and the oil rate is typically close to linear for a large range of
pressures.

The real advantage of this decomposition surfaces when the second curve is considered.
This curve, which relates the gas lift rate to the downhole pressure, can be updated
based on data collected during production as both these measurements are available.
The relationship between gas lift rate and downhole pressure may better be modelled
by a quadratic equation. However, the extrapolation capabilities of a quadratic model,
or any polynomials of degree 2 or higher, may be unreliable. Thus, a linear model is
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Figure 7: The evolution of the trust-region radii for the four wells case study in
Section 4.3.

chosen for both curves. To deal with the inaccuracy of the assumed linear relationship
between gas lift rate and downhole pressure, the presented trust-region framework will
be applied.

4.2 Setup information

This section contains details on the setup and parameters. The setup given here is
used in the subsequent examples unless otherwise stated.

The true linear relationship between the downhole pressure and the oil rate for each
well is assumed measured perfectly. Introducing significant errors in these measure-
ments would make for a more realistic case. However, the proposed algorithm will
only find good solutions to the extent that the given set of relationships reflects reality.
Moreover, the comparison of the results of the algorithm with the optimal solution
becomes clearer when these relationships are modelled correctly. It is not expected
that the algorithm will converge to a local solution if the downhole pressures versus
the oil rates are modelled incorrectly. These relationships can be thought of some
kind of ranking between the different wells.

In order to focus on the core of the algorithm, and not on e.g. filtering, no noise is
introduced in the measurements. The modelled linear relationship between the gas
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lift rate and the downhole pressure for each well is found using the linear least squares
regression method 1sq_linear in Python’s Scipy. Only two points for each well are
used to create the models: center point plus one more.

The parameters used in the algorithm is given in Tab. 1.

Table 1: The default parameters used for the algorithm
Parameter Value

m 0.1
v 0.7
We 0.7
Hhe 10°
Ay 2000
A_ 0.0
Ain 50.0
r 1.0

The optimization problems (8) and (32) are formulated using CasADi (Andersson
et al., 2019), and solved with the Mixed-Integer Nonlinear Program (MINLP) solver
BONMIN (Bonami et al., 2008).! The computational study was carried out on Dell
XPS 15 9570 with Intel(R) Core(TM) i7-8750H CPU @ 2.20GHz.

The algorithm is initialized with, or started from, the current operation point, which
is the natural choice. The available lift gas throughout subsequent iterations of the
algorithm is given as the sum of the applied gas lift rates at the initial operation point.
Experience shows that solving the geometry improvement optimization problem (32)
with many units requiring new points can be a time consuming task. Applying a
better solver and/or take advantage of high performance computing could ease this
task. However, to circumvent this waiting time, a limit on the amount of lacking units
for each time (32) is solved is imposed and set to 10. If, for any reason, the solver
can not find a solution to (32), then that set of lacking units is split in two and the
formulation is solved twice with the easier problem. This splitting may happen as
many times as is required.

Throughout the entire application study the curves and points referred to as “optimal”
or “optimum” are found by using BONMIN on the problem with all the correct Gas Lift
Performance Curves (GLPCs) available. I.e., the underlying problem is formulated as
in (1) with the f;’s available, and solved by an off-the-shelf solver. This is in contrast

to the proposed algorithm, which was designed to only have noisy samples of the
GLPCs (the f;’s) available.

The termination criterion of Algorithm 2 is set as a threshold on true function eval-

IUnfortunately, the Lagrange multipliers required for evaluating the gradient (12) is not available
directly from BONMIN. To overcome this, the subproblem (8) is first solved with BONMIN, then
it is solved again with the Nonlinear Program (NLP) solver IPOPT (Wachter and Biegler, 2006)
keeping the binary variables fixed.

48



uations. At the end of each iteration of the algorithm, it checks if the true function
has been evaluated equally or more times than this threshold.
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Figure 8: The GLPCs for all the wells used in Section 5.1.

4.2.1 Consequences of using two linear models

As a result of decomposing the gas lift performance curve into two curves, each unit
will have two linear models associated to it. One which relates the gas lift rate to the
oil rate (through the downhole pressure),

Qi(u;) = aiPi(u;) + Bi (33)

where P;(u;) is the second linear model relating the gas lift rate to the downhole
pressure

The parameters of (33) remains fixed, whereas those in (34) are updated by the
algorithm. In the theory section, only one linear model where used. The tuple
(u, Q;) is used in most steps, except when the model prediction quality is calculated
in (9). The model prediction quality requires a comparison between the predicted
and measured values, thus, the tuple (u;, P;) is used for this.
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The algorithm is presented as a minimization method. The goal is to maximize the
(estimated) oil rate, thus, (33) must be multiplied by negative one in the objective
function (8) such that the oil rate is maximized and not minimized.

4.3 Results for a four well case

A small example consisting of four wells, or units, is presented. This allows for easier
illustration of how each well behaves. In this four well example, we investigate how
the algorithm evolves as a function of the number of true function evaluations. Four
different starting operation points are considered. For all starting points, the total
available lift gas are the same.

The four GLPCs and the four sets of starting points are shown in Fig. 4. For example,
the starting points for Starting point 1 may be found as all the red marks in the four
subplots. The optimum is the same for all different initial conditions. The lower and
upper bounds for the wells are available in Fig. 4 as the minimum and maximum
x-values for the curves. There is no marker for the optimum for Well 1 as this well is
shut at the optimum.

It is emphasized that the concave GLPCs are unknown to the optimizer and they
may only be evaluated.

The evolution of the total oil rate, gas lift rates, and trust-region radii are shown in
Fig. 5, Fig. 6, and Fig. 7, respectively. In almost all cases, the trust-region radii have
reached the lower limit Ap,;, for the wells that are open, see Fig. 7.

In Fig. 5, it can be seen that the algorithm has more or less reached the (local)
optimum in less than 15 evaluations of the true functions. For Starting point 1, 3 and
4, the optimum found by the algorithm is the same as the one found by BONMIN. For
Starting point 2, we can see that the algorithm does not reach the optimum. Looking
at Fig. 6, it can be seen that the algorithm converges to a point where one of the
wells are closed. The proposed algorithm is not a global algorithm, and converging to
a local optimum is expected behaviour. Nonetheless, for the given set of open wells,
the found solution is indeed a local optimum. The dotted line in Fig. 5 is found by
BONMIN when the binary variables are fixed. In this case, the solutions found by
BONMIN and the algorithm coincide.

For all the different starting points, no wells were ever closed for the reason of im-
proving the geometry of other wells.

5 Investigating properties of the algorithm

In this section, different aspects of the algorithm will be analyzed. The examples in
this section will be different instantiations of the motivational example presented in
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the previous section.

This section is structured as follows. First, the algorithm is applied to several setups
with an increasing number of wells to see how the algorithm performs. Second, an
algorithmic design choice made in the theory section is justified through examples.
Third, the importance of the minimum trust-region radius A, parameter is illus-
trated by examples. Fourth, parameters of the algorithm related to the radii are
discussed. Fifth, the importance of the starting point, for a certain amount of lift
gas, is investigated.

5.1 Complexity: Increasing the number of wells

In this section, we will see how the algorithm performs when the number of wells,
or units, increases. Six different scenarios will be considered: 10, 20, 30, 60, 80 and
100 wells. The GLPCs for the wells are shown in Fig. 8. The GLPCs themselves are
not too interesting, but are included to illustrate that the wells are all represented by
different concave functions. Further, the lower and upper bounds on the gas lift rates
are also visible in the figure.

For each set of wells, three different starting points are considered. As opposed to
before, the total available lift gas varies for each starting point, see Tab. 2.

Table 2: Amount of available lift gas for the scenarios with an increasing number of
wells in Section 5.1. All numbers are in Sm3/h.

N=10 N=20 N=30 N=60

Starting point 1 | 33524 72172 105982 200805

Starting point 2 | 43524 92172 135982 260805

Starting point 3 | 61974 126422 188682 363555

N=80 N =100
Starting point 1 | 1268271 335670
Starting point 2 | 2348271 435670
Starting point 3 | 3485271 606920

The evolution of the total oil rate for the scenarios with 10, 20 and 30 wells are shown
in Fig. 9. FE.g., the first row of subplots are the three different starting points for
the case with 10 wells. A similar plot for the scenarios with 60, 80 and 100 wells
are available in Fig. 10. However, due to the complexity of solving the underlying
MINLP for such an high amount of wells, the optimal oil rate lines calculated by
BONMIN are not included. Nonetheless, it illustrates how the proposed algorithm
increases in number of required true function evaluations for an increasing amount of
units before convergence is reached. The scenarios with 10, 20 and 30 wells already
have illustrated that the algorithm converges to good local optima.

In both of these two plots, we can see the required number of function evaluations to
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Figure 9: The evolution of the total oil rate for the setups with 10, 20 and 30 wells. The
“Greedy” points are points found solving the subproblem. The “Geometry” points are
points found to improve the geometry. The available gas is different for each starting
point.

reach convergence is increased with a higher number of wells. However, the increase
does not appear to be exponential.

The time taken to run the algorithm for all three starting points are shown in Fig. 11.
The computational time clearly grows exponentially with an increasing amount of
wells.
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Figure 10: The evolution of the total oil rate for the setups with 60, 80 and 100
wells. The “Greedy” points are points found solving the subproblem. The “Geometry”
points are points found to improve the geometry. The available gas is different for
each starting point.

5.2 Criticality substep design choice justification

It was mentioned in Section 2.6 that a design choice was taken based upon experience.
More specifically, it was decided to reduce all the radii in case that at least one of the
radii was too large compared to the corresponding gradient element. The other design
option was to only reduce the corresponding radius. In the following comparison, a
third option is included: Skip the criticality substep altogether. This corresponds to
setting the . parameter to co. The three options are summarized below:
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Figure 11: The computational time to solve 75 evaluations of the algorithm for three
different starting points with an increasing number of wells.

e Option 1: Reduce all the radii if at least one element of the gradient of the
Lagrangian is small compared to the corresponding radius.

e Option 2: Only reduce the radius for a unit if the corresponding element of
the gradient of the Lagrangian is small compared to its radius.

e Option 3: Skip the criticality substep altogether.

A setup with 10 wells are used in this comparison. The evolution of the total oil rate
is shown in Fig. 12 where each row of subplots presents one of the three options, and
the columns are different starting points. It is evident that Option 2 is an inferior
option for all the three starting points compared to Option 1. The performance of
Option 3 is closer to the one obtained in Option 1. However, Option 1 is superior.

The reason why Option 3 is exhibiting a slower convergence than Option 1 may be
explained as follows. In Option 3, all the radii will only be reduced when the if-test
at line 21 of Algorithm. 2 is true. ILe., all the radii are reduced when all the model
prediction qualities are deemed satisfied and the solution of the subproblem did not
provide a better value of the true function. In contrast, Option 1 will in addition
reduce all the radii if one of the relationships between the gradient elements and the
radii are unsatisfactory regardless of the value of the true function.
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Figure 12: The evolution of the total oil rate for the setup with 10 wells in Section 5.2.
The “Greedy” points are points found solving the subproblem. The “Geometry” points
are points found to improve the geometry. The available gas is different for each
starting point.

5.3 Importance of the minimum radii parameter

A key parameter of Algorithm 2 regarding convergence of the algorithm is A;,. In
this section we will illustrate two different aspects of this parameter. From one aspect,
a smaller value of A, is beneficial, whereas the other aspects advocates a larger
value. To illustrate its impact on the performance of the algorithm, the setup used
in Section 4.3 with the second set of starting points (Starting point 2) will be used.
Recall that the algorithm converged with a sub-optimal set of units being on/off for
that case. This is acceptable as it is not a global algorithm. In the examples below,
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the algorithm also converges to sub-optimal sets with regards to the binary variables.
For each example, the optimal gas lift rates with respect to the final set of binary
variables are used as the dotted lines in the figures.

The parameters used for the following examples are found in Tab. 1 except for the
initial radii Ag € {500,2000} and the minimum radii A, € {0, 50,200}.

In the first example, the initial start radii are set to 2000. The resulting evolution of
the gas lift rates and the total oil rate for the three different minimum radii values
are plotted in Fig. 13 and Fig. 14, respectively. Both figures show that a smaller
value of A, yields a more desirable response. A higher value of the parameter
results in a zigzagging response of the gas lift rates, see Fig. 13. As a result of
this alternating response around the optimal actions, the resulting total oil rates is
negatively impacted, see Fig. 14. A tempting conclusion from this small example is
to set Apin = 0. In the next example we will illustrate why this is discouraged.

Minimum radius: 0 Sm3/d Minimum radius: 50 Sm3/d Minimum radius: 200 Sm3/d

10000

8000

g
T 6000 E
i)
-]
© 4000 1 "
" — Well 1
3 — Well 2
2000 ¢ — well 3

— Well 4

0 10 20 30 40 50 0 10 20 30 40 50 0 10 20 30 40 50
# evaluations # evaluations # evaluations

Figure 13: The evolution of the gas lift rates for different minimum radii values and
with starting radii set to Ag = 2000.

In the second example, the initial start radii are set to 500, and the same types of
plots are available in Fig. 15 and Fig. 16. It becomes evident why setting Ag to zero is
discouraged. The algorithm converges to a point, but it is not a (local) optimum. The
radii are going too fast to zero which then hinder the algorithm to move further in the
solution space. When the minimum radii is increased to 50 and 200, the responses are
as expected. The algorithm converges towards the (local) optimum. The larger Amin
gives a faster response, but also ends with more zigzagging around the optimum.

These two examples have illustrated the importance of the A, regarding safeguard-
ing against unwanted convergence, or stopping, of the algorithm due to the A ap-
proaching zero.
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Figure 14: The evolution of the total oil rate for different minimum radii values and
with starting radii set to Ag = 2000 . The “Greedy” points are points found solving
the subproblem. The “Geometry” points are points found to improve the geometry.
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Figure 15: The evolution of the gas lift rates for different minimum radii values and
with starting radii set to Ag = 500.

5.4 Parameters impacting the evolution of the radii

The examples in Section 5.3 made it evident that the A, parameter is of high
importance regarding the behaviour and convergence of the algorithm. In this section,
we will discuss some of the other parameters of the algorithm and how they impact
the radii and its convergence. The example with starting radii of 500, and A, = 0
in the previous section is used as a base case. The algorithm did not converge to
a local optimum in the base case, and we will here show how the choices of other
parameters will impact the evolution of the radii.

The two most obvious parameters that will directly impact the radii are the con-
traction factors: + and w.. Setting these parameters closer to one will ensure that
the radii are reduced slower. On the other hand, a lower value will result in a more
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Figure 16: The evolution of the total oil rate for different minimum radii values and
with starting radii set to Ag = 500 . The “Greedy” points are points found solving
the subproblem. The “Geometry” points are points found to improve the geometry.
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Figure 17: The behavioral differences of the algorithm due to selected changes of the
default parameters. The applied parameters are the default ones given in Table 1,
except for those noted in the titles of the subplots and the starting radii which were

set to 500 for all three cases.

aggressive reduction of the radii. In the first column of subplots in Fig. 17, the evolu-
tion of the oil rate and the radii are shown for the case with high contraction factors,
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v = w. = 0.95. As opposed to the base case, the algorithm converges to the local
optimum as the radii does not reach zero before the local optimum is approached.

Another parameter is the threshold on what is considered a sufficient model prediction:
71. The result of tuning this parameter is less obvious. If the value is almost one, then
most predictions will be deemed unsatisfactory. This means that the corresponding
radii will be reduced. However, because one or more predictions are bad, then neither
the criticality substep nor the “reduce all” functionality at line 21 of the algorithm
will happen. The evolution with 71 = 0.999 is shown in the second column in Fig. 17.
Compared to the base case, the algorithm reaches closer to the local optimum, but
also here it is stopped by the radii going to zero.

Yet another parameter that could help slowing down the reduction of the radii is the
te. By setting this parameter high enough, the criticality substep will never happen.
However, as we saw in Section 5.2, the additional reduction resulting from this step
did result in better performance. Nonetheless, with a high enough value of p., one or
more radii will only be reduced if (i) a model predicts badly, or (ii) all models predicts
well and there was no improvement in the true function. The evolution with u. set
to its default value squared is shown in the third column in Fig. 17. In this case, the
local optimum is reached. The radii are kept constant for several iterations whilst the
algorithm keeps improving the value of the true function.

5.5 Randomized starting points

In this section, we will quantitatively investigate if the starting point is of importance
regarding experienced convergence.

A setup with 10 wells, and a 100 randomized starting points are used. All of the
starting points have the same amount of available lift gas. For all starting points, the
available lift gas is given as the sum of all the minimum gas lift rates multiplied by 1.2.
Each well gets its minimum gas lift rate, and the remaining 20% is uniformly randomly
divided between the 10 wells. The assigned initial gas lift rates were observed to always
be below the upper limits for all wells.

The results are provided in Fig. 18 and Fig. 19. For each starting point, we checked
the obtained best greedy point at several checkpoints. The checkpoints were set to
10, 15 and 25 evaluations of the true function. By “best greedy point” it is meant
the best point observed so far amongst the points that were found by solving the
subproblem (8), i.e., ignoring the geometry improvement points. Two metrics to
discuss convergence are used. First, in Fig. 18, the total oil production of the best
point is compared to the one found by solving the same problem with BONMIN. In
this metric, a point is counted as successful if it has 99% or more of the total oil
rate found by BONMIN. Second, in Fig. 19, the z variable of the best points are
considered. In this metric, a point is counted as successful if it has the same z-vector
as the one found by BONMIN.
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Figure 18: The blue bars indicate the number of instances where the best greedy point
found were no worse than 1% of the point found by bonmin. The x value specifies
the checkpoints in evaluations. The orange bars are the opposite of the blue.
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Figure 19: The blue bars indicate the number of instances where the z value corre-
sponding to the best greedy point found were the same as the one found by bonmin.
The x value specifies the checkpoints in evaluations. The orange bars are the opposite
of the blue.

As we can see in the two figures, in 99 out of the 100 different starting point, the
algorithm converges to a point very close to the point found by BONMIN. In only 1
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case does the algorithm converge to a solution with an incorrect z-variable, see Fig. 19.

The reason why the first metric uses a comparison percentage less than 100, is that
the algorithm is not expected to converge exactly to the (local) optimum. This is due
to the Ani, parameter, and the zigzagging behaviour that follows from it, see the
rightmost plot in Fig.13.

6 Discussion

The proposed algorithm has been designed to tackle a resource allocation problem
where the most challenging obstacle was that the relationship between the allocated
resource and the corresponding cost of a unit was unknown. The lack of models mo-
tivated the use of a data-driven derivative-free method. In the previous section, it
was illustrated by examples that the algorithm converges to local optima. In 99 out
of 100 cases when considering different starting points, the final vector of binary vari-
ables were the same as the presumably globally optimal solution found by BONMIN.
However, the algorithm is not designed to be a global optimizer, and converging to
a local solution is expected behavior. Moreover, when the binary variable vector, z,
was kept fixed, the algorithm converged to the local optimum in all cases.

An attractive feature of the algorithm is that it seems the number of required eval-
uations of the true function is moderate, and does not grow exponentially with the
number of units. A hidden cost when looking at the convergence time, is the time
taken to solve all the optimization formulations within the algorithm. The geometry
improvement optimization formulation (32) is a Mixed Integer Nonlinear Program
(MINLP) which is a complicated problem structure to solve. Nonetheless, in this
work the true function evaluations are considered to be the most time consuming
task. In the case study, after a set of gas lift rates are imposed, it is required to wait
for a steady-state of the system before measurements may be taken. The transition
time from a steady-state to the next is expected to be in the range of several hours.
The increase in computational time is an expected result as a MINLP solver typically
exhibits such a phenomenon. Nonetheless, we only need to solve either the geome-
try improvement optimization problem or the subproblem once before the inputs are
applied to the system.

A disadvantage of this tailored algorithm is that a proof along the lines of Conn,
Scheinberg, and Vicente (2009) to show global convergence to first-order critical points
does no longer apply as the proposed method deviates from the framework in Conn,
Scheinberg, and Vicente (2009). The major differences being the single pass criticality
substep, as explained in Section 2.6, the required minimum trust-region radii parame-
ter Ay to avoid the radii going to zero, and the use of several trust-region radii and
models. These changes are not aligned with the framework of Conn, Scheinberg, and
Vicente (2009), and thus, the proof of convergence cannot be applied. Nonetheless,
the proposed method contains the same type of building blocks as the one in Conn,
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Scheinberg, and Vicente (2009). Furthermore, global convergence was experienced in
all examples.

A final advantage of the method is that it only evaluates the true function at points
that are feasible with respect to the underlying problem (1). This is the case as the
constraints are imposed at all times when any new point is selected.

7 Conclusion

We proposed a derivative-free trust-region model-based algorithm to tackle a resource
allocation problem with some specific characteristics that were inspired by a real world
problem. The algorithm converged to local optima in all the compared cases.

In addition, we proposed a decomposition of the gas lift performance curve to exploit
available sensor data. Furthermore, we illustrated how this decomposition can be
combined with the suggested algorithm.
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Real time optimization of systems with fast and slow
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Abstract: Systems with fast and slow dynamics give rise to objectives in different
time scales which may not be aligned. The existing dynamic optimal control methods
might become computationally infeasible due to the fine discretization required to
capture the fast dynamics. On the other hand, a real time optimization (RTO)
method based on steady-state models, which is computationally efficient, can greedily
drive the plant towards optimal operation. The drawback of the RTO approach is
that it may yield actions that only focus on near future goals and the objectives
involving the slower dynamics are neglected. In this paper, we propose to extend
RTO with a lookahead strategy by introducing a predictor to capture the effect of
changing the current controls on the long-term objective. In this way, we introduce
the long-term objectives in RTO while maintaining its computational efficiency and
not losing focus of short-term objectives. The proposed approach is demonstrated in
a simulation study from offshore petroleum production, that compares the proposed
method with both an “industry-standard” RTO method, and a full fledged dynamic
optimization method that takes both slow and fast dynamics into account. The
proposed methodology performs almost as well as the dynamic optimization method
while maintaining a low computational effort.

1 Introduction

Complex industrial processes have goals in different time scales ranging from the
long-term planning and scheduling to automatic actions for stable and safe operation.
Such goals can be of different nature, and it can be challenging to achieve an overall
good performance treating the problem as a whole. Thus, a proper manner to deal
with such problems is to decompose the decision making process into several layers
(Findeisen et al., 1980). This hierarchical methodology is accepted as a standard
industrial practice (Darby et al., 2011) and also well-known in academic literature as
plant-wide control (Skogestad, 2000; Skogestad, 2004; Larsson and Skogestad, 2000;
Rangaiah and Kariwala, 2012).

The decisions in a hierarchical control system are divided in layers depending on their
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time frame (Skogestad, 2000) as shown in Fig. 1. The top layer, commonly known
as Asset Management, focuses on long-term decisions which typically involve risk
handling, investments and infrastructure planning. Next are the decisions taken in
a time frame of a couple of days or weeks such as operations scheduling and plant-
wide operations. Next follows the Real-time Optimization (RTO) layer, which is
responsible for decisions that have to be taken in a time scale of hours or days.
Shorter-term operational decisions regarding the control and automation of the plant
aim to keep operations stable and mitigate disturbances in a range of seconds to
hours, being performed automatically without human interference.

Decisign horizon
Long-term / Asset Management \

Year—- T 1
Medium-term/ Operations Scheduling \
Month—
Week—+ 1 il
Short-term / Real-Time Optimization \
Day 1
N —— Ti ........................
/ Control and Automation \
Minute—

Measured data Control actions

Fig. 1: Multi-level control hierarchy, adapted from Foss (2012).

Traditionally the interplay between the layers functions with the upper layers provid-
ing setpoints to the layers below such that near-optimal economic operation of the
process is achieved. This hierarchical scheme is suitable in many industrial appli-
cations, especially when the objectives in the layers are aligned. However, in some
applications, these goals might be conflicting in different time scales such that the
overall objective of the control system becomes less obvious.

An example of such problems appears in resource-constrained production optimiza-
tion. In the short-term, the top-ranked objective is the maximization of economic
revenues obtained with the current production, while in a long-term perspective this
might lead to suboptimal utilization of resources. In other words, the decision vari-
ables might be shared between different layers, but the objectives are not necessarily
aligned, which means that prioritizing short-term economic performance comes at the
cost of long-term economic performance.

In some cases, problems of this type are approached by constructing objectives that
weigh control performance against usage of inputs, yielding thereby a multi-objective
optimization problem for which some tuning effort is required (Van Essen, Van den
Hof, and J.-D. Jansen, 2011; Zavala and Flores-Tlacuahuac, 2012).

Depending on the research field, this approach may be known as Dynamic Real Time
Optimization (DRTO) or Economic Model Predictive Control (EMPC). These frame-
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works are capable of handling complex dynamical systems with conflicting objectives
and constraints. The main limitations of this approach are the requisite of computa-
tional power, and the potential unexpected behaviour due to an improper choice of
weights, which is typically problem-dependent. The former limitation becomes evi-
dent as the size of the decision variable vector grows due to the increasing amount of
control steps needed to capture the dynamics of the faster system.

The challenge addressed in this paper is inspired by production optimization problems
involving multiple time scales within the petroleum industry. The proposed solution
is generalized into a systematic approach which can possibly be extended to other
application areas. It consists of a novel control method that reconciles problems with
conflicting goals and heterogeneous time scales by incorporating long-term objectives
in the RTO layer using a lookahead strategy. This involves some level of integra-
tion between the models from different layers, but in such a way that the integrated
problem remains computationally tractable.

The paper is organized as follows: Section 2 presents a motivating example from
the petroleum industry. In Section 3 we provide a general formulation for control
problems of systems containing both fast and slow dynamics. Section 4 contains the
RTO with a lookahead strategy and the solution method. In Section 5 we demonstrate
the feasibility of the proposed methodology by applying it to the motivating example.
Section 6 contains a discussion. We conclude with Section 7.

2 DMotivating example

In offshore petroleum production, there is typically a set of wells producing from a
hydrocarbon reservoir to the topside facilities, see Fig. 2. While the reservoir consists
of considerable amounts of hydrocarbons trapped in subsurface porous media, the
network is a set of pipelines connecting the wells to the platform.

Processing facilities Qil export

Separator 1
(Separator 2 |_Gas export

Reservoir

Fig. 2: Integrated production system with a reservoir, a production gathering network,
and the processing facilities (Foss, 2012).

The reservoir fluids are produced by the wells and collected by a manifold before
reaching the surface for separation, processing and further exportation. The oil is
stored in tanks, while the water is treated before disposal or reinjection, and the gas
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is either flared, reinjected or exported. There are also some wells injecting either
water or gas into the reservoir to provide pressure support and enhance the overall
recovery factor of the asset.

The control hierarchy presented in Fig. 1 is also suitable to describe the decisions
in petroleum applications. In asset management the production infrastructure and
topside facilities are designed. This provides a constraint in terms of number of
wells and processing capacity for the reservoir management layer. This layer, on
the other hand, determines well locations and drainage strategies that improve the
long-term gains. Then, the RTO layer determines the well controls and the platform
settings to maximize the production such that the operational constraints are honored.
Finally, the control and automation layer guides the system towards the optimum,
and autonomously stabilizes the rates and pressures of the wells. Notice that rate
control is performed in both the reservoir management and the RTO layers, often
with fairly different operational strategies. While in reservoir management the focus
is to maintain the reservoir pressure and improving the overall recovery factor, the
RTO layer acts greedily, prioritizing short-term gains often ignoring effects on the
long-term objective.

2.1 Reservoir management: long-term optimization

The oil-water fluid flow in the reservoir can be described with a set of differential
equations based on the mass-conservation principle, the Darcy law, and the capillary
pressure principle (Chen, Huan, and Ma, 2006). After the discretization in time and
space, the pressure of oil poi ;r and the water saturation Syater,;k typically suffice
to describe the conditions in each grid block j € G at time step & € K. The flows
through the wells are a boundary condition for two-phase fluid flow in porous media,
with gp;, denoting the flow rate of phase p in well i € Ny, and ppp,;k being its
Bottom-Hole Pressure (BHP) at time step k. A state space model can be utilized to
formulate the aforementioned set of equations:

Tjk = (poil,j,k7 Swater,j,k:)avj S ga (1&)
Uik = (@piks Pohyik)s Vi € Ny, (1b)

where the states xj are the pressure of oil and water saturation in the grid blocks,
and the algebraic variables v are the flows and pressures in the wells. The control
vector uy contains one variable of vy per well which are used as a setpoint whereas the
remaining variables in vy are calculated (cf. (2c)). Notice that, while the algebraic
vector v has the length of the same magnitude of the number of wells, the state
vector x; have the same magnitude of the number of grid blocks in G, which might
range from thousands to a few million. The implicit equations to be solved at each
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simulation step are:

0= R(xg—_1, Tk, V), (2a)
0= V(wk,vk)7 (2b)
0= B(Uk,uk), (2(?)

where R(-) represents the fluid flow in the reservoir, V() maps the reservoir states
and the well algebraic variables, and B(-) are the relationship between the setpoints
and the algebraic variables, see Chen, Huan, and Ma (2006) for more details.

The long-term rate control problem can be formulated as the maximization of the
undiscounted Net Present Value (NPV):

N

Zﬁk Z(QO,i,kro - Qw,i,k'r'w) - Z(Qw,i,kTi) (3)

k=1 1€Ny prod 1€Nw, inj
subject to the implicit system of equations (2) and the well control bounds:
Wb ik < Uik < Unbyiks Vi€ Ny, k€K, (4)

where Ny proa and Ny inj are the sets of production and injection wells, respectively,
with Ny = Ny prod UNy inj. The flow rates ¢ ;1 and g, i, are part of the algebraic
variables v;  of well ¢ € N,,. Further, the oil price, and the water production and
injection costs are denoted by r,, 7, and r;, respectively. Finally, the ¢ is the step
length.

2.2 RTO: short-term optimization

In a shorter time-scale, rate control consists in determining well controls and platform
settings that optimize the daily or weekly production. In this case, since the dynamics
in the reservoir are considerably slower than in the gathering network, it is common
to assume the reservoir at steady-state, and disregard the long-term effects of current
actions (Codas, Campos, et al., 2012; Krishnamoorthy, Foss, and Skogestad, 2016;
Camponogara et al., 2017; Hiilse et al., 2020). Thus, the system of difference equations
(2a) is replaced with a static curve known as the Inflow Performance Relationship
(IPR), which describes the relationship between the well BHP and its flow rates,
and needs to be adjusted routinely to match field measurements (Jahanbani and
Shadizadeh, 2009). The short-term rate control problem in a given time step k can
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be formulated as follows:

min — Z (Go,i,k+1T0 — Gu,ik+1Tw) (5a)

Uy
1€NW prod

st Quik+1 = Qi kUi k + bik, Vi € Ny prods (5b)

Gu,ik+1 = Q1i k+1Yi k> Vi € Nu prods (5¢)

Gosik+1 = Qrik+1(L —Yik), Vi € Ny prods (5d)

APyt = h(ug, Giis1) > 0, (5e)

Ulbik < Wik < Unb,ik, Vi € Ny prods (5f)

where the control u; i, is the BHP and §i i x+1, Guw.i k+1, and §o i x+1 are the flow rates
of well ¢ obtained with a linear IPR with coefficients a;; and b; ;. The IPR can
be assumed linear because there is no gas being produced at reservoir conditions.
The parameter -, is the proportion of water in the liquid flow rate, also known
as water cut. Further, the lower bounds up ; , are typically defined as the pressure
at the inlet of the topside facilities, and the upper bounds wuyp ;% are the minimum
bottom-hole pressure given as reservoir boundary conditions. In practice, this is a
safe margin to avoid the injection of oil into the reservoir. Each well has a valve at
the top, called choke, which can adjust the rates to ensure feasibility with respect to
the network infrastructure. The pressure drops over the chokes APMH, Vi € ./\/'W,pmd
are calculated by a network simulation procedure, here denoted by h(ug, g x+1), and
must be positive such that the chokes do not become virtual pumps.

2.3 Long-term vs. short-term optimization

The rate control of reservoirs in the long-term is often performed in a resolution
of a couple of months to a year, meaning that the same settings should be kept
at a constant value for a long time. A review of methods for long-term production
optimization may be found in J. Jansen (2011). In practice, such controls are typically
changed every week, daily or even several times a day on a platform. Further, because
many constraints are ignored while performing long-term rate control planning, these
controls may not be feasible with respect to the gathering facilities. Among the
attempts to overcome this issue is a framework to handle output constraints using
a multiple shooting paradigm (Codas, Foss, and Camponogara, 2015), and a further
extension to handle network constraints (Silva et al., 2019).

While it is common to treat RTO and reservoir management separately, the limitations
of standalone approaches are evident: in the long-term, a coarse solution is obtained
at a high computational cost, while the short-term solutions are greedy and disregard
long-term effects of current actions. We propose an optimization procedure that
considers both short- and long-term gains while keeping the computational effort
low, thereby enabling the use of the proposed method in real-world decision-making
workflows.
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3 Optimal control problems with fast and slow dy-
namics

In this section, a mathematical formulation of the problem is presented followed by
two fairly standard approaches to tackle it. A conceptual formulation of an optimal
control problem with fast and slow dynamics is given below:

min / ' aLd(z(t), z(t), u(t))

u(-) to

+(1 — a)LL(z(t), 2(t), u(t)) dt (6a)

st z(t) = fe(x(t), z(t), u(t)), Vit € [to, ty], (6b)
2(t) = ge((t), 2(1), u(t)), Vit € [to, ty], (6¢)

0 < he(x(t), 2(t), u(t)), Vit € [to, ty], (6d)

where L and L. are the possibly conflicting economical objectives for the short-term
and long-term perspective, respectively, f.(-) and = represent the dynamics and states
of the system with slow dynamics, respectively, while g.(-) and z are the equivalent for
the system with fast dynamics. Equation (6d) are the path constraints. The decision
variables are the control inputs u(t) V¢ € [to,?s], and the objective function is given
as the integral in (6a) with « € [0, 1].

In this paper we focus on a modified version of (6) in which the fast dynamics are
seen at steady-state conditions, i.e., 2(¢) = 0. This assumption is made because we
assume the slow dynamics to be much slower than the fast dynamics such that the
transients of the fast dynamics system do not affect the integrated system. Thus, the
fast dynamics are replaced with algebraic equations (cf. (7c¢) below). The resulting
formulation can be written in discrete time domain as follows:

rnuin Ztk [aL®(Tpg1,u) + (1 — a)Ll(a:kH,uk)} (7a)
Vel

St Tpg1 = f(l‘k, uk), Vk € I, (7b)

0= g(zp, ur), Vk e K, (7c)

0< h(xk,uk), Vk e K, (7d)

where K :=[0,1,..., N — 1] is the set of time steps. The functions in (7) are the dis-
crete versions of the same functions in (6). The long-term rate control problem, given
in the motivating example, in combination with the network gathering constraints
in (5e) would be an example of (7) if we weigh the two objective functions (3) and
(5a). Note that variables with subscript k& denote (in general) vector-valued quantities
corresponding to the time instant k. The same variable without the subscript will be
a matrix, e.g., u = [ug, u1,...,un—1] and & = [x1,z9,...,2N]. The control i at the
time step k is denoted wu;  whereas uy, indicates a vector of all these controls.
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3.1 Solving the optimal control problem

A common way to solve the optimal control problem (6) is by a direct transcription
method such as Multiple Shooting (MS) or Single Shooting (SS) (Biegler, 2010).
However, these may run into computational limitations as the complexity is typically
cubic in state- and input dimension, and time horizon.

3.2 Solving a sequence of quasi steady-state optimization
problems

To circumvent the computational issues of solving the problem as a large dynamic
optimization problem, one alternative is to decompose it into smaller and separate
subproblems, one for each time step k, such that the integrated state from step k
becomes the initial state for step k4 1. The formulation of an individual subproblem
at time step k resembles an RTO problem, and is given by:

min L (g1, uk) (8a)

uk

st zpe1 = fog, ug), (8b)
0 :g($k+17U]g)7 (SC)
0 S h(.z‘k+1, uk). (8d)

Each subproblem (8) is a quasi steady-state optimization problem since the fast dy-
namics are assumed to be steady-state whereas the slow dynamics is integrated one
step ahead. Notice that, if possible, it is only necessary to integrate the states that are
needed to calculate the constraints and the objective function while solving the RTO.
In the subproblem (5) in the motivating example, we use a linear approximation of
the integration.

This approach greedily solves a sequence of quasi steady-state problems such that the
optimized variables are purely based upon what is the best action in the current step.
In other words, it is expected that the final value of (7a) will be worse than the one
from a direct optimal control approach. On the other hand, the greedy strategy is
computationally tractable since each subproblem is solved individually. As a result of
each step being treated separately, this strategy avoids running into dimensionality
issues due to an increase in the number of control steps. Thus, the computational
bottleneck for this method can be taken as the time it takes to solve a single instance
of (8).

4 Lookahead real time optimization

The greedy strategy is efficient but might yield considerable losses in the long-term
objective in comparison to the direct optimal control solution. The latter, on the
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other hand, might become computationally infeasible for a fine resolution in the dis-
cretization scheme. We propose a methodology that extends the greedy approach
with a lookahead strategy in order to improve the cumulative objective (7a). The
elements of the methodology and an algorithm with the solution method are provided
in what follows.

4.1 The predictor

A key ingredient of the methodology is the predictor. It is used to predict the impact
of changing the current controls, u, on the final value of the long-term objective,

ST L), in (7a):
P(up; k, N, zp, u™*), 9)

where N is the total amount of time steps. The last parameter, u'™, is a matrix
containing an initial guess for the optimal controls over the whole time period k € K.
This is needed since it is required to simulate the slow dynamics from step k£ to N to
find the impact of changing u. For simplicity, the size of u'™!* is fixed. The predictor
is a scalar function.

As an example of a predictor, which will be used in this work, consider a linear
predictor which can be used to estimate the impact of changing u; on the long-term
objective, L'(-), in (7a). The linear predictor can be obtained by perturbing wuy, as
described in Algorithm 1.

Algorithm 1 Linear Predictor

Require: xk,yi"‘“,ek.

Ensure: zj,u™" are feasible w.r.t. (7b)-(7d).
1: fori«+1,2,...,n, do
2. UCOPY ¢ uinit
3wy —ug Y ek

A I copy | N) — T it . N
4: Ai,k — (xlwu 7k, ) (x,ﬁu 7k.7 )
€k
5: end for A
6: P(“k? k,N,xp, uinit) — (uk _ Uikpit)TAk

The perturbation vector e; has the same size of the control vector uy. To calculate the
impact of changing one element in ug, the slow dynamics are simulated from zj, to z .
This requires the use of an initial guess containing the controls for the whole horizon,
uiMt for the matrix u. We assume here that this guess is feasible with respect to all

the constraints in (7). The notation u;“,;t denotes the element ¢ of the controls at step

k of the initial guess ™. Further, the function I(zg,u, k, N) = SN 1 Ll (241, ui)
where the future states of the slow dynamics are obtained by integration.
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4.2 Conflicting objectives

The predictor consists of an estimate of how the value of the long-term objective
changes with respect to the current control actions, while the short-term objective
prioritizes immediate profit. To deal with these possibly conflicting objectives, we
propose a two-stage optimization approach. The first stage consists of optimizing
the short-term objectives by solving the quasi steady-state RTO (8). We denote the
integrated state and optimized control actions by ;. ; and wuj. The second stage
is performed with the lookahead, i.e., using the predictor P(uy;k, N, z,u™), but
allowing only a certain deviation from the objective function value obtained with the
RTO. The second optimization stage can be formulated as:

min  P(ug; k, N, zp, u™®) (10a)
U

s.t. Trp+1 = flag, ug), (10b)

0=g(xgt1,ur), (10c)

0 < h(zk, Tgr1,ur), (10d)

Ls(karl?uk) < ﬂLS(:E;ﬁLl?u;c)v (106)

where the additional constraint (10e) imposes a limit on the deviation from the first-
stage RTO objective L®(x}_  uj). Note that L°(x}, uj) is assumed to be negative.
The parameter 8 € [0, 1] determines how much the short-term objective function L*(-)
may worsen, e.g., 3 = 0.9 implies an acceptable worsening of 10%. The objective
function in (10a) is the predictor replacing the first stage RTO objective.

In a given time step k, the solution obtained at the first stage RTO (8) is optimal with
respect to the objective (8a). Thus, the solution obtained with the Lookahead RTO
(LRTO) is expected to worsen the instantaneous objective in exchange for a potential
improvement in the long-term objective > L!(-) in (7a). An alternative to solve the
two-stage optimization problem is to combine the two, possibly conflicting, objective
functions into one by introducing weights. However, by doing so, the guarantee given
by the parameter S would be lost. This guarantee is of interest because it limits the
risk taken by reducing the near future objectives. This risk reflects that it is likely
that the models used in optimization of L®(x)_ ,uj) are more certain than those used
for calculation of the predictor (9).

4.3 The algorithm

The building blocks of the proposed methodology are put together in a two-stage
optimization method described in Algorithm 2. For a given initial state xg and nom-
inal path u™* that are feasible with respect to the slow dynamics system (8b), the
algorithm first solves the RTO to obtain the greedy solution u). Then a predictor is
calculated and used in the second stage optimization to obtain the current optimized
control uj. The calculated control is applied to the plant (or simulator) to obtain the
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next state. The process is repeated until the end of the control interval. Notice that
Lookahead RTO is defined as the procedure performed at lines 2 to 4 of Algorithm 2.

Algorithm 2 The workflow of Lookahead RTO
Require: zg, u’.
Ensure: zg,u’ are feasible w.r.t. (8b).
1: for k+0,1,...,N—1do
2 2}, u) < Solve RTO in (8).
3:  Obtain the predictor, (9).
4 uj + Solve modified RTO in (10) with x}, ,, uj.
5
6

Zrp+1 < Apply uf to the plant.
: end for

5 Simulation analysis

The Lookahead RTO method is assessed in the rate control optimization problem
described in Section 2. We consider an oil production system consisting of an oil-
water reservoir, a production gathering network, and the topside facilities.

z-coordinate
5
=
o

1200
800

600
0 200 w-coordinate

Fig. 3: Illustration of the reservoir model.

5.1 The simulator setup

The reservoir model is an adapted case instance from Roysem and Alfsen (2012),
which is based on the SPE1 benchmark, and implemented in the Matlab Reservoir
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Fig. 4: Different control strategies.

Simulation Toolbox 2019a (Lie, 2019). As illustrated in Fig. 3, it consists of a Carte-
sian three-dimensional box, split in 1200 regular grid blocks being 20 x 10 x 6 in x, ¥,
and z coordinates, respectively. Each block is 60 meters long, 60 meters wide and 3
meters high. The fluid utilized is the incompressible black-oil model, and the initial
oil pressure poi14,0 is set to 200 bar, while the water saturation Swater,i,0 is set to
0.15 in all grid blocks i € G. The field has 5 production wells and 2 water injectors,
while its life time is taken as 10 years of 360 days, with time steps of 30 days, re-
sulting in 120 time steps. We chose such a coarse resolution to maintain the problem
computationally feasible for the aforementioned dynamic optimization approach.

The gathering network has 5 wells producing to a common manifold at the inlet of
the topside facilities. Each producer is equipped with a choke at the top of the well,
i.e. the well-head, which allows the regulation of the well flow. The set of pipelines
transporting the fluids are divided into the production tubings and the flowlines. The
tubings are pipes in the well bore through which the reservoir fluids are produced.
The tubings of all wells have the same features, a length of 250 meters, diameter of
76 millimeters, inclination of 90 degrees, i.e. they are vertical. The flowlines are the
pipes that take the fluids from wells to the platform. Each well has a separate flowline
with the same features, a total length of 1000 meters, diameter of 240 millimeters,
and an inclination angle of 55 degrees. The downstream boundary condition of the
network is a constant pressure of 5 bar at the inlet of the processing facilities.

The fluid flow in the gathering network is modeled and simulated with a network
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solver developed in Silva et al. (2019). The pressure drops are calculated using the
framework for nodal analysis in J. D. Jansen (2017), which consists of several correla-
tions to compute fluid properties and pressure-drop derivatives. The calculations are
performed by an integrator that utilizes an interface to the ODE solver CVODES,
which is part of Suite of Nonlinear and Differential/Algebraic Equation Solver (Sun-
dials), version 2.6.2 (Hindmarsh et al., 2005).

The long-term objective given in (3) has the parameters r,, r, and r; set to 60, 10 and
10 USD/stb, respectively. We chose o = 1 and L*(-) = L!(-) in (7a) such that the stage
costs of LRTO, RTO and the dynamic optimization method remain the same. Note
that the objectives are still conflicting, due to the different horizons. This selection
implies that the injectors are not a part of the decision variables. The injection rates
of wells “i1” and “i2” are set to 302.0778 m?3/d and 88.7446 m?/d, respectively. The
IPRs for the wells which are needed for the production optimization, as explained in
Section 2, are identified by perturbation of the control inputs by -10 bar. This way
we can find a linear approximation of what the flows will be at step k& + 1 given a
control action ug. The IPRs are reconstructed at each iteration of Algorithm 2. The
separator pressure is used as the lower bound for the BHPs of the wells in all time
steps. The upper bound for the BHP for each well is set to 99% of the minimum value
of the pressures in the surrounding grid blocks. Just like the IPRs, these values will
be updated at each iteration. Ideally, the upper bounds should be made for the state
at k+1, but to avoid having to add a nonlinear constraint, the upper bound is created
by first integrating along the nominal path for one step and then use this state to
determine the upper bound. The reservoir pressure is a part of the slow dynamics,
and thus this approximation is considered justified.

The second stage optimization problem for this experiment, solved at step 4 of Al-
gorithm 2, will be similar to the one solved at the first stage, which is given the
motivating example (5), but with the two following changes. The first is the addi-
tional constraint

- Z (qu,i,k-ﬁ—lro - qu,i,/c+17"w) S ﬁL(qA:),k-kl)qu/u,kJ,—l)
1€ENw

with 8 = 0.75. The second change is that the objective function is replaced by the
linear predictor given in Algorithm 1:

Pugs b, Ny g, w™) = (up — )T A,

A small modification was done to Algorithm 2. In addition to applying uj to the
plant, it was also copied into u}cn_:_tl. This change was done due to the assumption that
the controls should not aggressively change from one step to another. This would

provide a better linearization point for the linear predictor and the IPRs.
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5.2 Results

Four different strategies are compared in the simulation analysis. In addition to the
methods Greedy RTO and Lookahead RTO addressed in the paper, two different
strategies obtained by a multiple shooting framework Silva et al., 2019 are presented.
The first, named DRTO, is configured to have a 30-day step size. In the second
trajectory each well will keep the same control for 10 years. This trajectory is used
as an initial guess for the other strategies and is named Initial guess.

The quality of the prediction obtained with the linear predictor described in Algorithm
1, with a perturbation size of 1.5 bar, is measured as the ratio of the actual change
to the predicted change, which means that a value of 1 indicates a perfect prediction.
Some characteristics of the quality of the linear predictor are given in Tab. 1. The
predictor performed well on average, which justifies its choice as the predictor for the
experiments.

Table 1: Measurements of the quality of the linear predictor.
Min Max Mean RMSE
-2.34 370 1.01 0.47

The different trajectories for the controls for the four strategies are shown in Fig. 4.
The controls in the Greedy RTO case are all changing smoothly. This is because the
only constraint is that the pressure loss over the choke has to be greater than zero and
the wells still produce a good amount of oil at the end, and thus g, ; k+170 = Guw,i,k+1Tw
throughout the 10 year period. This implies that it is most valuable to simply produce
as much as possible as the production network allows at all times. If AP = 0, then
maximum flow rate is achieved. At the very end of the simulation we can see that
there is a large jump in the control for both well 2 and well 5 for the Lookahead
RTO strategy, this is due to the fact that the sign of the linear predictor changes and
the greedy strategy aligns with the predictor. Phrased differently, the short-term and
long-term objectives are aligned.

The values of the long-term goal for the different strategies may be seen in Fig. 5. We
can see, not unexpectedly, that the Greedy RTO strategy gives a higher income in the
beginning. Around day 1000, the Lookahead RTO takes the lead and remains most
profitable until around day 2600. From this point forward, the DRTO strategy is the
best. The two most interesting comparisons are the two RTO approaches, and the
Lookahead RTO vs. DRTO. The solution obtained with the Lookahead RTO method
is 7.1 % (or 16.3 million USD) better NPV than the greedy RTO. When compared
to DRTO, the Lookahead RT'O method achieved a solution that is only 0.4% (or 1.1
million USD) lower in terms of NPV. Although the original objective of Lookahead
RTO was to improve the greedy strategy, which is similar to daily routines in real
world platforms, it also performed almost as well as DRTO.

To illustrate the differences in terms of production achieved by the different methods,
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Fig. 5: Accumulated NPV for the different control strategies.

the accumulated flows of oil and water are plotted in Fig. 6. The Greedy RTO ap-
proach produces the least oil and most water. The Lookahead RTO and the DRTO ap-
proaches produces almost identical amounts of water throughout the entire horizon,
implying that the shape of the NPV curves and accumulated oil flow curves will be
similar due to (3). This means that, with the lookahead strategy, it is possible to avoid
the excessive water production that the greedy method causes, while maintaining a
low computational effort.

The solving time for the most computationally heavy iteration of the lookahead
method was less than 1 minute, while the DRTO took around 3.5 hours. Keep in
mind that we are using a toy reservoir with a long step size. The computational effi-
ciency of the lookahead method allows its use in a RTO fashion in daily operations,
while, in a similar manner, using the multiple shooting approach in a Model Predic-
tive Control fashion would probably not be reasonable. Further, the entire trajectory
for the Lookahead RTO in the figures took less than 1 hour to compute.
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Fig. 6: Accumulated flows for the different control strategies.

6 Discussion

The suggested methodology is computationally inexpensive because it only uses the
simulator of the slow dynamics to create the predictors and to evolve in time. Since the
simulator is not embedded into the smaller optimization problems, the method does
not inherit its computational complexity and the problem dimensionality is kept low.
This strength enables the use of Lookahead RTO in similar fashion to the standard
RTO.

These days it is becoming more common to have easily available aggregated plant
data. The LRTO may incorporate such information in the same manner as RTO. For
example, if we gather data and new knowledge about the system, we may update the
models in between iterations of Algorithm 2. Further, the u™* trajectory may also
be updated if we obtain a better model for the slow dynamics.

The B parameter indicates how much of a worsening of the first stage objective func-
tion is accepted. It could also be tuned based upon how much we trust the model
for the slow dynamics, or the projected oil price. If the slow dynamics are highly
uncertain, then this parameter could be increased. This parameter can also be used
in another way. Assume we have a good model for the slow dynamics. It would make
sense to allow for a larger deviation in the beginning, because there is less future
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to consider when the end is getting closer. In this sense, the S could be gradually
increased as time passes. This would result in a more greedy approach towards the
end.

One issue one might run into when using Algorithm 2 is infeasibility in the slow
dynamics. The initial guess, u'™, is feasible. However, after solving (10) we change

uf (# ul™). The fact that «™* = [t uiMt ... wlt ] is feasible does not imply
feasibility of [ug, ui™® ... it ]. This could perhaps be solved by, e.g., by running the

multiple shooting method again with a coarser resolution such that the infeasibility
is avoided. Note that this optimization should happen after one has applied u} to the
plant, but before a new iteration of Algorithm 2 is started.

A consequence of solving the optimal control problem in (7) as a sequence of smaller
optimization problems, instead of one larger problem, is that the predictor, which is
based upon a guess of the future control actions, will not be perfect unless this guess
is followed.

7 Conclusions

In the simulation study, it was shown that including the long-term effects into the
short-term decision making process was valuable. The existing methods in literature,
to optimize systems with both fast and slow dynamics, may suffer from the compu-
tational requirements due to the dimensionality. Disregarding the long-term effects
gives rise to a method that is fast but non-optimal in the long run. The suggested
methodology combines the advantages of the traditional real time optimization with
a lookahead strategy to improve the long-term goal. The simulation study shows
promising results for this novel methodology.
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Application of Data-Driven Economic NMPC on a
Gas Lifted Well Network

Joakim Rostrup Andersen' and Lars Imsland!

!Department of Engineering Cybernetics, NTNU, Trondheim, Norway

Abstract: The Daily Production Optimization (DPO) problem is the task of max-
imizing production of hydrocarbons subject to operational constraints. Handling of
uncertainty in model structure and parameters is of high importance to the usefulness
of the solution. Ignoring these challenges will, most likely, render the solution either
infeasible or the solution will not be an optimum of the plant. We suggest to apply
a data-driven methodology to use state- and output-measurements from the plant to
iteratively update the Optimal Control Problem (OCP) which are used to control the
plant. The goal of the method is to tune the OCP such that the solution will go to-
wards an optimum of the plant as the parameters are being updated. A Reinforcement
Learning updating technique is used to update the optimization formulation.

1 Introduction

The oil and gas industry produce value by drilling wells to extract hydrocarbons which
are trapped in subsurface reservoirs. The Daily Production Optimization (DPO) ac-
tivity within this industry aims at optimizing production from these wells to maxi-
mize revenue, while obeying a set of production constraints. There are many different
sources giving rise to constraints, the most typical being limitations in how much gas
and water, typically extracted along with oil, that can be processed. If the down-
hole pressure in the wells are not high enough to lift the fluids to the topside at an
acceptable flowrate, then artificial lift can be used. One commonly used artificial
liftt method is the injection of gas into the wellbore to lower the density of the fluid
mixture. Since a production facility typically may have many wells, and a limited
amount of available gas, this also gives rise to a constrained optimization problem,
namely the allocation of available lifting gas. The controllable elements in produc-
tion optimization are typically chokes (valves) to control flows, and the settings of
compressors and pumps.

Mathematical programming is well suited to tackle the DPO problem (Foss, Knud-
sen, and Grimstad, 2018). Kosmidis, Perkins, and Pistikopoulos (2004) formulated
the DPO problem as a mixed integer nonlinear programming problem, where the in-
tegers were used to piece wise linearize nonlinear functions. Kosmidis, Perkins, and
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Pistikopoulos (2005) used integers to also decide the routing of the streams. Other
works looking at the DPO as a mixed integer (non)linear programming problem are
Misener, Gounaris, and Floudas (2009), Codas and Camponogara (2012), Silva and
Camponogara (2014), and Grimstad et al. (2016).

Modelling of the multiphase reservoir inflow, wells, risers and topside facilities are
a complex task, with limited information available of subsurface conditions. Thus,
the models used in DPO are typically uncertain, which may lead to poor prediction
capabilities. This uncertainty is a serious challenge for the DPO problem (Foss,
Knudsen, and Grimstad, 2018). Nonetheless, most works in production optimization
simply ignores this issue altogether (Krishnamoorthy, Foss, and Skogestad, 2016).
The quality and usefulness of the solution are heavily affected by such negligence.
The solution could be infeasible for the real system, or it could be suboptimal.

Uncertainty in the DPO problem was first explicitly handled by Bieker, Slupphaug,
Johansen, et al. (2007) according to Foss, Knudsen, and Grimstad (2018).

Dynamic scenario-based optimization was used to deal with parametric uncertainty by
Krishnamoorthy, Foss, and Skogestad (2016) for production optimization of gas lifted
wells. They reduced the conservativeness of the solution compared to the classical
worst-case optimization, while still being robustly feasible.

To avoid the need of steady-state measurements, Krishnamoorthy, Foss, and Sko-
gestad (2018) suggested to use transient measurements to perform model updating,
whilst only using a steady-state model in the optimization. They demonstrated the
hybrid method on a gas lifted well network simulation case study.

The modifier adaptation optimization method was applied to a similar setup by Ma-
tias, Le Roux, and Jéschke (2018), also considering parametric uncertainty. At con-
vergence, the plant and model optimum coincided. Modifier adaptation has the ad-
vantage that both model structure and model parameter mismatch can be handled.
However, the applied method needs a steady-state detection phase.

The contribution of this paper is the introduction of a methodology into the field
of DPO. The method is able to compensate for both error in the model structure
and uncertainty in parameters. Steady-state detection is not applicable as dynamic
models are used. Similar to the modifier adaptation method, the goal is to use the
data to optimally control the plant, and not necessarily to correctly model the system
dynamics. The data-driven methodology was proposed by Gros and Zanon (2020).
The method combines Economic Nonlinear Model Predictive Control (ENMPC) with
Reinforcement Learning (RL). The ENMPC is used to control the system, whereas
the RL is used to tune the ENMPC such that it more optimally controls the system.
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2 Theory

In this Section, the relevant background theory will be provided. It gives an intro-
duction to the relevant parts of Reinforcement Learning (RL). The newly suggested
function approximator(Gros and Zanon, 2020) is put into perspective of the other
parts, and an updating scheme for the function is provided. For a deeper understand-
ing of RL, we refer to Sutton and Barto (2018).

2.1 Reinforcement Learning

Reinforcement Learning is a kind of machine learning, where an agent is supposed to
learn how to operate a system to maximize a numerical reward signal. The agent is
not explicitly told what the reward will be for taking an action, but it must instead
try the action and learn from it. In Reinforcement Learning, there are three main
components. The first component is the reward which is used as a metric to evaluate
the goodness of the immediate return of the applied action in the current state. The
second component is the value function, which gives the value of being in a state. It
is the discounted sum of all future rewards given that we follow the policy. Finally,
we have the policy which provides the next action to apply given a state. There is
also a component known as the action-value function, which is the same as the value
function except that it provides the value of a state given that we apply a specified
action at the first step.

Given a state s, and an action a, we have the policy my(s), value function Vp(s)
and action-value function Qy(s,a), parameterized by the parameter vector 6. The
relationship between them is given as follows:
Vo(s) = min Qg(s, a), (1a)
a
mo(s) = argmin Qg (s, a). (1b)
a

Let s’ denote the next state, and 7 (s, a) denote the reward, then (1a) can be rewritten
as the Bellman Equation:

Vo(s) = minr(s, a) +Vy(s"), (2)

where v is a discount factor.

Finding the optimal action-value function for all possible combinations of states and
actions is in general not possible. However, a process is typically working in only
a small subset of such combinations. The aim is to create an approximation of the
(action-) value function in the operating region.
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2.2 Action-value approximation

In this paper, we will use a parametric Economic Nonlinear Model Predictive Control
(ENMPC) as the function approximator for the action-value function. This approx-
imator was proposed by Gros and Zanon (2020), and extended with system identifi-
cation capabilities by Martinsen, Lekkas, and Gros (2020). A parametric ENMPC is
presented below.

N-1
Qo(s,a) :;nén Z [’yk(Lg(a;k,uk) + wTak)]
7 =0

+ N L] () + Xo(wo)
s.t. Tp+1 = fo(zi,ug) for k € [0,...,N —1]
ho(zk,ur) < opfor k €[0,...,N —1]

To=S

W ™ W w
Q. a6 T o
RN

where Ly(+) is an estimated reward function, w is used to penalize constraint violation
given by the slack variable o, fy(-) is the dynamic model, N is the control horizon,
and z¢ is the initial state. Finally, Lg (+) is the terminal cost that should capture all
future rewards, and A\g(zg) is an initial cost which does not impact the solution of the
optimization problem, but may help the RL. For the rest of the article, we will use
s,a to denote real states and actions, whereas x,u will denote predicted states and
inputs.

This choice of function approximator is actually rather intuitive. An MPC gives you
the next action to apply given current state, just like the policy. It also provides the
objective function value given current state, just like the value-function. If we impose
an additional constraint: ug = a, then we get the same behaviour as an action-value
function.

2.3 Goal of Reinforcement Learning

The overall goal in Reinforcement Learning (RL) is to find a policy mp(+) that mini-
mizes the following expected value:

B ' L(si, mo(s:)), (4)
=0
where L is given as:

L(si,a;) = L(s4,a;) + &7 max(0, h(s;, a;)), (5)

where the first term is the experienced reward, and the latter is the penalization
of any unwanted behaviour due to that experience. For example, in our case study
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L(s;,a;) is the negative value of the produced fluids, whereas the latter term represents
any gas that must be flared due to excessive gas production. The weight @& is used
to tell the RL how critical it is to not violate the constraints h(-). It should be
noted that this does not allow for hard constraints to be included since this would
indicate a value of +o0 in L(-), which most RL methods cannot handle (Martinsen,
Lekkas, and Gros, 2020). Moreover, having hard constraints in any MPC scheme
may lead to an infeasible optimization problem. One could also argue that if one has
state/output constraints that never can be violated, then either one must control the
system extremely conservatively, or one would need a perfect model of the system
and its constraints. And if one has the perfect model, then RL is superfluous either
way.

2.4 Q-learning

To minimize (4) we will apply the concept of Q-learning (Watkins, 1989). The tuning
of the action-value function, Qy(s,a), is driven by the minimization of what is known
as the temporal-difference error §;:

O =yt — Qo(se,ar), (6)

where y; is the fized target value given by y = L(s¢, ar) +7Vo(st+1). In the parameter
updating step, it is assumed that y; is independent of §. This assumption makes the
updating a bootstrapping strategy which means caution should be used when selecting
the step size.

A batch of samples will be used each time the parameters are updated to help avoid
overfitting. A Gauss-Newton method will be used to minimize the sum of squares:

ny
ngn ; 62, (7)

where n; is the number of elements in the batch. The update law with learning rate,
or step size, «, is given by:

0« 0+ a(J5Jg) ' I40, (8)
where
VoQo(s¢,1,01,1) 01
VoQo(5t,2, at,2) 02
Jg = . , o= .. 9)
v@Q@(St,nba a/t,nb) 5nb

Inverting the approximate Hessian H = JCT)JQ will lead to problems if the matrix is

singular, or badly conditioned. To circumvent this issue, let H' denote the “pseudo-
inverse” of the symmetric H:

HY = F(FTHF) ' FT, (10)
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where F is chosen as the “near” fullspace of H, with the modification that the singular
value of a direction has to be strictly greater than o, to be included in the fullspace.
The new update-law then becomes:

0« 0+ aH J}6. (11)

This updating law does not guarantee that a global optimum of the parameters for
the nonlinear Qg function is found. However, most applications of nonlinear function
approximators in RL will suffer from this limitation (Martinsen, Lekkas, and Gros,
2020). Nonetheless, as long as the Qg function is fitted to the operating range of
interest, a local optimum is sufficient. If the operating area changes, then we could
apply online updating to try to fit the @y function to the current operating range.

3 Simulation study

In this study, we will apply the above theory on a hydrocarbon production system
consisting of two gas lifted wells, see Fig. 1, which produce to a common manifold
with a fixed pressure of 50 bar. The goal is to distribute the available lift gas between
the two wells such that the oil production is maximized. The processing facility also
has a limitation on how much gas it can handle.

3.1 The model of a gas lifted well

The utilized gas lifted well model is explained in great details in Binder (2012). All
constants may be found in that reference, we used well 2 and 4.

This model is based on mass balance of the different phases in the annulus and the
tubing. This kind of model has been developed and studied in several papers, e.g.,
see Jahanshahi (2013), and Imsland (2002). The version used in this paper takes into
account oil, water and gas phases, but flow friction is neglected.

The states of the model are the mass of gas in the annulus mg,, mass of gas in the
tubing mg;, and mass of liquid in the tubing m;;. The ordinary differential equations,
which are based upon mass balance, for well j is given below:

mga,j = Wgl,j (ugl,j) - wgz’,j(')a (12&)
mgt,j = wgr,j(') + wgi,j(') - wgpyj(upc,j% (12b)
mlt,j = wlT,j(') — Wip,j (upc,j)a (12C)

where wyg,_ ; is the injected gas into the annulus, wg; ; is the gas going from the annulus
into the tubing, wgy, ; and wy, ; are the gas and liquid coming from the reservoir into
the tubing, finally, wg, ; and wyy, ; is the gas and liquid produced by the well. For each
well, there are two manipulated variables: g ; and wupc ;. The first is ug ; = wy ;
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which is the amount of gas in kg/s injected into the annulus, and the second is
Upe,; € [0,1] which is the production choke opening (cf. Fig. 1). In (12) we have
indicated which flows directly depend upon the manipulated variables.

The model contains two one-way chokes to make sure that fluids from the tubing may
not enter the annulus and to make sure that the well does not drain fluids from the
manifold. E.g., the flow through the gas injection valve is modelled as:

Wyi,j = Civ,j \/pgi,j HlaX(Ovpai,j - pti,j)7 (13)

where Cj, ; is the valve specific constant for the injection valve, pg; ; is the density of
the gas in the annulus at the injection valve, and p,; ; and py; ; are the pressures at
each side of the valve. The Optimal Control Problem (OCP) is implemented using
CasAdi (Andersson et al., 2019), which allows to use max-functions in the formulation.
To avoid the issue with an unbounded gradient of the square root in (13) when the
argument is close to zero, we used a smooth approximation when pg; ; — ps; j becomes
small.

If one would like to apply a constraint on, or penalize, how fast the control inputs
may change, then one could augment the state space with two more states for each
well:

Uglj = Vgl j, (14a)

Upe,j = Upe,j» (14b)

where the v’s represent the rate of change of the controls and will be the new manip-
ulated variables in the Model Predictive Control (MPC). The state vector z contains
five elements:

[Mga,js Mgt j, Mt Ugl,j» Upe,j]

and the control vector has two elements, [vg j, Upc,;], for each well at each time step.
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Figure 1: Schematic of the gas lifted well model.

3.2 The RL function approximator

Based on the theory outlined in the previous section, we use the function approximator
Qo(a, s) implicitly defined by the solution of:

N-1
; k
invlr; Ao + ;0 h (wo,0p(Tk, VE) +w0k+1)]
N w1 en ) (15a)
st. xpt1 = fo(zg, vg), for k€ [0,...,N —1] (15Db)
Wy gp(xk) + M1 <T + o0y, for ke [l,...,N] (15¢)
z<xp <z forkell,...,N] (15d)
v<ov, <o forkell,...,N] (15¢)
z N is a steady-state (15f)
To=Ss (15g)

where wy op(Tk, Vi) is the integrated negative oil production from both wells from step
k to k+ 1, wg,gp(xr) is the instantaneous gas production at step k, and fo (g, vy) is
defined by (12). The gas handling constraint is enforced by (15¢), where I' = 3.8kg/s
is the maximum gas that should be produced at a time instant, and Ag and A\; are
two tunable bias parameters. The control horizon was set to N = 100 steps, over a
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simulation time 7' = 3600s (1 hour), giving a time step of 36s. The penalty factor
was set w = 1000, and the discount factor was set to v = 0.98.

We impose (15f) to make sure the system reaches a steady-state. We do this in the
example by requiring zy = xn_j, for j € [1,...,5]. The steady-state allows us to use
the property of a geometric series to efficiently express the discounted terminal cost:

Z ’Yk = ’yNiv for |FY| < 17 (16)
L=y
k=N
multiplied by the oil produced at the last interval. Note that constraint (15f) could
lead to infeasibility issues, if that was encountered the simulation time 7" and control
horizon N could be extended.

The lower bounds, z, for the masses and production chokes were set to zero, and for
the gas injection it was set to 1.2 and 0.1 kg/s for well 2 and 4, respectively. The
upper bounds, Z for all states were set to oo except for the production chokes that
had an upper bound of 1. The upper and lower bounds for all the v’s were set to
+0.25/(T/N) to limit aggressive behaviour.

For this case study, we chose four tunable parameters in the function approximator
(15). Two of them are directly related to the optimization formulation: Ay and A;.
For each well, the valve specific constant for the injection valve, see Fig. 1, is selected
as a parameter that the RL can tune. This means that the parameter vector 6 has
the elements Cjy 2, Civ 4, Ao, and Aq. This selection of parameters is not unique and
other choices could give better, or worse, performance.

3.3 Implementation details

The optimal control problem (OCP) was implemented using CasADi (Andersson et
al., 2019) version 3.5.0 with IPOPT version 3.12.3 (Wichter and Biegler, 2006) as the
nonlinear program (NLP) solver. IPOPT was ran with default parameters except that
maximum iterations was increased to 5000. Direct Collocation, with Legendre collo-
cation points and a polynomial order of degree of 2, was used as a direct transcription
method, see e.g., Biegler (2010) for more information on the method.

For testing, a plant replacement model was implemented using the same model, but
with somewhat different parameters, as can be seen in Table 1. The plant was in-
tegrated with the explicit Runge-Kutta 4 method. Two integration steps were used
for each control step. The penalty factor in (5) was set to @ = 20000, the h was
taken as the instantaneous excessive gas production at ¢+ 1, and the L was set to the
accumulated oil production from ¢ to ¢ + 1.

For the RL, we used a moving window of 50 elements. The batch was chosen to
always include the newest point, in addition to 7 uniformly randomly selected from
the window. The step size, or learning rate, was set to @ = 0.01. The treshold for
counting a singular value as zero was set to oy, = 0.1.

95



Scaling was applied to the state vector, the control vector, the objective function and
the constraints in the NLP to obtain the same order of magnitudes. When performing
the update law (11), we only performed scaling on the tunable parameters such that
the gradients of the Lagrangian of the NLP with respect to the parameters were
approximately of the same magnitude.

Sometimes when performing the Gauss-Newton step, we experienced that the eval-
uation of the @)y function was unsuccessful. When this happened, we ignored that
sample in the batch update and continued. There were 59, 7 and 1 batches where 1,
2 and 3 evaluations failed, respectively.

Table 1: Real and guessed values of the parameters.

Parameter Real value Guessed value
Teor Well 1 0.07 0.06

rwe well 1 0.7 0.8

Tgor Well 2 0.09 0.1

Twe well 2 0.5 0.6

C both wells 0.8 0.7

Cpe both wells  0.0016 0.00176

C;» both wells  0.00016 0.000144
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Figure 2: The states, including the controls, for the different strategies.
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4 Results and discussion

In this Section, we present the results obtained in the simulation study. The method is
compared to the “perfect” case where we have full knowledge of the model parameters,
and also to a “naive” approach where an ENMPC was applied with wrong parameters,
see Table 1, and nothing was done to improve the control model.

In Fig. 2, we see that as the RL keeps updating the parameter vector 6, the MPC
keeps suggesting another input. The data-driven ENMPC slowly goes towards the
trajectories obtained by the perfect ENMPC.

In this specific application, two fully open production chokes and an active gas pro-
cessing constraint are necessary for optimal operation. In Fig. 2, we can see that
the chokes are fully open for both the ideal and data-driven approaches, but not for
the naive one. In Fig. 3, we can see that the gas processing constraint is reached at
the beginning by the ideal approach, and it is never reached by the naive approach.
Further, we see that the constraint will eventually be reached also by the data-driven
ENMPC. However, it does take some time for the RL to tune the parameters to some
values that give a close to optimal control. It takes approximately 550 iterations be-
fore the constraint is active. The slow convergence is due to a small learning rate, or
step size.

Gas production Oil produced
NANVAMNAAAAAAAAAA~A A\ N
3.8 N 605 V"
= __ 600
E 3.75 éo
o 3.7+ §
=
590 +
3.65
T \ \ 585 \ \
0 1,000 2,000 3,000 0 1,000 2,000
Step [K] Step [K]
—— Perfect Naive — Data-driven - - - Limit

Figure 3: The gas production and produced oil for the different strategies.

If we increased the step size, then the constraint might be violated by a greater
amount, leading to a large penalty-term. With a too small constraint violation
penalty, @, then the calculated optimal control input could be one that keeps vio-
lating the constraints. On the other hand, if it is too big, combined with a large step
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size, it could lead to an updating step where the parameters are moved far away from
the optimal values.

In Fig. 3, we can see that data-driven ENMPC does slightly violate the constraint.
However, the amount is in the range of 6 grams of gas a second which most likely
is unnoticeable due to non-perfect sensors. Further, it is reasonable to assume that
operators would use a I' that is lower than the actual limitation of the plant. Increasing
the @ slightly and decreasing the step size would, most likely, decrease the gap between
the produced gas and the limit T.

The integrated produced oil at each time interval is shown in Fig. 3. The figure shows
that the data-driven ENMPC converges towards the same production as is achieved
by the ENMPC with full knowledge of the system.

The evolution of the four tunable paramers can be seen in Fig. 4. The final values
of the two valve specific constants are not the same as those in the “Real” column of
Tab. 1. This is as expected, because the goal is to tune the Qg function such that we
optimally control the system, and not to do system identification. If we set the two
bias parameters to zero, and let the RL tune all the parameters in Tab. 1, then one
may expect the parameters to converge to the real values. This could potentially also
remove the small constraint violation in the gas processing capabilities.

5 Conclusion

We have studied a data-driven ENMPC method proposed by Gros and Zanon (2020),
and applied it to a simulation study of two gas lifted oil wells. The results were
promising in the sense that the data-driven ENMPC was able to tune the parameters
to a set of values that gave a near-optimal operation of the process even though there
were more incorrectly guessed parameters than tunable ones. It should be noted that
the approach is a state-feedback approach, and relies on measurements of states that
are not commonly available. In practice, this method must therefore be accompanied
by a state estimation scheme.
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Figure 4: The evolution of the tunable parameters.
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Bilevel programming as a means of infinite weighting
in regression problems

Joakim Rostrup Andersen' and Lars Imsland!

!Department of Engineering Cybernetics, NTNU, Trondheim, Norway

Abstract: Linear regression is concerned about fitting a model to a set of data.
The weighted least squares method is a standard tool for performing linear regression.
In this paper, we focus on the case when some of the samples are given priority over
others. The residuals for these samples should be given an infinite weighting compared
to other samples. However, due to numerical limitations, a weight which is finite but
sufficiently large must be chosen instead. We suggest an alternative approach that
in practice allows infinite weighting. This is achieved by reformulating the regression
optimization problem as a bilevel program. The method is illustrated in a numerical
example study. The example shows that, without needing to determine a weighting
factor, the proposed method yields the same solution, up to numerical precision, as
to the one obtained by using a large weight.

1 Introduction

Linear regression is concerned about fitting a model, which is linear in its parameters,
to a data set of inputs x;’s and outputs y;’s. The least squares method is a widely
used method for linear regression. It finds the parameter vector p that minimizes the
squared errors between predictions and measurements

H;jnzwj(yj — (53 p))? (1)

where g(+) is the model and n is the number of samples. In the ordinary least squares
method it is assumed that the variance for all samples is constant, yielding w; = 1.
An extension of this method is the weighted least squares, where the weights are
determined based upon the corresponding estimated variance for the samples, yielding
possibly varying w;’s. Seen from a less mathematical perspective, the idea would be
to assign higher weights for the samples that one trusts the most. This latter mindset
is the one taken in this article.

This work is inspired by a curve estimation task encountered in the oil and gas indus-
try. We look into the case when there are two sources of data regarding modeling of
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oil flow rates from individual wells. First, the oil flow rate for each well are measured
on an infrequent basis. Second, the total oil flow rate for all the wells are measured
during production. In this paper, it is assumed that all measurements are taken at
steady-states. Further, it is assumed that the output of the total oil rate sensor is
of significant higher quality, due to easier measurement principles (single phase flow
compared to multiphase flow for the individual wells) and better maintenance as its
data is directly related to the amount of sold products and therefore fiscal reporting.
Thus, samples from this sensor are considered superior.

In this paper, we propose to use bilevel programming as a tool to achieve prioritization
in a weighted linear regression problem for this estimation task.

Bilevel programs are hierarchical optimization problems. There is the upper-level
problem which has a constraint that involves the solution of another optimization
problem. The second optimization problem is referred to as the lower-level problem.
Both the upper-level and lower-level problems may have their own set of constraints.
Bilevel programming is an active field of research, see Dempe (2020) for an overview
on theory, algorithms and applications of bilevel optimization.

From the viewpoint of multi-objective optimization, the method we suggest has sim-
ilarities with the lexicographic method, which also treats different objectives hierar-
chically.

This paper is organized as follows. In Section 2, the suggested method is presented
including approaches to solve the resulting bilevel program. In Section 3, the proposed
theory is applied to a small example, and its performance is compared to a weighted
optimization problem. Finally, in Section 4, a conclusion is provided.

2 Bilevel programming as an infinite weighting scheme

In this section, the application of bilevel programming as a means of infinite weighting
in regression problems will be presented. The parameter estimation is performed by
minimizing the sum of squared residuals in a least squares manner. The formulations
are extended to also include constraints. Lastly, strategies to solve the resulting bilevel
program are provided.

A common parameter estimation situation would be the need to fit a model to a set of
data. In this paper, we are looking into a situation where there are two models, two
data sets, and three sets of parameters. Each model may have its own parameters,
and in addition, the two models share some, or all, parameters. The two models are:

Up(2) = 9(; ps, D) (2a)

Up(Z) = §(T; ps, D) (2b)

where ps; € R™s p € R™ and p € R™ are tunable parameter vectors, ps are shared
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between the two models, and the & € R™® and & € R™® are input vectors. To keep
the notation clean, the shorter and slightly misleading left hand side of (2) is used.
Further, it is assumed that both models map to scalar outputs:

Jp : R™ x (R"s x R") - R (3a)
Gp : R™ x (R™s x R™) — R. (3b)

If there were no shared parameters, i.e., n,, = 0, then these two models could be
treated separately, e.g., by solving two least squares problems. A straightforward
extension of that idea to the case with n, # 0 would be to solve a weighted least
square problem:

min @Y (5 = Gp(#5))" +0 (55 = 5p(3))? (4)
o =1 j=1

where the subindex j indicates it is a data point. The values of the weights @ and
w will have a significant impact on the final parameters. The focus of this paper
will be where one of these two will have priority over the other. This corresponds
to setting the corresponding weight “infinitely large”. However, due to limitations
in numerical computing, it may be challenging to find a value which gives a reliable
desired behavior.

Another way of phrasing the desire of prioritizing one over the other, is to say that
the second curve fitting may only happen in the subspace of those directions which
does not impact the first curve fitting. Such a subspace may for example exist if
there are few data points for the one with highest priority. In this case, the remaining
degrees of freedom of the shared parameters may be taken by the other minimization
objective. This idea can be posed as a bilevel program:

'm,;

min > (3 = (3)) (52)
=

st min ) (55— 5p(#5))” (5b)

where the lower-level problem (5b) has the highest priority.

To make the parameter estimation procedure more flexible, constraints may be added
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to the upper and lower problem:

min’> (3, ~ 3p(2))° (62
sit. h(#;ps,p) >0 (6b)
9(Z;ps,0) =0 (6¢)

min (5, — ()’ (64)

st. h(Zps,p) >0 (6e)
9(Z;ps,p) =0 (6f)

where (6b) and (6e) also allows for setting bounds on the variables. The interpretation
that the upper-level problem is minimized in the subspace defined by the remaining
degrees of freedom of the lower-level problem is not completely valid any longer as
the constraints (6b)-(6¢), which contain p,, may restrict the lower-level’s feasible
area. However, the lower-level’s objective function still has a higher priority than the
upper-level one.

2.1 Solving the bilevel program

A common approach to tackle this type of problem is to replace the lower-level opti-
mization problem by its KKT conditions, as suggested by Fortuny-Amat and McCarl
(1981). In the rest of this paper, it is assumed that the lower-level problem is con-
vex and that the Linear Independence Constraint Qualification (LICQ) (Nocedal and
Wright, 2006) holds at the optimum. In this case, the KKT conditions are both nec-
essary and sufficient conditions of optimality. The objective functions will be convex
for any models that are linear in the parameters. It should be pointed out that the
linearity is only required for the parameters and not the variables. For example, a
polynomial model of any degree will satisfy this criteria. The KKT conditions for the
lower-level problem:

Vo i L(Z, s, Dy Ay Ag) =0 (7a)
(96 Ps;P) >0 (7b)

g(%’ Pss P ) =0 (7C)

A, >0 (7d)

N, © h(F;ps, ) = 0 (7e)
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where ® represents element-wise multiplication, Ay; and Ay are the Lagrange multi-
plier vectors, and the Lagrangian is defined as:

L(&,ps: B, N Ag) = Y (05— G(87)) -
j=1
TF (5 =
= A; W& ps, D) - -
— A3 9(&:ps, P). 8)
The final optimization problem becomes:
. A A A N2
,min, ;(yg (7)) (92)
st. h(#;ps,p) > (9b)
9(Z;ps,p) =0 (9¢)
v 57P£($ ps7p7>‘h7)‘ ) (gd)
h(#;ps,P) > (9e)
9(Z;ps, ) = (9f)
A; >0 (9g)
A @ h(E;ps, p) = 0. (9h)

The optimization problem in (9) is a Nonlinear Program (NLP), and a regular NLP
solver may be used. However, the constraint (9h), which arises from the complemen-
tary conditions of the first order conditions of optimality of the lower-level problem,
may be a tough challenge for the solver.

2.2 The complementary condition

The complementary condition, e.g., A;-h; = 0, says that either \; or h; is zero, or both.
However, both may not be nonzero simultaneously. In the bilevel literature, there
exists several ways to handle (9h). The two approaches given next were suggested by
Fortuny-Amat and McCarl (1981).

2.2.1 Big-M reformulation

The complementary condition can be formulated using a binary variable. If the integer
variable takes the value z; = 1, then the constraint is active, and a value of 0 indicates
it is inactive.
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hi < Mi(1—2;)
Aithi=0&= <X\ >0 (10)
)\SMgZZ

where z; € {0,1}, and M; and M, are chosen “large enough” such that desirable
behavior is achieved. If there is a known finite upper value of h;, then this may be
used as M. The other constant, Ms, is more challenging to determine.

2.2.2 Special Ordered Set of Type 1

Another approach, which avoids the determination of any big-M, involves categorizing
variables within Special Ordered Sets of Type 1 (SOS1). At most one variable within
a SOS1 may be nonzero. For each complementary condition, a SOSI1 is created
containing two variables: {h;, A\;}, and the solver must be informed of these sets.

3 Example study

The methodology was inspired by a part of the daily production optimization (DPO)
challenge within the oil and gas industry. The DPO focuses on utilizing the produc-
tion system in an optimal manner. The goal is to increase revenue while obeying
constraints arising from the facility. See Fig. 1 for an illustrative setup. The fluid
flow from a well is typically a mixture of oil, gas and water which must be separated
into three single-phase streams by the facility. As a simple example of a DPO, the
revenues come from selling the oil and gas, whereas the constraints could be on how
much water and gas the facility may process.

Facility —»

N

Figure 1: An example of a production network with one reservoir, three wells, and a
production facility.

There are (at least) two different categories of oil flow rates. These will be discussed
next.
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First, a well’s fluid production may be routed to what is known as a test separator.
From the data collected at the test separator, the relationship between the downhole
pressure, i.e. the pressure at the wellbore, and the oil flow rate can be estimated for
that well. Because of a limitation on the availability of the test separator, the most
recent test data for a well may be old.

Second, the total oil production, i.e. the oil production of all the wells, is measured
during operation This measurement is often more accurate as it is both newer/more
frequent and it is used to determine how much oil the platform exports which needs
to be reported for fiscal reasons. The measurements of the downhole pressures for the
wells are also available during operation.

Both for the well-based and total measurements, it is assumed that the wells must be
in a steady-state before measurements can be taken. This may imply that there will
be few recordings of the total oil production.

The problem that motivated this paper was the challenge of merging these two sources
of measurements. In the rest of this section, we will study a constructed example
where the proposed method is applied. The study focuses on utilizing the available
data to estimate the relationship between the downhole pressure and gaslift rate for
the wells.

3.1 Setup

In this setup, we have chosen to look at three wells. Each well has a linear model of
its relationship between downhole pressure and oil production:

4i(P*) = ai(Pfo = P*) + Bi (11)

where «; and f3; are the two to-be-determined parameters, and ¢;(P") is the predicted
oil production for well i at the downhole pressure P¥. Finally, /3; is the predicted oil
production at downhole pressure P. P/ is set to 120,100 and 110 bar for the three
wells. For each well test, it is assumed three data points. These points are given in
Fig. 2 as the points marked by blue circles.

The upper-level objective function for the bilevel formulation in (6) is set as the sum
of the squared prediction errors for the well tests of all three wells:

33
Ju =YY (@(PY) - gi)" (12)

i=1 j=i
where ¢ and j indicates the well and sample number, respectively.

The prediction of the total oil rate is a sum of these individual models:

3
Grot(Py) = Z(ji(Pj,i)‘ (13)
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with P; = [P} 1, P2, Pj3]. The lower-level objective function in (6) is set as the sum
of the squared prediction errors of the total oil production:

Nsl

Ju= Z (qtot(Pj) - qmt,j)2 (14)

=1

where ng; is the number of samples of the total oil rate. These samples are hereafter
referred to as system-level samples. The system-level samples used in this example
were arbitrarily chosen and are given in Tab. 1. These samples are assumed to be
perfect. ILe., both the sensors for downhole pressures and the sensor for the total oil
rate have no type of measurement error.

Table 1: The table shows the different operation points for the system-level samples.
Each column gives the data for one operation point, where the second to fourth rows
give the downhole pressures in bar, and the last row tells the total oil production in
Sm3/d.

j 1 2 3 4 5

Well 1 (P;q) | 117 96 100 100 90

Well 2 (P;2) | 118 96 104 100 90

Well 3 (P;3) | 119.5 99 108 100 95

Oil (gtot, ;) 17.08 62.50 48.33 56.33 73.83

In this setup, there are only shared parameters, n; = ns; = 0 and n,, = 6. In the first
example, there are no constraints.

The optimization formulations were formulated by using CasADi (Andersson et al.,
2019) 3.5.5. The nonlinear programs were solved by Ipopt (Wichter and Biegler,
2006). The mixed integer nonlinear programs in Section 3.4 were solved by BONMIN
(Bonami et al., 2008). No changes were made to the default settings of the solver.

3.2 Results

In the example, we started without any system-level samples in the curve fitting, and
then added one sample at a time. First, the first column of Tab. 1 was added, then
the second, and so on. The results are given in Fig. 2. For each well, we have plotted,
in dashed-style, the resulting estimated linear relationships provided an increasing
availability of system-level samples. The small numbers with arrows indicates the
amount of system-level samples that was used in the estimation of that line. The
graphs resulting from using 3,4 or 5 system-level samples all lie on top of each other.
According to the figure, the slope of all the final lines are the same as those of the red
lines. Comparing the blue lines, which are estimated purely based on the well-test
data, with the dashed lines, it can be concluded that all the dashed lines provide a
better approximation of the slopes of the red lines.
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Figure 2: The blue filled circles are points measured during well tests. The blue
lines are the linear relationship given only well-test data. The red lines are the real
(unknown) relationships. The dashed lines are the estimated linear relationships
given more and more system level points. The small numbers indicates the number
of system level points used in the estimation.

It should be pointed out that the biases, the [;’s, are not perfect. This is to be
expected as the system-level samples does not provide information on the value of
the individual B;’s, only the sum of them. Having system-level samples where some
of the wells are shut and other open, should improve the bias estimation. However,
for the current example with 3 (or more) system-level samples the result is that the
«;’s are determined by the lower-level problem, and also the sum of the biases. Then
the distribution of this sum to the individual £;’s happens through the minimization
of the upper-level objective function which focuses on the well-test data.

In Fig. 3, the prediction of the total oil rate is plotted at a test point. The test point
is [119.5,99.5,109.5] bar which was chosen arbitrary except that it does not coincide
with any of the system-level samples. The fact that the prediction does not change
by adding more than 3 points can be explained by the lack of measurement error or
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Figure 3: The red line is the real oil production at operation point [119.5,99.5,109.5]
bar. The blue dot is the prediction done with only well-test data, whereas the black
also contains system level points. The number of samples is given on the x-axis.

noise in the total oil rate and the downhole pressures. From Tab. 1, it can be seen
that any system-level point after the three first points must be a linear combination
of the three previous ones. Thus, no more information can be extracted from the
system for this setup unless wells are allowed to be shut.

3.3 Comparison with weighted optimization

As mentioned in Section 2, the suggested approach can be viewed as a way of perform-
ing infinite weighting in a weighted objective function. FE.g., w = 1 and @ = oo in (4).
Here we will illustrate by example that solving this weighted minimization problem
with an increasing w will yield an almost identical solution as the one obtained by
the bilevel programming. In this test, all the well-test samples and the system-level
samples are used.

In Fig. 4 the value of (14) is plotted for different values of w. The weight start at
@ = 10 and increases by a factor of 10 up to the final value @ = 10°. The correct value
of Jy, the y-axis value, is zero. It should be zero because there is no measurement
noise on the system-level samples, and both the model and the real relationship are
linear. In other words, the prediction of the total oil rate should be perfect at the
operation points given in Tab. 1. From the figure, it can be seen that the Jj; keeps
decreasing towards zero as the weight increases. Notice that the scales are logarithmic.
The Jy; from the weighting through bilevel approach gave a value of “numerically” 0,

0(10-2%).

As a side note, When increasing the weight to 10'*, the solver fails. This is reason-
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Figure 4: The objective function value of the lower-level problem converges towards
the one resulting from the bilevel approach as the weighting factor increases.

able as the problem is ill-conditioned due to scaling. However, it highlights another
weakness one may encounter when trying to find a “sufficiently” large weight.

To illustrate that the parameters found through the weighted optimization, with an
increasing weight, converges towards those found by the bilevel program, the norm
between the parameters are shown in Tab. 2. The norm decreases as the weight
increases.

Table 2: The table shows the ¢o-norm of the difference between the parameters ob-
tained from solving the bilevel program and a weighted problem with the weight given
in the first column. In the third column, the value of the lower-level objective function
(14) is given.

Weight f5-norm Ju

1.0-10T°T 1.85-1070% 1.21-107"

1.0-107°2  9.26-107%1  2.48 .10

1.0-107%  1.5-107°%  6.39-10"%

1.0-10%%  1.6.10792 7.24-10706

1.0-10%%  1.61-1079% 7.33.10798

1.0-10T%  1.61-107%% 7.34-10710

3.4 Example with constrained bias parameter

In this example the proposed method of weighting through bilevel programming is
applied on a similar setup as in Section 3.1. Everything remains the same except that
there is introduced a constraint on the bias parameter belonging to Well 2: g5 > 7.8.
The real bias value is 8. All the well-test samples and system-level samples are used
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for the curve fitting.

The Big-M method mentioned in Section 2 was used to deal with the complementary
condition. The M’s in (10) were set to M; = My = 100. This value was large enough
to give the correct behavior.

The resulting linear predictors are shown in Fig. 5. The bias parameter of Well 2 is
at the given constraint: S = 7.8. As before, the slopes of the estimated lines and the
red lines are all the same according to the figure. The lines for both Well 1 and Well
3 is shifted downwards. By looking at the figures, one may be convinced that these
two shifts do indeed reduce the prediction error with respect to the well-test data;
the green lines are moved “closer to” the blue circles.

Well 1 Well 2
= =
— —
» »
g g
<28 <28
o =
8 8
e E
< ® <
3 54
—= 5 ®Constrained bilevel —
© T T T © 2 T T !

116 117 118 119 120 94 96 98 100
Downhole pressure [bar] Downhole pressure [bar|
Well 3
e Measured
20 7 — Real
- - - Bilevel

—— Constrained bilevel

—_
o

| eBilevel

Oil production [Sm3/d]
b
|

\ \
100 105 110

Downbhole pressure [bar|

Figure 5: The blue filled circles are points measured during well tests. The red lines
are the real (unknown) relationships. The dashed lines are those obtained with no
constraints. The green lines were estimated with the constraint 5, > 7.8
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4 Conclusion

This paper presented an application of bilevel programming where the formulation was
used to introduce infinite weighting. In the studied example, we saw that the proposed
method allows for prioritization without having to determine a weighting factor. A
disadvantage of the proposed method, compared to the weighting approach, is that
integer decision variables will be introduced if there are constraints on the lower-level
problem and a Mixed Integer Nonlinear Program (MINLP) solver is required instead of
an NLP solver. MINLP solvers are typically slower than its integer-free counterpart.
Nonetheless, the method removes issues with ill-conditioned formulations due to a
large weight. Further, as no weight is used, the tuning process is eliminated.
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