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Summary

In this thesis, we present a class of models called normalising flows. This class of
models utilises the flexibility and computational advantages offered by the deep
learning paradigm to define a general framework for modelling flexible, high-
dimensional probability densities. We motivate the use of normalising flows by
arguing that modelling flexible densities has uses within a wide range of problems in
statistics and machine learning, but concentrate our focus on normalising flows for
density estimation and approximate Bayesian inference. As a part of the introduction
to normalising flows, we conduct a set of experiments with the planar flow to help
the reader build intuition about normalising flows.

Further, we aim to give a clear exposition of the field of autoregressive normalising
flows, which combines classical autoregressive modelling and modern normalising
flows. This has been a highly influential class of models in the literature up until
now. We provide a coherent presentation of the necessary concepts, and fill in some
crucial details about the Gaussian MADE that are often found lacking elsewhere
in the literature. Three different autoregressive flows, the inverse autoregressive
flow (IAF), the masked autoregressive flow (MAF), and Real NVP, are presented and
compared, highlighting their relative strengths and weaknesses.

Heavily inspired by two of the previously presented autoregressive flows, the masked
autoregressive flow and Real NVP, we propose a novel flow for density estimation,
which we call the hybrid autoregressive flow. We conduct a variety of experiments
with MADE, Real NVP, and MAF, and successfully reproduce results from seminal
papers in the literature, before we put the novel hybrid autoregressive flow to the
test to compare it to existing models in a standardised experimental setting.

The new flow shows promising initial performance, outperforming its competitors
on one of the density estimation benchmarks, but more empirical evidence is needed
in order to draw any conclusions about the hybrid autoregressive flow. Finally, we
summarise the thesis, before we discuss how to proceed the investigations of the
hybrid autoregressive flows, and point out some directions for the future research on
normalising flows in general.

i





Sammendrag

I denne oppgaven presenterer vi en klasse med modeller kalt "normalising flows".
Dette er en klasse med modeller som drar nytte av fleksibiliteten og de bereg-
ningsmessige fordelene som tilbys av det moderne dyp lærings-paradigmet, og
bruker det til å definere et generelt rammeverk for modellering av fleksible og
høy-dimensjonale sannsynlighetstettheter. Vi motiverer bruken av normalising flows
gjennom å argumentere med at modellering av fleksible sannsynlighetsfordelinger
har anvendelser innenfor et bredt spekter av statstikk- og maskinlærings-problemer.
Vi retter fokuset vårt spesielt mot tetthetsestimering og tilnærmet Bayesisk inferens.
Som en del av introduksjonen til normalising flows, gjennomfører vi et sett med
eksperimenter med en "planar flow", med mål om å hjelpe leseren med å bygge
intuisjon for normalising flows.

Videre gir vi en tydelig innføring i feltet autoregressive normalising flows, som
kombinerer klassisk autoregressiv modellering med moderne normalising flow. Dette
har lenge vært en av de mest innflytelsesrike klassene med modeller i litteraturen
om normalising flows. Vi gir en sammenhengende presentasjon av de nødvendige
konseptene for å sette seg inn i denne litteraturen, inkludert å fylle inn noen detaljer
om Gaussisk MADE som ser ut til å mangle i den øvrige litteraturen. Videre
presenterer vi tre autoregressive flows: inverse autoregressive flow (IAF), masked
autoregressive flow (MAF), og Real NVP, og sammenligner dem, med vekt på deres
relative styrker og svakheter.

Kraftig inspirert av to av de presenterte modellene, masked autoregressive flow
og Real NVP, foreslår vi en ny flow som egner seg til tetthetsestimering og gir
den navnet hybrid autoregressive flow. Vi gjennomfører en rekke eksperimenter
med modellene MADE, Real NVP, og MAF, og lykkes med å gjenskape resultater
fra flere av de mest innflytelsesrike artiklene i litteraturen. Til slutt gjennomfører
vi eksperimenter med vår foreslåtte flow, og sammenligner den med eksisterende
modeller i et standardisert eksperimentelt oppsett.

Den nye flowen viser lovende ytelse i disse innledende eksperimentene, og gjør
det bedre enn de andre modellene i et av eksperimentene. Mer empirisk materi-
ale er nødvendig for å kunne trekke noen sikre konklusjoner om den foreslåtte
modellen. Avslutningsvis oppsummerer vi oppgaven og diskuterer hvordan hybrid
autoregressive flow bør testes videre. Helt til slutt peker vi ut noen mulige retninger
for fremtidig forskning på normalising flows.
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Chapter 1

Introduction

In this thesis, we investigate a family of models called normalising flows, and some of their appli-
cations within statistics and machine learning. A normalising flow is at its core a model that can
perform two simple operations; density evaluation and sampling. Use-cases can therefore be found in
any probabilistic model that requires either of these two operations. A normalising flow, often only
referred to as a flow, transforms a simple base density into a more complex density, and the parameter
values defining the transformation are learned from data. In particular, we will focus on normalising
flows for density estimation, and normalising flows for variational inference.

While normalising flows offer a powerful framework for modelling complex densities, but the basic
principle of normalising flows is strikingly simple:

i take some simple density, typically an isotropic Gaussian

ii transform it using a composition of differentiable and bijective transformations.

The initial density “flows” through a sequence of transformations, and at the end of the flow we obtain
a valid, normalised probability density. We are able to sample from, and evaluate the density of
samples under the transformed density, due to the change of variables formula. This formula is taught
in most introductory statistics courses, but the secret to why this seemingly rudimentary procedure is
so useful, lies in the way the transformations are designed, and in the power of compositionality.

A large body of the research on normalising flows revolves is about how to design these trans-
formations to achieve a flow with desirable properties. This thesis is mainly concerned with the
class autoregressive flows, which combine autoregressive modelling and normalising flows to obtain
transformations that are both highly flexible and tractable. The presented flows have applications
within density estimation, variational inference, and generative modelling. Normalising flows were
first proposed for density estimation by Tabak and Turner (2013), but were first popularised in a deep
learning context by Rezende and Mohamed (2015) as a way to parameterise flexible approximate
posterior densities for use in variational inference.

In the following years, there has been an emergence of normalising flows benefiting of neural
networks, with successful applications in density estimation (Papamakarios et al., 2017; Dinh et al.,
2014, 2017), variational inference (Kingma et al., 2016; van den Berg et al., 2018), generative
modelling of images (Dinh et al., 2017; Kingma and Dhariwal, 2018) and audio (van den Oord et al.,
2017). Applications to more traditional statistical problems include parameterising the auxiliary
distribution in importance sampling (Müller et al., 2018), parameterising the proposal distribution in
rejection sampling (Bauer and Mnih, 2019), and reparameterising the target distribution in MCMC
sampling to make it more well-behaved (Hoffman et al., 2019).

Despite the vital role played by neural networks in these models, this is not a thesis about deep
learning per se. We use the framework offered by deep learning to tackle classical problems from
statistics, such as density estimation and approximate Bayesian inference, and the neural networks
are in this context merely a tool used to enhance the performance of already existing techniques by
adding the flexibility and learning capacity of neural networks to problems that call for modelling
flexible probability distributions.
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1.1 Why normalising flows?

In the wake of the popularisation of normalising flows that followed (Rezende and Mohamed, 2015),
normalising flows have received increasing attention from the broader machine learning research
community. Last year, in 2019, the first workshop on Invertible Neural Networks and Normalising
Flows was arranged at the International Conference of Machine Learning (ICML), which, along with
NeurIPS, is considered the premier conference for machine learning research. Just before, and during
the writing of this thesis, the first comprehensive review papers on normalising flows were published
by Kobyzev et al. (2019) (August) and (Papamakarios et al., 2019) (December).

As exemplified in the previous section, the merits of normalising flows are many and diverse, but the
applications have in common that good density estimates are imperative for them to be successful. In
this thesis, we restrict ourselves to discuss normalising flows for density estimation, and normalising
flows for variational inference. Density estimation in the broad sense includes generative modelling
of high-dimensional data like images and audio, but this thesis is concerned with density estimation
that is purely quantitative, following along the lines of (Papamakarios et al., 2017).

Fundamentally, both density estimation and variational inference are concerned with estimating a
probability density function from data. In the following, we motivate why these fields are of interest,
and how normalising flows can be used to progress each field.

Density estimation

The problem of density estimation is at the heart of statistics and traditional machine learning methods.
Given a set of observed samples produced by some unknown, stationary process, we want use the
observed data to estimate the density function of the process that generated them. An estimated
density function can be used to evaluate the density of an arbitrary observation, but does also provide
a description of the generated data. A good density estimator is thus useful for many downstream
tasks, and has numerous applications. We list some of them below:

i Estimate densities from data for use in Bayesian inference, e.g., by learning suitable priors
from large datasets in an unsupervised manner.

ii Using the likelihood of the training data as a the objective function when training machine
learning models. Allows for optimising the objective of interest directly.

iii To achieve better compression. A good density estimate implies a small Kullback Leibler
divergence between the estimated model and the true model, which in turn means that
expected number of lost bits by using the approximating density decreases.

iv Model scoring using metrics like entropy or maximum likelihood, which assume that we
can evaluate the density under our model.

v Given the right model, we can generate new data very cheaply. This is useful for example
for generating estimators of high-dimensional integrals like expected values, or to generate
new samples when for training the inflow of real data is limited.

Traditional methods for density estimation like mixture models and kernel density estimators are
efficient for learning low-dimensional densities, but suffer severely from the curse of dimensionality
when dealing with data in the high-dimensional regime. Lately, density estimation models parame-
terised by neural networks have been successfully applied to density estimation problems, achieving
state of the art performance on a range of high-dimensional density estimation benchmarks.

Particularly successful are the neural density estimators that combine autoregressive density estimation
with normalising flows. Harnessing the flexibility of neural networks to learn complex dependencies in
high-dimensional data, we can design autoregressive transformations that are suitable as components
of a normalising flow. By stacking several such transformations in sequence, we can increase the
flexibility compared to a regular autoregressive model. By using neural networks to define the
transformations in the flow, we also get to easily utilise the powerful capabilities offered by modern
deep learning frameworks to optimise the models. This is explained in more detail in Section 1.4.
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Variational inference

Another central topic in statistics, is the one of performing posterior inference in Bayesian models.
The gold standard in posterior inference is Markov chain Monte Carlo (MCMC) methods, but
these methods can be very computationally expensive and slow when dealing with large amount of
data and/or a large number of parameters. An optimisation-based alternative to MCMC is called
variational inference. Variational inference relies of being able to define a family of approximate
posterior densities that is flexible enough to approximate the true posterior well, while at the same
being tractable and lending itself to gradient-based optimisation.

It was to this end normalising flows were first proposed in a deep learning setting by Rezende and
Mohamed (2015). Just as when using normalising flows for density estimation, these models benefit
from the flexibility of neural networks to model flexible and tractable posterior distributions. Whereas
density evaluation typically is the primary functionality of density estimators, we are often more
interested in being able to generate new samples from a posterior density. Normalising flows facilitate
this, as sampling from the modelled distribution simply amounts to a forward pass of the flow, which
for aptly designed models can be done efficiently on parallel hardware.

1.2 What is deep learning?

The normalising flows presented in this thesis rely heavily on neural networks, and they all fit under
the umbrella of deep learning models. An introduction to neural networks is given in Section 2.2,
and in the following we provide some background on what we mean by “deep learning”.

The term “deep learning” refers to a wide range of universal learning techniques. Deep learning
models are composed of parameterised modules that are trained using gradient-based optimisation.
These modules are typically variations of neural networks, and have been successfully applied
to problems within numerous and very distinct fields, ranging from computer vision and image
generation, to natural language processing, physics and biology. The reinforcement learning (RL)
model AlphaGo made the headlines when it beat the world’s best Go1 player in four out of five games
after teaching itself through self-play how to play the game.

The idea of using neural networks for learning tasks is not new, and can be traced back more than half
a century. The first mathematical model of a neuron was published by McCulloch and Pitts (1943),
a model that some years later inspired the Perceptron learning algorithm presented by Rosenblatt
(1958). This model received much attention and sparked a great deal of interest in the field, but
challenges in training the neural networks limited their success in the subsequent decades. The
definite comeback of neural network is quite recent, and is by many considered to be the moment
when Professor Geoffrey Hinton and two of his graduate students at University of Toronto won the
ImageNet Large Scale Visual Recognition Challenge (Russakovsky et al., 2015) in 2012, using a
convolutional neural network that outperformed the runner-up by a remarkable margin of 10.8%.

The breakthrough of deep learning is often assigned to the combination of (i) improved techniques
for training deep neural networks on large datasets, (ii) the exponential increase of available data, and
(iii) more computational power allowing for training of deeper networks. However, deep learning has
arguably been most successful within the supervised regime, on classical problems like regression
and classification. Such models are trained on labelled datasets with known input-output pairs. The
pool of unlabelled data is vastly larger than the available amount of labelled data. In order to make
use of the information that is in this unlabelled data, we need unsupervised learning.

The goal of unsupervised learning is to learn the structure or distribution of the data directly from
the input, clustering unlabelled data into groups in a meaningful way. The deep learning pioneer
and Turing medal winner Yann LeCun famously advocates that “The next revolution will not be
supervised” (LeCun, 2018), referring to the future of machine learning. The idea of unsupervised
learning is appealing also due its analogy to how humans learn, but more importantly, because of the
great availability of unlabelled data and the value of the information that lies therein. Both density
estimation and variational inference are examples of unsupervised learning problems.

1Go is an old Chinese board game, known to be much more complex than chess in terms of legal number of
moves per turn, and number of legal possible board positions.
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1.3 Goals and structure of the thesis

This thesis aims to give an independent introduction to the field of normalising flows, with focus on
the class of autoregressive flows. We aim to give a clear exposition of normalising flows in general,
and autoregressive normalising flows in particular. The reader is assumed to have basic familiarity
with calculus, linear algebra, and probability theory, but the thesis is aimed to be self-contained when
it comes to deep learning and normalising flows.

The structure of the thesis is as follows:

Chapter 2 lays out the general theoretical foundations of the thesis, most importantly density
estimation and Bayesian inference. The chapter also contains two introductions to neural networks
and variational inference, respectively.

Chapter 3 introduces the general theory about normalising flows. It contains a discussion on how to
design a tractable normalising flow, and how normalising flows are useful for variational inference
and density estimation. The chapter is rounded off with some illustrative experiments inspired by
Rezende and Mohamed (2015) to build intuition about how normalising flows work.

Chapter 4 introduces the concepts of autoregressive density estimation and autoregressive flows,
which is the central topic of the remaining chapters of the thesis. The masked autoregressive distribu-
tion estimator (MADE) (Germain et al., 2015) is thoroughly presented, as it is the main ingredient in
two of the autoregressive flows presented in Chapter 5. Finally, we make a tiny contribution to the
existing literature by formalising how to design a MADE with Gaussian conditionals.

Chapter 5 presents the inverse autoregressive flow (IAF) (Kingma et al., 2016), the closely related
masked autoregressive flow (MAF), and the real-valued non-volume preserving (Real NVP) flow (Dinh
et al., 2017), including a comparison of the three flows. We briefly present the neural autoregressive
flow (Huang et al., 2018) to provide an example of neural networks can be utilised to design even
more expressive flows. Lastly, we present a batch normalisation layer adapted by (Papamakarios
et al., 2017) to be used as a component in a normalising flow.

Chapter 6 introduces a novel flow for density estimation. We combine the coupling layer from Real
NVP with the autoregressive layer from MAF into a crossover layer, hoping to increase the flexibility
compared to the coupling layer. We name the resulting flow hybrid autoregressive flow (HAF). The
essential theory of the HAF is presented, followed by a discussion of some of its properties in relation
to the MAF and the Real NVP.

Chapter 7 contains a variety of density estimation experiments: (i) we reproduce some experiments
from the MADE paper on the binary MNIST dataset, and extend on these by conducting a set of
new experiments, including some using the Gaussian MADE. (ii) we test the Real NVP model on a
couple of two-dimensional toy densities. (iii) We compare the performance of MADE, Real NVP,
MAF, and the new HAF on the two different datasets. These experiments include reproducing some
results from the MAF paper (Papamakarios et al., 2017).

Chapter 8 summarises the thesis, and points out some directions for future research.

1.4 Implementation

PyTorch (Paszke et al., 2019) from Facebook and TensorFlow from Google (Abadi et al., 2015) are
the two leading deep learning frameworks today. The core functionalities of a deep learning frame-
work are automatic differentiation, easy-to-build neural network modules, and making distributed
computing and training on multiple GPUs accessible for the user. A good deep learning framework
should also facilitate easy exploration of ideas and allow for rapid model iteration. Both PyTorch and
TensorFlow possess all the aforementioned qualities, but while TensorFlow still has an edge in the
industry when it comes putting deep learning models into production, PyTorch has lately become the
preferred framework for researchers (He, 2019), likely due to its flexibility and ease of use.

We chose to use PyTorch for all our experiments, because of its clean API and intuitive syntax.
PyTorch feels “pythonic” and familiar for someone used to Python programming, and integrates
seamlessly with common Python debugging tools and libraries. All models and experiments were
implemented from scratch in Python using PyTorch, and the code is publicly available at https://
github.com/e-hulten. The relevant repositories are planar-flows, made, maf, and realnvp.
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Chapter 2

Preliminaries

In this chapter, we present the foundational theory that underpins the rest of the thesis. Statistics and
many applications of machine learning are fundamentally concerned with quantifying uncertainty and
probabilities. In this chapter, we formally define probability spaces and probability density functions,
and introduce concepts like density estimation and Bayesian inference which give rise to the need for
normalising flows. Lastly, we give a brief introduction to the essentials of neural networks, and to the
field of variational inference.

2.1 Statistical preliminaries

2.1.1 Probability theory

A probability space (Klenke, 2013) is defined by a sample space S, equipped with a family of events
F and a probability measure, P . This triplet denoted by (S,F , P ). The sample space S is an arbitrary,
non-empty set that contains all possible outcomes that we want to consider. An event A is a subset of
the sample space, and F denotes the family of all events in a sample space. F defines a σ-algebra
over S, and is defined as a collection of subsets of S that satisfies

i F contains the sample space: S ∈ F .
ii F is closed under complements: If A ∈ F , then Ac ∈ F .

iii F is closed under countable unions: If (Ai)
∞
i=1 ∈ F , then

⋃∞
i=1Ai ∈ F .

Elements of a σ-algebra are also called measurable sets, and the pair (S,F) is called a measurable
space. To define a probability space, we need a probability measure P , i.e., a function that maps the
elements of F to the unit interval [0, 1] and assigns a likelihood to each event in F . A probability
measure satisfies the axioms of Kolmogorov:

i P (A) ≥ 0 for all events in A ∈ F .
ii P (S) = 1.

iii Any countable sequence of disjoint events (Ai)i≥1 satisfies P (∪∞i=1Ai) =
∑∞
i=1 P (Ai).

A real-valued random variable X is a function X : (S,F)→ (R,B(R)), where B(R) is the Borel
σ-algebra over the real numbers. For every Borel subset B ∈ B(R), we denote {X ∈ B} :=
{X−1(B)} and P (B) := P ({X ∈ B}) = P (X−1(B)). The distribution function of a random
variableX is defined as the map FX : x 7→ P (X ≤ x). From a distribution function F : RD → [0, 1],
we can define the probability density function, or just density function, as p(x) such that

i F (x) =
∫ x1

−∞ · · ·
∫ xD
−∞ p(x′)dx′ for x = (x1, . . . , xD) ∈ RD.

ii p(x) ≥ 0 for all x ∈ RD.

The existence and uniqueness of the density function is ensured by the Radon-Nikodym theorem,
which ensures that two density functions can only differ over a set of measure zero. Please refer to
(Klenke, 2013) for the theorem, and a thorough introduction to probability theory.
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Figure 2.1: Illustration of Bayes’ rule showing the relationship between the prior, likelihood, and
posterior. This figure is best viewed in colour.

Density functions will directly and indirectly be the underlying topic of interest for the rest of the
thesis. We will only be concerned with continuous random variables, and assume that the probability
density function always exists. Note that a random variable can also be a vector, in which case the
vector has scalar elements that are random variables on the same probability space (S,F , P ).

Notation: Throughout the thesis, we will use bold, lowercase letters and symbols like x and φ to
denote vectors, including random vectors. It will be made clear from the context whether a vector is a
random variable or an observation. Where necessary, we will use subscripts to indicate samples to
avoid ambiguity, so a set of observations will typically be written as {x1, ...,xN}. All vectors are
given as column vectors unless else is specified. Bold, uppercase letters like X denote matrices, and
lowercase roman symbols such as b denote scalars.

2.1.2 Bayesian inference

The Bayesian framework provides a mathematical toolbox that can be used for modelling probabilistic
systems while taking uncertainties into account. Bayesian models are formulated in terms of
probability densities used to express beliefs about unknown quantities. We consider some unobserved
parameter of interest θ. The prior beliefs about this quantity are represented through the prior
distribution p(θ). Further, we assume there is some statistical relationship by the observable quantity
x and the parameter of interest. We can then use new observations of x to update our beliefs about the
parameters. The updated beliefs about the parameters are expressed through a posterior distribution.
In particular, we combine likelihood p(x | θ) with the prior through Bayes’ rule:

p(θ | x) =
p(x | θ)p(θ)∫
p(x | θ)p(θ)dθ

=
p(x | θ)p(θ)

p(x)
∝ p(x | θ)p(θ). (2.1)

See also Figure 2.1. The posterior distribution is the conditional distribution of the parameters given
the observed data, and represents the best information we have available about the parameters, taking
both our prior beliefs and the observations into account. When working with simple models, the
practitioner is able to choose the conjugate prior for the likelihood, in which case the posterior is
available analytically. Alas, the true posterior parameter distribution is not easily available for most
models of interest, due to the integral in the denominator of Equation (2.1) being intractable. In such
cases, we have to resort to approximate Bayesian inference methods. Some of these will be presented
more thoroughly in Section 2.3.

2.1.3 Density estimation

The importance of density estimation has been properly motivated in Section 1.1. In this section,
formalise the problem of density estimation in more theoretical terms than what was done in the
introduction. Density estimation is a classical problem in statistics, and can roughly be posed as:
Given a finite set of i.i.d. samples, we want to recover the probability density function associated
with their underlying generative process. The true density function provides a description of the
joint statistical properties of the data, and an estimate of it can be used to evaluate the likelihood of
arbitrary new observations.
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A finite set of samples gives limited insight into the generative process, and the job of the density
estimator is to use the information provided by the samples in conjunction with any prior knowledge
of the generative process to estimate the true density function as well as possible. Classical statistical
methods for density estimation are to a large extent concerned with fitting the data using some param-
eterised model family. Parametric models have a pre-determined number of learnable parameters, and
the problem density estimation translates into finding the set of parameters that makes the parametric
model as similar as possible to the true density. The parameters are typically learned by maximising
the average log-likelihood of the training data under the parametric model.

The space of densities that can be represented by a simple parametric family is fairly limited, and
parametric models rely heavily on prior knowledge about the data that can be incorporated through the
choices we make when modelling the probability distribution, e.g., through the parametric shape of
the estimating model. The flexibility of parametric models can be increased by combining parametric
models into mixture models. Gaussian mixtures and smoothing splines are examples of parametric
approaches that can be very flexible, and Gaussian mixtures are in fact universal density estimators in
the limit when the number of Gaussian components goes to infinity (McLachlan and Basford, 1988).

The fauna of classical density estimation models also include non-parametric approaches such as
histograms and kernel density estimators. These methods make weaker prior assumptions about
the density that is to be estimated, and their complexity grow with the complexity and shape of the
estimated density. Non-parametric methods are perhaps the most popular and widely used ones for
density estimation, but they suffer severely from the curse of dimensionality. High dimensional
spaces will in practice be very sparsely populated by data points, requiring exponentially more data
to get sufficient coverage of the data space to get a good estimate of the density function.

Neural density estimators

Recently, a new line of research using neural networks to parameterise density estimators has emerged
(Germain et al., 2015; Papamakarios et al., 2017; Dinh et al., 2017). Adapting the terminology from
(Papamakarios, 2019), we hereafter refer to such models as neural density estimators. These models
utilise the flexibility and large learning capacity of neural networks and the computational advantages
of the deep learning paradigm to approximate very high-dimensional densities.

A neural density estimator takes in some D-dimensional data x and returns a real number fθ(x). A
neural density estimator is characterised by having the property:

∫

RD
exp fθ(x)dx = 1 (2.2)

for all sets of parameters θ. As a consequence, qθ(x) = exp fθ(x) is a valid density function, and
the neural network that can be used to estimate a probability density. As for other parametric model,
the parameters of the neural density estimator are learned by maximising the average log-likelihood
of the training data under the density defined by the neural density estimator:

max
θ

1

N

∑

i

log qθ(xi) = max
θ

1

N

∑

i

fθ(xi) (2.3)

Maximum likelihood density estimators have desirable asymptotical properties like consistency
(maximum likelihood estimators converge in probability to the true density), it is efficient (it attains
the Cramér-Rao lower bound when the number of observations goes to infinity, i.e., it gives the
lowest mean square error among all estimators), and in the limit, learning a distribution q as an
approximation to a true density p through maximum likelihood estimation is equivalent to minimising
the KL-divergence between p and q (Papamakarios, 2019). Being neural networks, neural density
estimators lend themselves naturally to gradient-based training. We will elaborate more on neural
density estimators, and how to design them, in Chapter 3, 4, 5, and 6.

2.2 The fundamentals of neural networks

2.2.1 The neuron

The basic unit of a neural network is for historical reasons called a neuron, reflecting that the
computational neuron is loosely inspired by how neurons operate in the brain. A neuron in a neural
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Figure 2.2: Overview of a computational neuron. The red line represents a non-linear activation
function.

network performs two operations; it computes a weighted sum of its inputs, adds a bias term, and
then passes this sum through some (usually) non-linear activation function. A neuron outputs a scalar
a, which we refer to as its activation. A neuron is depicted in Figure 2.2.

An activation function g(·) is a nonlinear function that takes the weighted sum and bias described
above and returns the scalar activation a = g(fw(x)) = g(wTx + b), where w denotes a weight
vector of the same dimensionality as x, and b denotes the scalar bias term of the given neuron. By
layer, we refer to a group of neurons operating at the same depth in a neural network. Each layer
has an associated weight matrix W with rows corresponding to the transposed weight vector of each
neuron in the layer. In general, the input to a neuron will not be the feature vector x, but rather the
activation vector from the previous layer in the network.

Common choices of activation functions are:

• The rectified linear unit (ReLU) activation function: g(x) = ReLU(x) = max(0, x).
• The sigmoid (logistic) activation function: g(x) = σ(x) = 1

1+e−x .

• The hyperbolic tangent activation function: g(x) = tanh(x).

To allow for gradient-based training of the neural network, an activation function also has to be
differentiable almost everywhere. For example, the ReLU activation function, which perhaps is the
most widely used activation function today, is differentiable everywhere but in x = 0.

Also note that for regression tasks, the "activation function" of the last layer is set to be the identity
mapping, i.e., g(x) = x. The reason for this, is that the activation functions "squash" their inputs
from R to some sub-domain of R, which is not compatible with the domain of the typical response
variable in a regression, e.g., ReLU : R→ R≥0, σ : R→ [0, 1], and tanh : R→ [−1, 1].

2.2.2 Feed-forward neural networks

Traditional linear regression can be viewed as the simplest case of a neural network, with only one
hidden unit. The activation function of this neuron is simply the identity mapping, g(x) = x. The
model assumption in linear regression is that there exists a linear function f : RD → R between
the inputs and outputs. The model is assumed to be on the form ŷi = fw(x) = wTxi + b, and the
residuals εi = yi − ŷi are usually assumed to follow a zero-mean Gaussian distribution with some
finite variance, σ2. If we assume the variance to be constant for all observation pairs, we have what is
called homoscedastic noise.

During training of the network, we seek to learn the network parameters that minimise some loss
function measuring how good our current approximation is. For regression tasks, we often use the
mean squared loss (MSE) loss function. Optimising the weights and biases of the network with
respect to the MSE loss yields the maximum likelihood estimate of the weights, because minimising
the MSE loss is equivalent to minimising the negative log-likelihood of the data when we have
assumed a Gaussian likelihood1 over the outputs.

1Note that minimising the MSE loss yields maximum likelihood estimates with respect to a Gaussian
likelihood over the network outputs also for deeper networks than the described minimal regression model.
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Figure 2.3: A feed-forward neural network with two hidden layers.

Whereas a linear model, such as a linear or logistic regression model, is only able to learn linear
relationships in the data, we are in most real-world cases interested in learning more complex
relationships between the inputs and the outputs. This motivates the introduction of non-linearity
to the regression model, which is achieved by using nonlinear activation functions. By extending
the one-neuron model in the natural way by adding more neurons to each layer and stacking several
layers in sequence, we make a neural network that is able to capture relationships in the data that are
highly nonlinear in both data and parameters. This is opposed to linear regression (linear in both data
and parameters) and linear basis function regression (nonlinear in data, linear in parameters).

For a layer with more than one neuron, we have a corresponding weight matrix W[l] ∈ Rn[l]×n[l−1]

where each row is a weight vector corresponding to the input to one neuron in the l-th layer, and
where n[l] denotes the number of neurons in the l-th layer. The activation vector from layer l is given
by a[l] = g[l](W[l]a[l−1] + b[l]) where the activation function g[l](·) operates element-wise on the
elements in the vector, and the superscript in brackets enumerates the layers. The activation vector of
each hidden layer becomes the input of the next one in the forward pass from the input layer to the
output layer. Both the input layer and the output layer are in general vector valued.

Each distinct way of arranging and connecting neurons in a neural network is referred to as the neural
network architecture. The feed-forward neural network as depicted in Figure 2.3 is characterised
by having no loops, such that the information only flows in one direction from the input layer to the
output layer, without intermediate outputs from the hidden layers ever being fed back into the model.
The simplest architecture is the fully connected feed-forward neural network where all outputs from
each layer are passed on to all the neurons in the next layer repeatedly from the input layer through
the hidden layers and to the output layer. A variety of more complex classes of architectures exist,
and we refer to (Goodfellow et al., 2016) for a general introduction to neural networks.

In a deep network, the information from the input layer goes through many layers of non-linear
transformations. Each layer is a function, hl, of its input vector, and by stacking the layers, we
can view the output of a feed-forward neural network as a function composition applied to the
input, namely ŷi = (hL ◦ hL−1 ◦ · · · ◦ h1)(xi), approximating the true mapping between inputs
and outputs. The universal approximation theorem for neural networks states that infinitely wide
one-layer feed-forward NNs are universal approximators of Borel measurable functions between
finite spaces (Hornik et al., 1989), illustrating the power of the feed-forward architecture. In practice,
deeper and narrower networks are easier to train and have shown to be incredibly much more useful
than shallow and wide networks.

The ultimate goal of training feed-forward neural networks is to approximate the true mapping
between the inputs and the outputs as well as possible. This is done by incrementally adjusting the
parameters to minimise some loss function L(ŷ,y), where ŷ is the output from the network and
y is the true output as defined by the training data. The loss function has to be differentiable with
respect to the parameters of the network in order to update the parameter values using gradient-based
methods, as is in practice the only successful approach to training deep neural networks. Since
the model is learning from given input-output pairs, training a feed-forward neural network for a
regression or classification task is an example of what we call supervised learning.
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2.2.3 Gradient-based learning

In a feed-forward neural network as described in the previous sections, we often refer to the process
from when an input x is fed to the network to when the network outputs a prediction ŷ as the forward
pass. When the output of the network is obtained, we compute the value of a scalar cost function
L(θ) using the entire training set (or mini-batch – a subset of the training set). The cost function
is the average of the loss function for all data points we have used for training, plus an optional
regularisation term. E.g., if we use the MSE loss, the cost function is:

L(θ) =
1

N

N∑

i=1

||ŷiyi||22, (2.4)

where N is the number of training samples. The network parameters θ are randomly initialised,
and then updated at the end of each forward pass, in order to minimise this cost function. Because
the minimum of the cost function is not available analytically, the parameters are updated through
minimisation using gradient-based methods. Basic gradient descent updates are given by:

θ ← θ − d, (2.5)

where d is some function describing the descent direction as a function of the gradient∇θL. In basic
gradient descent, d is simply equal to η∇θL where η is some small stepsize.

To use any variant of gradient descent, we need the numerical value of the gradients of the cost
function with respect to each network parameter. The gradients are computed using the backpropa-
gation algorithm (Goodfellow et al., 2016, Chapter 6.5), which utilises the chain rule of calculus to
recursively compute the numerical derivatives of the parameters in an efficient manner. The parameter
update in Equation (2.5) is thus referred to as the backward pass, as the error is propagated backwards
from the output layer towards the input layer when computing the gradients of the cost function.

There is a variety of different stochastic optimisation methods exist that are more commonly used than
gradient descent for training neural networks today. Such methods apply more complex strategies
for computing d than just using the current gradient, and use additional information to compute the
descent direction, like previous gradients and the current number of iterations. In particular, the
Adam optimiser (Kingma and Ba, 2014) has become very popular due to its versatility and good
performance across different domains in machine learning.

Mini-batch stochastic gradient descent

In practice, we do not loop through the entire training set for each parameter update. When working
with big datasets, looping through millions of samples for a single gradient descent update would
lead to very slow learning. Whereas vanilla, or batch, gradient descent involves averaging of the
cost gradient over all training samples per iteration, stochastic gradient descent (SGD) computes the
cost gradient of only one randomly chosen training sample per iteration. This yields a noisier path
towards the minimum, which could potentially hinder the optimisation procedure from settling down
at the optimal point, but it speeds up the learning process compared to using batch gradient descent.

A compromise between batch gradient descent and stochastic gradient descent is to compute the
gradient on a random subset of the training data. This gives a reasonable estimate of the true gradient
without the computational cost of using the entire training set to compute the gradient. Using
random subsets to compute the gradient smooths out most of the noisiness from SGD, while offering
significantly accelerated learning compared to batch gradient descent. This is called mini-batch
stochastic gradient descent. The term batch size refers to the number of training samples used to
calculate the gradient per iteration, and for mini-batch SGD, the batch size is typically or order
∼ 10− 103. The optimisation runs until some stopping criterion is met, e.g., until a pre-determined
number of iterations through the entire training set is completed, referred to as the number of epochs.

2.2.4 Overfitting and how to avoid it

The goal of training a machine learning model, is to learn a model that generalises well to new
and unseen data. An underlying assumption is that the unseen data we will make predictions on is
expected to follow the same data generating process as the training data. The problem of overfitting
surfaces when we fit a model too closely to the distribution of our training set. That is, we fit our

10



model not only to the structure of the data, but also to the noise present in the dataset. This can lead
to a very low training loss, but a model that will fail to generalise to unseen data.

The problem of overfitting is particularly present when working with heavily parameterised neural
networks, and consequently, many solutions have been proposed in the deep learning literature to
prevent overfitting. A classical and widely used solution is to add l1 or l2 regularisation to the weights
to keep them small (analogous to Lasso and Ridge regression, respectively), but more commonly
used in neural networks today are stochastic regularisation techniques (SRTs).

The most widely adopted technique is called dropout (Hinton et al., 2012). Dropout is implemented
per-layer, and can be applied to any layer except the output layer. For each iteration, each hidden unit
in the regularised layers is switched off with some dropout probability 1− p. Consequently, we train
different configurations of the layer at each iteration. If a network has H hidden units regularised by
dropout, there are 2H different network configurations, so by using dropout in the training phase, we
train an exponential number of thinned models in parallel, with extensive weight sharing.

Training these thinned networks is believed to lead to more robust feature representation internally
in the network, as a network trained with dropout can not rely too heavily on any particular weight,
effectively spreading the weight learning between the nodes. Dropout has had a tremendous empirical
success, and has shown to prevent co-adaption between neurons, keep the weights small, and prevent
overfitting. At test time, the thinned networks are averaged by downscaling the activations of one
unthinned network by factor p, i.e., by the probability that each neuron remains in the network.

Finally, early stopping is an intuitive and easy-to-implement technique to prevent overfitting. The
technique requires that the data is split into a training set and a validation set (and preferably also a
test set). The model is trained only on the training set, but during training, the loss is also computed
on the held-out validation set with regular intervals, e.g., after each epoch. The error on the validation
set acts as a proxy for the generalisation error, and when the validation error is no longer decreasing
with more training, this is a good indicator that the model has started to overfit the training set.

As long as the validation loss keeps decreasing, we save the weights of the network after every epoch.
When the validation loss is no longer improving, we continue the training for a pre-determined
number of epochs referred to as the patience. When the patience runs out, we use the best saved
network weights as our model. If the validation loss suddenly improves (over the all-time best) after a
period without improvement, the patience counter is reset and we repeat the process described above.

2.3 Approximate posterior inference

A general challenge in Bayesian inference is to approximate the posterior parameter density p(θ | x).
We are only able to obtain the true posterior density of relatively simple models, e.g., by using
conjugate priors. For more complex problems, we have to resort to approximate posterior inference
algorithms to obtain an estimate of the true posterior density. The research on approximate posterior
is largely divided into two lines. Sampling-based Markov chain Monte Carlo (MCMC) algorithms
are considered the gold standard for many applications, but can be very computationally demanding,
particularly when working with large datasets. An alternative, optimisation-based framework for
performing posterior inference is called variational inference (VI) (Jordan et al., 1999; Blei et al.,
2016). Variational inference lacks some of the statistical rigour and guarantees that come with MCMC
methods, but it has gained popularity in recent years because it scales better to large datasets and is
compatible with the gradient based paradigm of modern machine learning. In this section, we aim to
give an introduction to variational inference and highlight its strengths and weaknesses.

2.3.1 Variational inference

We formalise variational inference in the context where we have i.i.d. samples {x1, . . . ,xN} coming
from some distribution p(x | z) where z is an unobserved continuous latent variable with prior p(z).
Performing Bayesian inference in this setting amounts to finding the posterior density of the latent
variables conditioned on the data as given by Bayes’ theorem:

p(z | x) =
p(x | z)p(z)

p(x)
=
p(x | z)p(z)∫
z
p(x, z)dz

.
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Figure 2.4: Visualising variational inference. Q denotes the variational family, and D denotes the
space of all possible distributions over z.

Alas, the integral in the denominator is usually intractable because it involves integrating over all
values of the latent variables. That means that finding the analytical (or true) posterior of the latent
variables is not feasible, and we have to perform approximate inference in order to get insights about
the posterior distribution of the latent variables.

The key idea in variational inference is to avoid the integral in the above expression as a whole,
by approximating the posterior p(z | x) directly by some simpler density. We propose a family
of approximate densities Q parameterised by the variational parameters φ, and seek to find the
density q∗φ(z) within this family that is most similar to the true posterior density by some dissimilarity
measure. The density that minimises this dissimilarity measure is found by minimising the divergence
between the approximate and the true posterior with respect to the parameters of the approximate
posterior. The idea is to use q∗φ(z) as a proxy for the true posterior and use it for downstream tasks.

Technically, variational inference includes any procedure using optimisation to approximate a density
(Wainwright and Jordan, 2008), so any dissimilarity measure between distributions can be used as
the objective function. However, most literature on variational inference focus on finding the density
q∗φ(z) ∈ Q that minimises the reverse2 Kullback-Leibler (KL) divergence (Kullback and Leibler,
1951) to the exact posterior. We will elaborate on the choice of using KL divergence as a dissimilarity
measure in Section 2.4. The reverse KL divergence between the parametric approximating density
qφ(z) and the target density p(z | x) is defined as:

KL(qφ(z) || p(z | x)) :=

∫

z

qφ(z) log
qφ(z)

p(z | x)
dz (2.6)

The KL divergence is defined if and only if for all z, p(z | x) = 0 implies qφ(z) = 0, i.e., we
require that qφ(z) is absolutely continuous with respect to p(z | x). The KL divergence is always
non-negative, and equal to zero if and only if qφ(z) = p(z | x) almost everywhere. Although the KL
divergence shares some properties with a metric on the set of probability densities, we note that the
KL divergence is not symmetric, nor does it satisfy the triangle inequality.

We denote the approximating density that minimises the KL divergence in Equation (2.6) to the
true posterior by q∗φ(z). The (locally) optimal parameters φ∗ = arg minφKL(qφ(z) || p(z | x))
are found through gradient-based optimisation with respect to the variational parameters. The
optimisation process is illustrated in Figure 2.4, where we start from some initial approximate density
qφ and end up at q∗φ by minimising the Kullback-Leibler divergence to the true posterior density.
Depending on the choice of variational family Q, the optimal approximation contained in this family
may be arbitrarily close to, or far away from the density that we try to approximate.

2.3.2 Deriving the variational lower bound

Recall that the posterior density we seek to approximate is given by p(z | x) = p(x|z)p(z)/p(x).
The marginal likelihood p(x) in the denominator is in the context of Bayesian statistics often referred
to as the evidence, and gives us the probability density of the observations after integrating over

2As opposed to the forward KL divergence KL(p(z | x) || qφ(z)).
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the latent space. As previously mentioned, it is exactly this integral that usually makes finding the
posterior intractable. However, if we repeat the minimisation objective given in Equation (2.6):

KL(qφ(z) || p(z | x)) :=

∫

z

qφ(z) log
qφ(z)

p(z | x)
dz (2.7)

we see that the intractable true posterior p(z | x) is still present inside the integral that we need to
compute to obtain the KL divergence. It is therefore clear that we cannot compute the KL divergence
directly. Naively it therefore seems as if using the KL divergence does not bring us any closer to
finding an approximate posterior. To enable the use of the KL divergence as the minimisation object,
we proceed to show that the KL divergence can be minimised indirectly by maximising the marginal
probability of our observations. First, we find an expression for a lower bound for the log-evidence:

log p(x) = log

(∫

z

p(x | z)p(z)dz

)

= log

(∫

z

p(x | z)p(z)

qφ(z)
qφ(z)dz

)

≥
∫

z

log

(
p(x | z)p(z)

qφ(z)

)
qφ(z)dz =: ELBO

(2.8)

In the third line we make use of Jensen’s inequality and the concavity of the log function3. Note that
the logarithm is a monotonically increasing function with respect to its argument, so maximising the
lower bound for the log-evidence will also maximise the lower bound for the evidence itself. This
lower bound is referred to as the variational lower bound, or the evidence lower bound (ELBO).

We show how the ELBO relates to the KL divergence by expanding the expression in Equation (2.6):

KL(qφ(z) || p(z | x)) =

∫

z

qφ(z) log
qφ(z)

p(z | x)
dz

=

∫

z

qφ(z) log
qφ(z)

p(z,x)/p(x)
dz

=

∫

z

qφ(z) log
qφ(z)

p(z,x)
dz +

∫

z

qφ(z) log p(x)dz

=

∫

z

qφ(z) log
qφ(z)

p(x | z)p(z)
dz + log p(x)

= −
∫

z

qφ(z) log
p(x | z)p(z)

qφ(z)
dz + log p(x)

= −ELBO + log p(x)

(2.9)

Rearranging the last line of Equation (2.9), we obtain

log p(x) = KL(qφ(z) || p(z | x)) + ELBO (2.10)

The left side of Equation (2.10) is independent of φ, and is hence constant for any choice of variational
distribution. Because the sum of the two terms on the right side of Equation (2.10) is constant, it
follows that increasing the value of one term will decrease the value of the other term by the same
amount. In particular, maximising the ELBO with respect to the variational parameters is equivalent
to minimising the Kullback-Leibler divergence between the approximate and the true posterior. This
is an important result, because it allows us to minimise the KL divergence between the approximating
posterior distribution and the true posterior density without having explicit knowledge about the
shape of the true posterior density itself.

2.3.3 The variational objective

The observation that the KL divergence can be minimised indirectly by maximising the ELBO
motivates our choice of objective function to be the negative ELBO. Clearly, minimising the negative

3Jensen’s inequality is commonly presented as a result for a convex function f(·) as f(E(X)) ≤ E(f(X)).
Recalling that a concave function g is the negative of a convex function f , we get by Jensen’s inequality
−g(E(X)) ≤ E(−g(X)), so g(E(X)) ≥ E(g(X)) for a concave function g.
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ELBO is the same as maximising the ELBO, but by convention in machine learning and optimisation
literature and frameworks, we prefer minimising a cost function over maximising a reward function.
We define the relevant cost function, often referred to as the variational objective, as:

LV I(qφ) := −ELBO

= −
∫

z

log

(
p(x | z)p(z)

qφ(z)

)
qφ(z)dz

= −
∫

z

(
log p(x | z)− log

qφ(z)

p(z)

)
qφ(z)dz

= −Eqφ(z) (log p(x | z)) + KL(qφ(z) || p(z)).

(2.11)

When the cost function is written out in this form, we see that minimising the first term of LV I(qφ)
can be interpreted as maximising the expected log-likelihood of the observations with respect to the
variational distribution over the latent variables, while the minimisation of the second term at the
same time ensures that the variational distribution does not diverge too much from the chosen prior
density over the latent variables. The second term penalises complex approximating densities and
acts as an Occam’s razor term, effectively prohibiting unnecessarily complex posteriors.

Monte Carlo gradient estimation

A challenge with minimising the variational objective in Equation (2.11) directly is that each evalua-
tion of the objective seemingly involves summing over the entire dataset (which may be very big) to
compute the expected log-likelihood under the variational distribution. To perform gradient-based
optimisation of the variational parameters, we need to compute ∇φEqφ(z) (log p(x | z)). Following
Graves (2011); Kingma and Welling (2013); Blundell et al. (2015), mini-batch optimisation together
with Monte Carlo gradient estimation to compute the gradient of the ELBO. Mini-batch optimisation
using stochastic gradient descent is often referred to as doubly-stochastic estimation because there
are two sources of stochastisity; one in the partitioning of the mini-batches in stochastic gradient
descent, and one in the Monte Carlo approximation of the expectation of the gradient. An extensive
survey on Monte Carlo gradient estimators has been conducted by Mohamed et al. (2019).

To compute the gradient of the ELBO in Equation (2.11) we are also reliant on being able to evaluate
or estimate the prior KL term KL(qφ(z) || pθ(z))). If we choose the variational distribution qφ(z)
and the prior distribution pθ(z) to have the same form (e.g. choose both to be Gaussians), then the
prior KL term has a closed form expression that can be evaluated directly. If the term cannot be
evaluated analytically, it is estimated using Monte Carlo estimation as well.

2.3.4 Limitations of variational inference

Compared to MCMC methods, variational inference is often faster and scales better to large data.
One caveat that comes with the variational inference approach is that its statistical properties are not
as well understood as the ones of traditional MCMC techniques (Blei et al., 2016). Given a suitable
Markov chain as the starting point, MCMC is guaranteed to asymptotically produce samples from
the target distribution, giving a numerical approximation of the true posterior. Variational inference
does not come with such promises, as it only provides a locally-optimal analytical approximation to
the true posterior. In fact, variational inference techniques are known to underestimate the posterior
variance, and we do in general not know how accurate our approximation is (Pati et al., 2017).

The ideal choice of variational family should be flexible enough to contain the true posterior density,
but also be simple enough to make the optimisation tractable. One of the most widely used approx-
imations, is the mean-field approximation, which compromises the flexibility of the approximate
distribution to get a convenient optimisation procedure. The method takes its name from physics and
assumes independence between all latent variables, yielding a fully factorised distribution:

qφ(z) =

M∏

i=1

qφi(zi) (2.12)

where zi denotes the latent variables associated with the i-th observation, and φi denotes the
parameters of the distribution of zi. E.g., φi = {µi, σi} if the i-th variational factor is a Gaussian.
By factorising, the mean-field approximation does not capture any correlations between weights,
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Figure 2.5: Left: Bi-modal posterior approximated using a single Gaussian. Right: Contour plot of
a non-diagonal Gaussian approximated using a diagonal Gaussian.

and it is not clear exactly how much information is lost by ignoring all correlations between latent
variables in the model. Mean-field variational inference widely used due to its simplicity.

The sacrifice of correlations is one of the reasons why variational approximations are known to
underestimate the variance. How information about the true posterior is lost by using a mean-field
approximation is illustrated in one and two dimensions in Figure 2.5. In the two-dimensional case, a
bi-variate Gaussian with a non-diagonal covariance matrix is approximated by a factorised Gaussian
distribution. The mean of the true posterior is accurately recovered, but the variance is underestimated
because correlations are ignored by the factorised variational distribution. In the one-dimensional
case, the dominant mode of the true posterior is fitted closely, but the second mode is ignored.

In the both cases in Figure 2.5, the variational approximation will underestimate the true variance
and not reflect the behaviour of the true posterior. In the 1D case because of the second mode being
ignored, and in the 2D case because the correlations are ignored. The backward Kullback Leibler
divergence also contributes to encourage this behaviour because there is no penalty for letting the
variational posterior be zero in regions where the true posterior is non-zero. This leads to potentially
large portions of the true posterior not being approximated by the variational posterior, often referred
to as the mode-seeking or zero forcing behaviour.

One last drawback of ELBO-based variational inference worth mentioning here, is that because
the ELBO merely is a lower bound on the marginal log-likelihood, it does not necessarily have
the same maxima as the true log-likelihood, leading to biased maximum likelihood estimates. The
maximum a posteriori parameter estimates also tend to be biased, because we have no guarantees
that the variational density fits the dominant mode of the true posterior. Some of these unfavourable
behaviours can be mended by using a different divergence measure between the approximating and
true densities, e.g., by using Rényi α-divergence for variational inference as has been proposed in
(Li and Turner, 2016; Hernandez-Lobato et al., 2016). Finding alternative objective function for
variational inference is an active line of research, but these methods have yet to gain significant
traction, and we will not describe them more in detail here.

Amortised variational inference

We revisit the mean-field expression for the density over the latent variables given in Equation (2.12):

qφ(z) =

M∏

i=1

qφi(zi) (2.13)

If we were optimise the variational parameters over a dataset {x1, . . . ,xN} naively, we would assign
a set of local parameters φi to each of the N observations with no parameter sharing across data
points. It follows that the set of variational parameters φ = {φ1, . . . ,φN} grows linearly with the
number of data. This does not scale when the number of data is large. It also requires the computation
of new variational parameters by maximising for each new data point we want to evaluate at test time.

This is where the idea of inference networks (Kingma and Welling, 2013; Rezende et al., 2014) comes
in. Instead of keeping the variational parameters associated with each data point stored in memory,
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we train a neural (inference) network that takes in a data point x∗ and returns its local variational
parameters φ∗. This reduces the optimisation procedure to training the parameters of the neural
network, and after training we only have to store the parameters of this inference network in memory.
These are global parameters, as we use the same network parameters for all data, also at test time and
Using an inference network is strictly less expressive than assigning local parameters to each data
point, but the number of parameters saved is huge, particularly when working with big datasets. The
use of an inference network then allows for scalable and tractable inference.

2.4 Likelihood training and the Kullback-Leibler divergence

We have already shown how to perform approximate Bayesian inference using the reverse Kullback-
Leibler divergence. In this section, we show that density estimation through maximum likelihood
training can be viewed as minimising the forward Kullback-Leibler divergence. By doing so, we
show how the KL divergence relates to both of the main problems covered by this thesis, namely
variational inference and density estimation. The argument goes as follows:

Suppose we have a set of i.i.d. samples {x1, . . . ,xN} coming from p∗(x). In density estimation, we
want to approximate the true density p∗(x) by some parameterised density pθ(x). The parameters of
this density are learned by maximising the likelihood of the observations under pθ(·):

θMLE = arg max
θ

N∑

i=1

log pθ(xi)

= arg max
θ

N∑

i=1

log pθ(xi)−
N∑

i=1

log p∗(xi)

= arg max
θ

1

N

N∑

i=1

log
pθ(xi)

p∗(xi)

N→∞−−−−→ arg min
θ

∫

x

p∗(x) log
p∗(x)

pθ(x)
dx =: KL(p∗(x) || pθ(x))

where the last line follows from the law of large numbers. From this observation it that maximum
likelihood training implicitly tries to fit a parameterised distribution to the true density p∗(x) by
minimising the forward Kullback-Leibler divergence. This further motivates the use of likelihood as
a principled training objective for machine learning models.
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Chapter 3

Normalising Flows

In this chapter, we introduce the foundational theory about normalising flows, and show how nor-
malising flows are useful in density estimation and variational inference. We proceed to discuss
how to design a tractable normalising flow, and provide two general strategies for how to make
a transformation that is suitable for a flow. Finally, we present a simple flow from (Rezende and
Mohamed, 2015), and conduct a set of illustrative experiments to help build up intuition and showcase
its flexibility. This chapter does not assume any prior knowledge of normalising flows, and is aimed
to be so self-contained that it can serve as an introduction to normalising flows on its own

3.1 Motivation

Normalising flows provide a general approach for defining expressive probability distributions, using
only a simple base distribution that allows for easy sampling and density evaluations and a set of
bijective transformations. Modern normalising flows combine the flexibility and learning capacity of
neural networks with prior about the structure of the data to define these transformations. Distributions
defined using normalising flows can be used for modelling, inference, and sampling, and have uses
within a wide range of areas. Most research has gone into designing normalising flows for variational
inference and density estimation, including generative modelling of images and audio.

In variational inference, an intractable posterior density is approximated by a member of some
tractable variational family. As discussed in Section 2.3.4, the performance of the model depends
on how well the approximate posterior approximates the true posterior, which is directly related to
the flexibility of the variational family. When we use a limited class of variational densities like a
diagonal Gaussian, we sacrifice a lot of this flexibility at the altar of computational convenience.
To obtain an estimate of the posterior that is as close to the true posterior as possible, we want a
variational that is highly flexible – preferably flexible enough to capture the true posterior density.

A promising line of research in this regard builds on normalising flows, which were popularised in a
deep learning context by Rezende and Mohamed (2015), and later improved by others, most notably
Kingma et al. (2016) and van den Berg et al. (2018). The core idea is to make repeated use of bijective
and differentiable transformations to transform a simple base density into an increasingly complex
target density that approaches the true posterior density. The parameters of the transformations are
learned by maximising the ELBO through gradient-based training. Normalising flows can define a
richer variational family that improves the posterior estimates in variational inference.

The other main application for normalising flows, is density estimation, as first proposed by Tabak
and Turner (2013). The idea is the same as when using normalising flow for variational inference; to
learn a bijective mapping between some base density and a more complex target density, which is
represented by a set of samples. The parameters of the density estimator are learned by maximum
likelihood training. We are able to evaluate and generate new samples from this density thanks to the
change of variables formula, which lets us evaluate the exact likelihood of a given sample under the
density that is defined by the flow from the base density.
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Figure 3.1: Left: Untransformed Gaussian density. Middle: Original and transformed, but not yet
normalised density. Right: Original and transformed density.

3.2 The change of variables theorem

The change of variables formula for probability is the backbone of normalising flows. Given a (scalar
or vector) random variable X with a known probability density function, and a differentiable and
bijective transformation f : X → Y , the formula lets us compute the density of the transformed
random variable Y = f(X). The theorem (Evans and Rosenthal, 2009) is given as:
Theorem. (Change of Variables Theorem) Let ΩX ,ΩY be open subsets of RD and let f : ΩX 7→
ΩY be a bijective and differentiable map. Let X be a random variable taking values in ΩX , and let
X have density pX with respect to the Lebesgue measure on ΩX .

Then, Y = f(X) has density:

pY (y) = pX(f−1(y)) ·
∣∣∣∣∣ det

∂f−1(y)

∂y

∣∣∣∣∣ (3.1)

with respect to the Lebesgue measure on ΩY .

For one-dimensional densities, Equation (3.1) amounts to:

pY (y) = pX(f−1(y)) ·
∣∣∣ d
dy
f−1(y)

∣∣∣, (3.2)

where f is a strictly monotone1 transformation of the random variable x. Intuitively, the last factor
of Equation (3.2) compensates for the change of area under the density function imposed by the
transformation, by scaling the transformed density function up or down accordingly. This scaling
ensures that the probability mass is invariant under the change of variables, so that the density function
still integrates to 1 over its support and remains a valid probability density after transformation. An
illustration of this process is depicted in Figure 3.1 for a transformation Y = 3X where X follows a
univariate standard Gaussian distribution.

In the following, we operate in a multivariate setting and denote random vectors by bold lowercase
letters, as this is the convention in the literature on normalising flows. Using this notation, we rewrite
Equation (3.1), so that the transformed random vector y = f(x) has a density function given by:

pY (y) = pX(f−1(y)) ·
∣∣∣det

∂f−1(y)

∂y

∣∣∣

= pX(x) ·
∣∣∣ det

(
∂f(x)

∂x

)−1 ∣∣∣

= pX(x) ·
∣∣∣ det

∂f(x)

∂x

∣∣∣
−1
. (3.3)

The second equality follows from the inverse function theorem which states that the derivative of the
inverse function f−1 at the point y equals the reciprocal of the derivative of f at the inverse image

1The change of variables theorem on a slightly different form is applicable also to transformations that are
not strictly monotonic. We only provide the result for strictly monotonic transformations here, as this is the
theory that is relevant for understanding normalising flows.
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point x = f−1(y). The last equality follows from a property of determinants2. The term ∂f(x)
∂x is the

Jacobian matrix of the vector-valued function f(x) = (f1(x), . . . , fD(x))T with elements:
(
∂f(x)

∂x

)

ij

=
∂fi(x)

∂xj
.

The advantage of rewriting the change of variables theorem to the form shown in Equation 3.3, is that
it becomes clearer how to compute the density of y. In particular, we do not need to compute the
magnitude of the Jacobian of f−1(y) with respect to y. Instead, we rather compute the Jacobian of
f(x) with respect to x directly, and take the reciprocal of its magnitude. This factor is analogous
to the derivative factor from Equation (3.2). While the absolute value of the derivative accounts for
change in area imposed by the transformation, the absolute value of the magnitude of the Jacobian
more generally accounts for the change in volume induced by the transformation.

3.3 Normalising flows

Normalising flows make use of the change of variables theorem to transform a simple density into
a more complex target density by applying multiple differentiable and bijective transformations in
sequence. Each transformation is normalising in the sense that it outputs a valid, normalised density.
Repeated application of thoughtfully designed transformations can capture increasingly complex
mappings between two densities, and the path traversed by the initial density through the sequence of
transformations is what we refer to as the flow.

To make a normalising flow, we start out with a random variable u in RD coming from some simple
density pu(u) for which we are able to evaluate the likelihood and generate samples. We refer to this
simple density as the base density, and it is generally assumed to be a standard Gaussian density. The
parameters and shape of the base density are intuitively of lesser importance, as the transformations
in a normalising flow can shift, scale, and transform the base density arbitrarily many times in order
to approximate the desired target density. That being said, the role of the base density is flagged as an
open question by Kobyzev et al. (2019), as they point out that the choice of base density may affect
the complexity of the resulting transformations, and how easily they are learned.

Applying a differentiable and bijective transformation to u gives us a new random variable x = f(u).
Using Equation (3.3), we find that the density function of x is given by

px(x) = pu(u) ·
∣∣∣ det

∂f(u)

∂u

∣∣∣
−1
.

One transformation does not make a flow, and a normalising flow is obtained by composing several
such transformations in sequence. It is a key point that as long as both transformations f1 and
f2 satisfy the criteria in the change of variables theorem, so does the composition of the two. In
particular, if we have x = f2 ◦ f1(u), the inverse transformation is given by:

u = f−11 ◦ f−12 (x),

and the determinant of the Jacobian is given by

det
∂x

∂u
= det

∂f2 ◦ f1(u)

∂u
= det

∂f2(f1(u))

∂f1(u)
· det

∂f1(u)

∂u
.

To motivate the necessity of applying several transformations, it is helpful to understand each
transformation as a local expansion or contraction of the initial density that only affects a small
region of the D-dimensional space. Applying more transformations allows us to transform more
of the original space, and we can approximate increasingly complex densities by applying more
transformations. To keep track of the different transformations in the flow, we overload the subscript
of fi(·). The subscript i now refers to the i-th transformation in the sequence, and we can write out
the transformed variable as

x := xK = fK(xK−1) = fK ◦ · · · ◦ f1(u). (3.4)

The equation above shows that we can generate a sample from the final iterate of the transformed
density by generating a sample from the base density and simply passing it through the sequence
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Figure 3.2: The forward pass and the inverse pass of a normalising flow.

of transformations. This is referred to as the noise to data transformation, or as the forward pass.
Denoting the density after k transformations as pk(x), the transformed density is given by

pK(xK) = pK−1 (xK−1) ·
∣∣∣∣det

∂fK
∂xK−1

∣∣∣∣
−1

= · · · = pu(u) ·
K∏

i=1

∣∣∣∣det
∂fk
∂xk−1

∣∣∣∣
−1
, (3.5)

where we let x0 = u. To evaluate the likelihood of a sample under pK(xK) according to Equation
(3.5), we first have to calculate its pre-image under the base density as

u = f−11 ◦ f−12 ◦ · · · ◦ f−1K (xK),

using what we call the data to noise transformation, or the inverse pass through the flow. See Figure
3.2 for an illustration of the forward pass and the inverse pass. In practice, not all flows are invertible
everywhere in the xK space, meaning it is not always possible to compute the likelihood of external
samples. We will illustrate this in Section 3.8 in our discussion on planar flows.

Finally, we can use the law of the unconscious statistician to compute the expectation of any function
h(xK) under pK(x) without knowing the density of the random variable h(xK) explicitly. The
expectation of any function h(xK) can be taken as an expectation with respect to the base density,
and be computed using only the forward pass through the sequence of transformations

EqK
(
h(xK)) = Epu(u)(h(fK ◦ · · · ◦ f1(u))

)
.

3.4 Expressivity of normalising flows

In this section, we repeat the argument presented in (Papamakarios et al., 2019) showing that even
when restricted to a simple base density, we are under some mild assumptions able to represent any
density pX(x) using a normalising flow:

Suppose that pX(x) > 0 for all x ∈ RD, and that all conditional probabilities P (Xi ≤ xi | x<i) are
differentiable with respect to xi and x<i. The notation x<i refers to all elements of the vector x with

2Suppose M is an invertible matrix. Then, det(I) = det
(
MM−1

)
= det (M) det

(
M−1

)
= 1, so

det
(
M−1

)
= 1

det(M)
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index less than i. The density p(x) can then be factorised using the probability product rule as

pX(x) =

D∏

i=1

pX(xi | x<i). (3.6)

Define the cumulative distribution function of each conditional random variable as Fi such that

Fi(xi | x<i) = P (Xi ≤ xi | x<i) =

∫ xi

−∞
pX(x′i | x<i)dx′i.

Consider now the vectorised transformation F : x 7→ z ∈ (0, 1)D such that the i-th element of F is
the transformation Fi acting on the i-th element of x. Because each transformation Fi is differentiable
with respect to xi and x<i, F is differentiable with respect to x. Because ∂Fi/∂xj = 0 for i < j,
the Jacobian of the transformation will be lower triangular, and its determinant will be the product of
its diagonal elements:

det
∂F (x)

∂x
=

D∏

i=1

∂Fi
∂xi

=

D∏

i=1

p(xi | x<i) = pX(x).

Because the determinant of the transformation F is equal to pX(x) > 0, the transformation F is
clearly invertible. The density function of the transformed random variable z = F (x) is according to
the change of variables theorem given as:

pZ(z) = pX
(
F−1(z)

)
·
∣∣∣∣∣det

∂F−1(z)

∂z

∣∣∣∣∣ = pX(x) ·
∣∣∣∣∣det

∂F (x)

∂x

∣∣∣∣∣

−1

= pX(x) · |pX(x)|−1 = 1.

This implies that z has a uniform density in (0, 1)D, so that a flow-based model can express any density
pX(x) in terms of a uniform base density on the unit cube. Note that because F is differentiable
and invertible, the invertibility and differentiability of F−1 are both ensured by the inverse function
theorem.

This argument can be extended further in a similar manner to include mappings to different base
densities than the uniform. To do so, we use the mapping between x and z as defined above as an
intermediate step. We write out the case of a Gaussian base density below:

Assume we have a random vector y ∈ RD following a multivariate Gaussian density pY (y) so that
its density is strictly greater than zero everywhere in RD. Because the conditional densities of a
multivariate Gaussian density are also Gaussian (Härdle and Simar, 2015, Theorem 5.3), we can safely
assume that all conditional probabilities are differentiable with respect to (yi,y<i). Decomposing
pY (y) as we decomposed pX(x) above, we can define a map G : y 7→ z where G satisifies the same
properties as F above. Hence, we have:

pZ(z) = pY
(
G−1(z)

)
·
∣∣∣∣∣ det

∂G−1

∂z

∣∣∣∣∣ = pY (y) ·
∣∣∣∣∣det

∂G

∂y

∣∣∣∣∣

−1

= pY (y) · |pY (y)|−1 = 1

Thus, we have x =
(
F−1 ◦G

)
(y), showing that we can express pX(x) in terms of an arbitrary

Gaussian base density, including the standard Gaussian. Note that we have only showed that such
mappings between densities exist, not necessarily implying that we will be able to find them. In
practice, we can not directly choose the particular transformations F and G when designing a flow, as
these are unknown. Instead, we will approximate the flow F−1 ◦G by composing multiple simpler
transformations that each has a pre-specified parameterised form. In the following, we will elaborate
on how to design such transformations.

3.5 Designing finite flows

To obtain a flow with the properties described in Section 3.3 that is also computationally feasible to
use, we have to impose some restrictions on the transformations we use. Given that we have chosen
some simple base distribution for which we can evaluate the likelihood and generate samples from,
we ideally want differentiable and bijective transformations which satisfy:
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Figure 3.3: A lower triangular Jacobian has an easily computable determinant.

• efficient to compute the forward transformation (for sampling)

• efficient to compute the inverse transformation (for likelihood evaluation)

• efficient to compute the Jacobian and its determinant

• efficient sampling and likelihood evaluation under the base distribution

• differentiable with respect to its parameters to allow for gradient-based training,

while at the same time maintaining high expressive power in a reasonable number of transformations.

A central challenge in designing practical flows is to create transformations that have a tractable
Jacobian, efficient forward pass, and efficient inverse pass at the same time. Though some notable
exceptions exist (Dinh et al., 2014, 2017; Kingma and Dhariwal, 2018), the majority of flow-based
models do not allow for both efficient forward pass and efficient inverse pass. Depending on the
problem we want to solve using normalising flows, it is in many cases sufficient to have either efficient
sampling, or to have efficient likelihood evaluation. We will explain this more in depth in Chapter 5,
and provide examples of flows of both types.

To design a transformation with a tractable det-Jacobian is crucial for the computational complexity of
the flow. Computing the determinant of aD×D matrix is generally cubic inD, which is prohibitively
expensive considering the typical dimensionality of the input. One way to reduce the computational
complexity of this computation, is to design the transformation such that the determinant of the
Jacobian is equal to one, as is done in non-linear independent component estimation (NICE) (Dinh
et al., 2014). This subclass of normalising flows is called volume preserving flows, since a det-
Jacobian equal to one implies that the transformation does not lead to a change in volume.

However, the flexibility of volume preserving transformations is very limited, and consequently,
more research has gone into designing transformations with triangular Jacobians. The computational
complexity of the determinant of a triangular matrix is only linear with respect to its dimensionality,
because the determinant of a triangular matrix is equal to the product of its diagonal elements. This
is depicted in Figure 3.3 for a lower-triangular Jacobian. Transformations with lower-triangular
Jacobians are usually achieved by using either an autoregressive transformation, or by using a
coupling layer:

• An autoregressive flow (Kingma et al., 2016; Papamakarios et al., 2017; Huang et al., 2018)
is composed by transformations y = f(x) where each each entry of the output is only
conditioned on the previous entries of the input, such that yi = f(xi; θ(x1:i−1)) for some
function θ(·) parameterising the transformation. Autoregressive flows is a main topic in
Chapter 4 and 5, where the details of these flows will be presented.

• In a coupling layer (Dinh et al., 2014, 2017), the input vector x ∈ RD is partitioned
into two disjoint parts x1:d and xd+1:D. The transformation y = f(x) is defined such
that d components remain the same, y1:d = x1:d, while the remaining components are
transformed as yi = f(xi; θ(x1:d)). The properties of the coupling layer depend on how we
design this transformation. Possible choices for the coupling layer are additive and affine
transformations, and a model based on the latter is presented in Chapter 5.
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All the normalising flows we consider in this thesis are composed of a finite sequence of transforma-
tions, making them instances of finite flows. This is opposed to infinitesimal, or continuous-time flows
(Rezende and Mohamed, 2015; Papamakarios et al., 2019), where the number of transformations in
the flow tends to infinity. In this case, the transformation of the base density is no longer described by
discrete transformations, but by a parameterised ordinary differential equation (ODE) ∂zt∂t = gφ(t, zt).
To compute the transformed variable at t1, we need to compute zt1 = zt0 +

∫ t1
t0
gφ(t, zt)dt using an

ODE solver. The bulk of normalising flows literature is on finite flows, and we consider continuous-
time flows to be beyond the scope of this thesis.

3.6 Normalising flows for density estimation

Normalising flows provide expressive transformations and exact likelihood evaluation, making them
suitable for use in density estimation. Using normalising flows for density estimation was first
proposed by Tabak and Turner (2013), whose work despite being less known3 actually preceded,
and laid the foundations of the work of Rezende and Mohamed (2015) and later publications on
normalising flows.

Given a set of observations {x1, . . . ,xN} we want to approximate the density function of the
unknown generative process p∗x(x) using a normalising flow. To do so, we want to learn the inverse
transformation u = f−1(x) that goes in the direction from data to noise, as this is the transformation
that defines the estimated density model px(x). The parameters of this inverse flow are trained using
maximum likelihood estimation, i.e., by maximising the likelihood of the data:

Ep∗x(x) (px(x)) = Ep∗x(x)

(
pu(f−1(x)) ·

∣∣∣∣det
∂f−1

∂x

∣∣∣∣
)

The above objective function is maximised by using Monte Carlo approximations over mini-batches
to maximise the average log-likelihood during training:

Ep∗x(x) (log px(x)) ≈ 1

N

N∑

i=1

log

(
pu(f−1(xi)) ·

∣∣∣∣det
∂f−1

∂xi

∣∣∣∣
)

=
1

N

N∑

i=1

(
log pu(ui) +

K∑

k=1

log

∣∣∣∣∣det
∂f−1k (xi,k)

∂xi,k

∣∣∣∣∣

)

=
1

N

N∑

i=1

(
log pu(ui)−

K∑

k=1

log

∣∣∣∣∣det
∂fk(xi,k−1)

∂xi,k−1

∣∣∣∣∣

)

where xi,0 = u. The likelihood is evaluated repeatedly during training, so the computations of the
inverse transformations and the determinant of the Jacobian have to be efficient in order for the
training to be efficient. In fact, sampling from px(x), i.e., computing the forward pass f(u), does not
have to be practically feasible in order to fit a flow model using maximum likelihood and use it for
density estimation. For density estimators, we are therefore willing to sacrifice efficient sampling for
efficient likelihood evaluation, if such a trade-off has to be made (Papamakarios et al., 2017).

3.7 Normalising flows for variational inference

The flexibility and tractability of normalising flows also make them suitable for defining approximate
posterior densities in variational inference. In this section, we will elaborate on how to train a
normalising flow for variational inference (Rezende and Mohamed, 2015; Kingma et al., 2016; van
den Berg et al., 2018) by maximising the evidence lower bound when using a normalising flow to
parameterise the approximate posterior density over the latent variables. We again adopt the notation
of the variational inference literature, with q(·) referring to the approximating density, and z referring
to the (latent) variable of interest. If we model the posterior using a flow of length K, we then have
qφ(z) = qK(zK). Using the law of the unconscious statistician, the evidence lower bound can be

348 vs. 619 citations on Google Scholar as of 7 October 2019
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rewritten as an expectation with respect to the initial density q0(z0), that is:

−ELBO = −
∫

z

log

(
p(x | z)p(z)

qφ(z)

)
qφ(z)dz

= Eqφ(z) (log qφ(z))− Eqφ(z) (log (p(x | z)p(z)))

= EqK(zK) (log qK(zK))− EqK(zK) (log p(x, zK))

= Eq0(z0)

(
log q0(z0)−

K∑

k=1

log det
∣∣∣ ∂fk
∂zk−1

∣∣∣
)
− Eq0(z0) (log p(x, z0))

= Eq0(z0) (log q0(z0))− Eq0(z0)

(
K∑

k=1

log det
∣∣∣ ∂fk
∂zk−1

∣∣∣
)
− Eq0(z0) (log p(x, z0))

This objective function is optimised using a Monte Carlo approximation as described in Chapter
2.3.3, using samples from the base density q0(z0). The parameters of each transformation in the flow
are learned by minimising the negative ELBO using gradient-based optimisation.

The complexity of the true posterior is usually not known a priori, but a more flexible variational
approximation will in any case bring us closer to the true posterior behaviour because it makes the
ELBO a tighter bound on the likelihood. Normalising flows can be used to parameterise more complex
densities in this regard, giving more accurate and reliable predictions. The chances of capturing
the true behaviour increase if we choose a more flexible family for the approximating distribution.
However, there will still be an implicit bias-variance trade-off in the choice of approximating family,
because increased expressivity (more layers) comes at the cost of an increased computational cost.

3.8 Experimenting with planar flows

So far, we have written about normalising flows in general terms without explicitly specifying the
transformations in the flow. In this section, we present the planar flow, a flow proposed by Rezende
and Mohamed (2015) for variational inference, and reproduce the results from Figure 3 in (Rezende
and Mohamed, 2015). We proceed to investigate the properties of the planar flow more in-depth
than what was done in the original paper, by dissecting the model to look at each of the planar
transformations in the flow individually. These experiments provide insights and intuitions about
the inner workings of normalising flows, and we clearly motivate why longer flows are needed to
approximate complex densities. These intuitions are valid not only for planar flows, but apply also to
other classes of normalising flows.

3.8.1 The planar flow

Rezende and Mohamed (2015) proposed two normalising flows in a variational inference setting,
called planar and radial flows. Both transformations have known det-Jacobians that are computable in
linear time, but the transformations are also fairly limited and not widely used in modern normalising
flows models. We present the planar flow here nevertheless, because it serves as an illustrative
example that can help the reader gain intuition about what normalising flows are, and what they do.

Planar flows are compositions of transformations of the form:

f(z) = z + uh(wT z + b) (3.7)

Gaussian N(0,I) K=1 K=2 K=3 K=4

Figure 3.4: Transformed densities after K = 1, 2, 3, 4 planar transformations of a standard Gaussian.
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Table 3.1: Potential functions with w1(z) = sin
(
2πz1
4

)
, w2(z) = 3 exp

(
− 1

2

(
z1−1
0.6

))
, and w3(z) =

3σ
(
z1−1
0.3

)
where σ(·) is the sigmoid function and z is a sample from a standard bivariate Gaussian.

Potential functions U(z)

U1(z) = 1
2

(
‖z‖2−2

0.4

)2
− log

(
e−

1
2 [ z1−2

0.6 ]
2

+ e−
1
2 [ z1+2

0.6 ]
2)

U2(z) = 1
2

[
z2−w1(z)

0.4

]2

U3(z) = − log

(
e
− 1

2

[
z2−w1(Z)

0.35

]2
+ e
− 1

2

[
z2−w1(z)+w2(z)

0.35

]2)

U4(z) = − log

(
e
− 1

2

[
z2−w1(z)

0.4

]2
+ e
− 1

2

[
Z2−w1(Z)+w3(Z)

0.35

]2)

U5(z) = 1
2

(
‖z‖2−4

0.4

)2
− log

(
e−

1
2 (
z1−2
0.8 )2 + e−

1
2 (
z1+2
0.8 )2

)

where u,w ∈ RD and the scalar b are the learnable parameters of the transformation, and h(·) is
some smooth and differentiable element-wise non-linearity. The planar flow belongs to the class of
residual flows because the transformation in Equation (3.7) bears similarities to the skip-connections
used in residual neural networks (He et al., 2015). Each planar transformation contracts or expands
the density of z perpendicularly to the hyperplane defined by wT z + b = 0, hence the name planar
flow. This nature of the planar transformations is displayed in Figure 3.4 for K = 4 manually (and
somewhat arbitrarily) specified transformations of a standard Gaussian density.

The Jacobian of a planar transformation is given by

∂f(z)

∂z
= I + uh′(wT z + b)wT

Using the matrix determinant lemma: det
(
A + uvT

)
=
(
1 + vTA−1u

)
det(A), with A = I,

u = u, and v = h′(wT z + b)w, we get the determinant of the Jacobian
∣∣∣∣det

∂f(z)

∂z

∣∣∣∣ =
∣∣(1 + h′(wT z + b)wT I−1u) det I

∣∣

=
∣∣1 + h′(wT z + b)wTu

∣∣

which can be computed in linear time O(D), where D is the dimensionality of z.

3.8.2 Showcasing the flexibility of normalising flows

In the first experiment, we follow the approach of Rezende and Mohamed (2015) and approximate
four two-dimensional non-Gaussian densities with a planar flow using a bivariate standard Gaussian
as the base density q0(z). A model of length K is made by stacking K planar transformations as
defined in Equation (3.7) in sequence. Each transformation has learnable parameters, and the model
is trained by updating the parameters to minimise the negative evidence lower bound:

− ELBO = Eq0(z0)

(
log q0(z0)−

K∑

k=1

log

∣∣∣∣∣1 + h′(wT zk−1 + b)wTu

∣∣∣∣∣− log p(x, zK)

)

The potential functions U1 to U4 in Table 3.1 are the same as the ones used by Rezende and
Mohamed (2015), and represent a set of unnormalised densities p(z) ∝ − exp(U(z)). The densities
exhibit different characteristics like multimodality, periodicity, and bifurcations that are difficult to
approximate using the typical mean-field approximation.

The flows are trained using mini-batches of 128 samples from the respective densities and the Adam
optimiser with learning rates as given in Table 3.2. In this particular experiment, we have access
to the true generating functions for each density, so we can train the model on unlimited amounts
of data. Hence, we cheaply generate each mini-batch on the fly at each step in the optimisation,
abandoning the conventional train/test split used in settings where data is limited. Note that there is
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Table 3.2: Details about each flow model.

Potential U(z) Flow length Learning rate Number of iterations

U1(z) 32 6.0× 10−4 25000
U2(z) 32 6.0× 10−4 25000
U3(z) 32 7.5× 10−4 1000000
U4(z) 32 6.0× 10−4 125000

True density exp( U1) Estimated density exp( U1) True density exp( U2) Estimated density exp( U2)

True density exp( U3) Estimated density exp( U3) True density exp( U4) Estimated density exp( U4)

Figure 3.5: Approximations of the densities p(z) ∝ − exp(U(z)) using planar flows of length
K = 32.

no risk of overfitting the model, because each data point used during training is unique and exactly
represents the true generative process. In the following, we refer to the training on one mini-batch as
one iteration.

We initially trained each flow model for 25000 iterations, which was sufficient to approximate the
densities defined by U1 and U2 very well. The model learning the density defined by U4 required
training for 125000 iterations to achieve a qualitatively similar performance, while we trained the
model approximating the density defined by U3 for 1000000 iterations to achieve a sufficiently good
approximation. The results are presented in Figure 3.5 alongside the true densities.

We observe that a planar flow of length 32 is able to approximate all of the densities very well. The
approximation of the density defined by U3 exhibits some irregularities, but is qualitatively more
similar to the target density than the corresponding result presented in (Rezende and Mohamed, 2015).
The observed differences are likely due to the fact that we have used the Adam optimiser rather than
the RMSprop optimiser, and trained the model for twice as many iterations as they did in the original
paper. The authors of the original paper trained each flow for 500000 iterations on all four densities.

3.8.3 The impact of increased flow length

The preceding results in Figure 3.5 are generated by planar flows of length 32. Looking at the
output of normalising flow of this size does not reveal much about what is going on under the hood.
We investigate the impact of varying the flow length, and show empirically that increased flow
length leads to better approximations of the target density. The target density is defined by potential
function U5 from Table 3.1, which is different from the potential functions presented in (Rezende and
Mohamed, 2015), and can be viewed as an even more multi-modal extension of U1.

We use this new density to illustrate the effect of adding more transformations to a planar flow model.
We train planar flows of length K = 2, 4, 8, 16 in a similar manner, again using the Adam optimiser
with a learning rate of 6× 10−4, and training all the flows for the same number of 25000 iterations.
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True density K = 2 K = 4 K = 8 K = 16

Figure 3.6: Approximations of the density p(z) ∝ − exp(U5(z)) using planar flows of length
K = 2, 4, 8, 16.

The results are presented in Figure 3.6, and we observe that the quality of the approximation is strictly
improving with increasing flow length in this experiment.

For all models but the longest one, we can see clear traces of the planar transformations in the shape
of symmetries and sharp edges. The non-smooth behaviour in the approximations with depth K = 4
and K = 8 bear resemblances to the non-smooth behaviour in the estimate of U3 in Figure 3.5. The
sharp edges disappear when we double the length of the flow to 32 transformations. This indicates
that increasing the flow length beyond 32 layers in the previous experiment may give us an even
better approximation of U3. Stacking more transformations in sequence can be viewed as analogous
to stacking multiple layers in a deep feed-forward neural network, where each layer contributes with
a relatively simple non-linear transformation of its input, and the power of the model lies in the
complexity of the composition of many simple non-linear transformations.

3.8.4 Dissecting a planar flow

When looking at only the output of a sufficiently long flow, it is not evident that the final transformation
is the result of many simple planar transformations. To understand what is happening under the
hood, we dissemble the planar flow model and investigate the transformation learned by each layer
individually. Remember that each layer in a planar flow is simply a planar transformation as defined in
Equation (3.7). Figure 3.7a shows the intermediate outputs after each layer in the planar flow, starting
from z0 ∼ N (0, I), and all the way through to the final transformation z16 = f16 ◦ · · · ◦ f1(z0).

The views of a normalising flow presented in Figure 3.7 are illuminating because they reveal how
the flow model stretches and compresses the initial Gaussian density into something that gradually
becomes similar to the target density. Most notably, Figure 3.7a shows that the output of each layer
in the model is a relatively simple transformation of its input, and that the power of the planar
flow to a large degree lies in the sheer number of transformations that we apply in sequence. The
simplicity of each transformation is perhaps even more evident when looking at Figure 3.7b where
the transformation of each layer in the flow is applied to a standard bivariate Gaussian.

3.8.5 Discussing the properties of planar flows

Based on the experiments above, it is not clear what the theoretical limits of which densities a planar
flow can learn are, if any. By extrapolating the observations we have made for the 2D densities above,
it is tempting to argue that planar flows, given enough layers, are universal density estimators in two
dimensions. Rezende and Mohamed (2015) claim that planar flows in the asymptotic regime are
flexible enough to learn any true posterior density. However, this is a claim that lacks a rigorous
proof. A different class of normalising flows called neural autoregressive flows (NAF) (Huang et al.,
2018) has later been proposed alongside a formal proof that NAFs are universal approximators for
continuous probability distributions.

At the same time as planar flows have proven to be very flexible density estimators, they are also
very limited in practice because each transformation returns a very simple transformation of its
input that only affects a small area or volume of the space that it is applied to. Because of this,
planar flows are in practice suitable for learning low-dimensional densities only. To transform a high
dimensional density into something meaningful and complex, we either need a very long flow with
many transformations, or we have to go beyond planar flows and use more powerful transformations.
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z0 z1 = f1(z0) z2 = f2(z1) z3 = f3(z2) z4 = f4(z3) z5 = f5(z4) z6 = f6(z5) z7 = f7(z6) z8 = f8(z7)

z9 = f9(z8) z10 = f10(z9) z11 = f11(z10) z12 = f12(z11) z13 = f13(z12) z14 = f14(z13) z15 = f15(z14) z16 = f16(z15) True density

(a) Visualisations of the output of each layer of a planar flow of length 16.

f1(z0) f2(z0) f3(z0) f4(z0) f5(z0) f6(z0) f7(z0) f8(z0)

f9(z0) f10(z0) f11(z0) f12(z0) f13(z0) f14(z0) f15(z0) f16(z0)

(b) Visualisations of the learned transformation of each layer of a planar flow of length 16. Each transformation
is applied to a standard Gaussian for visualisation.

Figure 3.7: A look at the internal workings of a planar flow.

Another way do gain intuition about why each planar transformation has a limited capacity, is to
think of each transformation as a feed-forward neural network with the transformation as a bottleneck
layer with one neuron and a skip-connection, as pointed out by Kingma et al. (2016). van den Berg
et al. (2018) made improvements on this end by introducing the Sylvester normalising flow. The
Sylvester normalising flow is very similar to the planar flow, but replaces the vectors u,w ∈ RD by
matrices U,W ∈ RD×M , and the scalar bias by an M -dimensional bias vector. The planar flow is a
special case of the Sylvester flow with M = 1, and the hyperparameter M ≤ D defines the number
of neurons in the bottleneck layer. The determinant of the Jacobian of this transformation can be
efficiently computed using Sylvester’s determinant identity.
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Chapter 4

A Precursor to Autoregressive Flows

This chapter lays out the foundations for the class of autoregressive normalising flows. As mentioned
in Section 3.5, a large body of the literature on normalising flows makes use autoregressive transfor-
mations with lower-triangular Jacobians to obtain flexible and tractable flows for use in variational
inference (Kingma et al., 2016) and density estimation (Papamakarios et al., 2017).

Before we proceed to present autoregressive flows in detail in Chapter 5, we first take a brief detour
to explain the essentials of autoregressive models in general. We will also present the Masked
Autoencoder for Distribution Estimation (MADE) (Germain et al., 2015), a neural autoregressive
distribution estimator. MADE is an interesting model worthy of its own chapter, but it is presented
here because it is the key building block in the autoregressive flows Masked Autoregressive Flow
(MAF) (Papamakarios et al., 2017) and Inverse Autoregressive Flow (IAF) (Kingma et al., 2016).

Lastly, we write out the details on how to turn MADE into a general density estimator for continuous
densities, by using Gaussian conditionals instead of Bernoulli conditionals. The Gaussian MADE is
already used in IAF and MAF, but the details on how to make the MADE output Gaussian densities
is left out of both papers. To our knowledge, this is the first time these details are explicitly written
out in the literature.

4.1 Autoregressive models for density estimation

One general approach in density modelling is to make use of what is called autoregressive models,
where we factorise the joint distribution over a random vector x using the probability product rule

p(x) = p(x1)
D∏

i=2

p(xi | x1, . . . , xi−1) =
D∏

i=1

p(xi | x<i), (4.1)

and model each scalar conditional distribution individually. In autoregressive models, the i-th element
in x is only dependent on the elements that come before it given the chosen ordering of the random
vector. We refer to this as the autoregressive property, and the autoregressive structure is illustrated
in Figure 4.1. Some random vectors, such as time series data, have a natural (temporal) ordering of
their elements, but most random vectors do not have an innate ordering of their variables, in which
case we have to choose the ordering to impose on their elements.

Having to choose an ordering is a weakness with the autoregressive approach, as there are factorially
many orderings to choose from, and it is not possible to a priori know which ordering that will work
best in practice. As illustrated in (Papamakarios et al., 2017), the performance of an autoregressive
density estimator is not invariant under the ordering of the variables, because each factorisation of
p(x) captures different dependencies between them. Autoregressive neural density estimators usually
deal with this problem by using different orderings of the variables in different layers of the model,
exactly to capture different inter-variable relationships. Another way to deal with this issue is to train
the density estimator on different orderings of the input, and combine them into an ensemble.

Using autoregressive models for neural density estimation has been an active line of research since
before normalising flows were popularised, starting with the Neural Autoregressive Distribution
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xD

<latexit sha1_base64="9HMJr80N8eH0j4NwsozhKbdJdB4=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9FjUg8eK9gPaUDbbSbt0swm7G7GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nZXVtfWNzcJWcXtnd2+/dHDY1HGqGDZYLGLVDqhGwSU2DDcC24lCGgUCW8Hoeuq3HlFpHssHM07Qj+hA8pAzaqx0/9S76ZXKbsWdgSwTLydlyFHvlb66/ZilEUrDBNW647mJ8TOqDGcCJ8VuqjGhbEQH2LFU0gi1n81OnZBTq/RJGCtb0pCZ+nsio5HW4yiwnRE1Q73oTcX/vE5qwks/4zJJDUo2XxSmgpiYTP8mfa6QGTG2hDLF7a2EDamizNh0ijYEb/HlZdI8r3jVSvWuWq5d5XEU4BhO4Aw8uIAa3EIdGsBgAM/wCm+OcF6cd+dj3rri5DNH8AfO5w8qwo26</latexit>

Figure 4.1: Graph showing the dependencies in an autoregressive model.

Estimator (NADE) (Larochelle and Murray, 2011) which extended on previous work by Frey et al.
(1996) on Fully Visible Sigmoid Belief Networks (FVSBN) for density estimation. Uria et al. (2014)
proposed a deeper version of NADE and a training procedure using randomised orderings of the
variables and extensive parameter sharing between the models trained for each ordering. Finally, we
mention the Masked Autoregressive Distribution Estimator (MADE) (Germain et al., 2015) which
extended on the deep NADE by offering evaluation of probabilities at test time that is an order of
magnitude faster than using deep NADE. MADE is present in Section 4.3 because it plays a central
role in several autoregressive normalising flows.

4.2 Autoregressive models as flows

The argument for normalising flows being universal density approximators laid out in Chapter
3.4 builds upon decomposing a density into a product of conditionals using the product rule of
probabilities and transform it into a uniform base density. This transformation is an instance of what
we call autoregressive transformations, and the argument for normalising flows being universal density
approximators (presented in Section 3.4) is thus simultaneously an argument about autoregressive
flows in particular being universal density approximators, motivating the search for models within
this class of flows.

Autoregressive flows are simply compositions of autoregressive transformations, and the connection
between autoregressive models and normalising flows was pointed out in (Kingma et al., 2016) and
exploited by (Kingma et al., 2016; Papamakarios et al., 2017; Huang et al., 2018) to create a new
class of normalising flows called autoregressive flows, achieving state of the art results on a variety of
benchmarks for variational inference and density estimation.

In an autoregressive flow, we model each conditional density in Equation (4.1) as a density whose
parameters only depend on the previous elements of the random vector. To transform a random vector
x using an autoregressive transformation, we specify each transformation as:

zi = f(x<i) = τ(xi; c(x<i)) (4.2)

where τ is the transformer, and c the autoregressive conditioner (Huang et al., 2018). The transformer
has to be invertible as a function of its input, xi. The conditioner outputs the parameters of the
transformer as a function of the previous variables x<i, but does not have to be invertible. When we
have the vector x at hand, we can readily compute the parameters given by the conditioner c(x<i)
for all elements xi, and compute the forward pass z = f(x) in parallel. As long as the criterion of
the transformer being invertible is satisfied, we can also compute x given z as:

xi = τ−1(zi; c(x<i)) (4.3)

This computation is not parallelisable, because we need to compute all the previous elements in x<i
in order to evaluate the conditioner for xi. That makes the inverse pass inherently sequential. The
forward and the backward pass are illustrated in Figure 4.2.
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x1

<latexit sha1_base64="3c+R7TUljyGse9TtnSD6PbvAzD0=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Qe0oWy2k3bpZhN2N2IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4Zua3H1FpHssHM0nQj+hQ8pAzaqx0/9T3+uWKW3XnIKvEy0kFcjT65a/eIGZphNIwQbXuem5i/Iwqw5nAaamXakwoG9Mhdi2VNELtZ/NTp+TMKgMSxsqWNGSu/p7IaKT1JApsZ0TNSC97M/E/r5ua8MrPuExSg5ItFoWpICYms7/JgCtkRkwsoUxxeythI6ooMzadkg3BW355lbQuql6tWrurVerXeRxFOIFTOAcPLqEOt9CAJjAYwjO8wpsjnBfn3flYtBacfOYY/sD5/AEN9o2n</latexit>

x2

<latexit sha1_base64="o3wFLFaKyKBrwbQ6JfdiLDWtk1E=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2lZoQ9lsN+3SzSbsTsQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4W19Y3NreJ2aWd3b/+gfHjUNnGqGW+xWMb6IaCGS6F4CwVK/pBoTqNA8k4wvp75nUeujYjVPU4S7kd0qEQoGEUr3T31a/1yxa26c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz0M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7VvXq1fptvdK4yuMowgmcwjl4cAENuIEmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w8Peo2o</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

z1

<latexit sha1_base64="f4JAkaJV4cmKQlTHc1bgJFYupSE=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Qe0oWy2k3bpZhN2N0IN/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4Zua3H1FpHssHM0nQj+hQ8pAzaqx0/9T3+uWKW3XnIKvEy0kFcjT65a/eIGZphNIwQbXuem5i/Iwqw5nAaamXakwoG9Mhdi2VNELtZ/NTp+TMKgMSxsqWNGSu/p7IaKT1JApsZ0TNSC97M/E/r5ua8MrPuExSg5ItFoWpICYms7/JgCtkRkwsoUxxeythI6ooMzadkg3BW355lbQuql6tWrurVerXeRxFOIFTOAcPLqEOt9CAJjAYwjO8wpsjnBfn3flYtBacfOYY/sD5/AERAo2p</latexit>

z2

<latexit sha1_base64="FqpP9uCOdABFOj14AIByasx7unA=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2lZoQ9lsN+3SzSbsToQa+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4W19Y3NreJ2aWd3b/+gfHjUNnGqGW+xWMb6IaCGS6F4CwVK/pBoTqNA8k4wvp75nUeujYjVPU4S7kd0qEQoGEUr3T31a/1yxa26c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz0M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7VvXq1fptvdK4yuMowgmcwjl4cAENuIEmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w8Sho2q</latexit>

c(x<i)

<latexit sha1_base64="U9Crdb7hjF+4gErXn7lKPDu4yXc=">AAAB+3icbVDLSsNAFL2pr1pfsS7dBItQNyWRgi5cFN24rGAf0IYwmU7aoZNJmJlIS8ivuHGhiFt/xJ1/46TNQlsPDBzOuZd75vgxo1LZ9rdR2tjc2t4p71b29g8Oj8zjaldGicCkgyMWib6PJGGUk46iipF+LAgKfUZ6/vQu93tPREga8Uc1j4kbojGnAcVIackzq7g+DJGa+EE6y7z0hmYXnlmzG/YC1jpxClKDAm3P/BqOIpyEhCvMkJQDx46VmyKhKGYkqwwTSWKEp2hMBppyFBLppovsmXWulZEVREI/rqyF+nsjRaGU89DXk3lOuerl4n/eIFHBtZtSHieKcLw8FCTMUpGVF2GNqCBYsbkmCAuqs1p4ggTCStdV0SU4q19eJ93LhtNsNB+atdZtUUcZTuEM6uDAFbTgHtrQAQwzeIZXeDMy48V4Nz6WoyWj2DmBPzA+fwDa5JRU</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

xD

<latexit sha1_base64="9HMJr80N8eH0j4NwsozhKbdJdB4=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9FjUg8eK9gPaUDbbSbt0swm7G7GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nZXVtfWNzcJWcXtnd2+/dHDY1HGqGDZYLGLVDqhGwSU2DDcC24lCGgUCW8Hoeuq3HlFpHssHM07Qj+hA8pAzaqx0/9S76ZXKbsWdgSwTLydlyFHvlb66/ZilEUrDBNW647mJ8TOqDGcCJ8VuqjGhbEQH2LFU0gi1n81OnZBTq/RJGCtb0pCZ+nsio5HW4yiwnRE1Q73oTcX/vE5qwks/4zJJDUo2XxSmgpiYTP8mfa6QGTG2hDLF7a2EDamizNh0ijYEb/HlZdI8r3jVSvWuWq5d5XEU4BhO4Aw8uIAa3EIdGsBgAM/wCm+OcF6cd+dj3rri5DNH8AfO5w8qwo26</latexit>

xi�1

<latexit sha1_base64="t5kbLgqw7bGg/0nR94ihMcFIUOI=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRgh6LXjxWsB/QhrLZTtqlm03Y3Ygl9Ed48aCIV3+PN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfj25nffkSleSwfzCRBP6JDyUPOqLFS+6mf8Qtv2i9X3Ko7B1klXk4qkKPRL3/1BjFLI5SGCap113MT42dUGc4ETku9VGNC2ZgOsWuppBFqP5ufOyVnVhmQMFa2pCFz9fdERiOtJ1FgOyNqRnrZm4n/ed3UhNd+xmWSGpRssShMBTExmf1OBlwhM2JiCWWK21sJG1FFmbEJlWwI3vLLq6R1WfVq1dp9rVK/yeMowgmcwjl4cAV1uIMGNIHBGJ7hFd6cxHlx3p2PRWvByWeO4Q+czx8EFY9d</latexit>

xi

<latexit sha1_base64="1aujojqqOpnMrxckhZwlVW+2+TA=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGCaQttKJvtpF262YTdjVhCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzvz2IyrNE/lgJikGMR1KHnFGjZX8p37Op/1K1a25c5BV4hWkCgWa/cpXb5CwLEZpmKBadz03NUFOleFM4LTcyzSmlI3pELuWShqjDvL5sVNybpUBiRJlSxoyV39P5DTWehKHtjOmZqSXvZn4n9fNTHQd5FymmUHJFouiTBCTkNnnZMAVMiMmllCmuL2VsBFVlBmbT9mG4C2/vEpalzWvXqvf16uNmyKOEpzCGVyAB1fQgDtogg8MODzDK7w50nlx3p2PReuaU8ycwB84nz8ns47r</latexit>

xi+1

<latexit sha1_base64="DxqU4UMavMxDaJgGmm+PN40x0nk=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoiBT0WvXisYD+gDWWznbRLN5uwuxFL6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkRwbVz32ymsrW9sbhW3Szu7e/sH5cOjlo5TxbDJYhGrTkA1Ci6xabgR2EkU0igQ2A7GtzO//YhK81g+mEmCfkSHkoecUWOl9lM/4xfetF+uuFV3DrJKvJxUIEejX/7qDWKWRigNE1Trrucmxs+oMpwJnJZ6qcaEsjEdYtdSSSPUfjY/d0rOrDIgYaxsSUPm6u+JjEZaT6LAdkbUjPSyNxP/87qpCa/9jMskNSjZYlGYCmJiMvudDLhCZsTEEsoUt7cSNqKKMmMTKtkQvOWXV0nrsurVqrX7WqV+k8dRhBM4hXPw4ArqcAcNaAKDMTzDK7w5ifPivDsfi9aCk88cwx84nz8BCY9b</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

zi�1

<latexit sha1_base64="b+vn+dbzJRe7WSrOZNVcgOb/Lak=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRgh6LXjxWsB/QhrLZTtqlm03Y3Qg19Ed48aCIV3+PN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfj25nffkSleSwfzCRBP6JDyUPOqLFS+6mf8Qtv2i9X3Ko7B1klXk4qkKPRL3/1BjFLI5SGCap113MT42dUGc4ETku9VGNC2ZgOsWuppBFqP5ufOyVnVhmQMFa2pCFz9fdERiOtJ1FgOyNqRnrZm4n/ed3UhNd+xmWSGpRssShMBTExmf1OBlwhM2JiCWWK21sJG1FFmbEJlWwI3vLLq6R1WfVq1dp9rVK/yeMowgmcwjl4cAV1uIMGNIHBGJ7hFd6cxHlx3p2PRWvByWeO4Q+czx8HKY9f</latexit>

zi

<latexit sha1_base64="2JBKUYcT0ljbQ6fWVBODcXiNXpY=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGCaQttKJvtpF262YTdjVBDf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzvz2IyrNE/lgJikGMR1KHnFGjZX8p37Op/1K1a25c5BV4hWkCgWa/cpXb5CwLEZpmKBadz03NUFOleFM4LTcyzSmlI3pELuWShqjDvL5sVNybpUBiRJlSxoyV39P5DTWehKHtjOmZqSXvZn4n9fNTHQd5FymmUHJFouiTBCTkNnnZMAVMiMmllCmuL2VsBFVlBmbT9mG4C2/vEpalzWvXqvf16uNmyKOEpzCGVyAB1fQgDtogg8MODzDK7w50nlx3p2PReuaU8ycwB84nz8qw47t</latexit>

zD

<latexit sha1_base64="ZVSFlqgDuXRADNepRd1etfCLyuE=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiHjxWMG2hDWWznbZLN5uwuxFq6G/w4kERr/4gb/4bt20O2vpg4PHeDDPzwkRwbVz32ymsrW9sbhW3Szu7e/sH5cOjpo5TxdBnsYhVO6QaBZfoG24EthOFNAoFtsLxzcxvPaLSPJYPZpJgENGh5APOqLGS/9TLbqe9csWtunOQVeLlpAI5Gr3yV7cfszRCaZigWnc8NzFBRpXhTOC01E01JpSN6RA7lkoaoQ6y+bFTcmaVPhnEypY0ZK7+nshopPUkCm1nRM1IL3sz8T+vk5rBVZBxmaQGJVssGqSCmJjMPid9rpAZMbGEMsXtrYSNqKLM2HxKNgRv+eVV0ryoerVq7b5WqV/ncRThBE7hHDy4hDrcQQN8YMDhGV7hzZHOi/PufCxaC04+cwx/4Hz+APJ7jsg=</latexit>

zi+1

<latexit sha1_base64="UUoVk1IqRXc6SJTJTj/4D9dOhb0=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoiBT0WvXisYD+gDWWznbRLN5uwuxFq6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkRwbVz32ymsrW9sbhW3Szu7e/sH5cOjlo5TxbDJYhGrTkA1Ci6xabgR2EkU0igQ2A7GtzO//YhK81g+mEmCfkSHkoecUWOl9lM/4xfetF+uuFV3DrJKvJxUIEejX/7qDWKWRigNE1Trrucmxs+oMpwJnJZ6qcaEsjEdYtdSSSPUfjY/d0rOrDIgYaxsSUPm6u+JjEZaT6LAdkbUjPSyNxP/87qpCa/9jMskNSjZYlGYCmJiMvudDLhCZsTEEsoUt7cSNqKKMmMTKtkQvOWXV0nrsurVqrX7WqV+k8dRhBM4hXPw4ArqcAcNaAKDMTzDK7w5ifPivDsfi9aCk88cwx84nz8EHY9d</latexit>

zD

<latexit sha1_base64="ZVSFlqgDuXRADNepRd1etfCLyuE=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiHjxWMG2hDWWznbZLN5uwuxFq6G/w4kERr/4gb/4bt20O2vpg4PHeDDPzwkRwbVz32ymsrW9sbhW3Szu7e/sH5cOjpo5TxdBnsYhVO6QaBZfoG24EthOFNAoFtsLxzcxvPaLSPJYPZpJgENGh5APOqLGS/9TLbqe9csWtunOQVeLlpAI5Gr3yV7cfszRCaZigWnc8NzFBRpXhTOC01E01JpSN6RA7lkoaoQ6y+bFTcmaVPhnEypY0ZK7+nshopPUkCm1nRM1IL3sz8T+vk5rBVZBxmaQGJVssGqSCmJjMPid9rpAZMbGEMsXtrYSNqKLM2HxKNgRv+eVV0ryoerVq7b5WqV/ncRThBE7hHDy4hDrcQQN8YMDhGV7hzZHOi/PufCxaC04+cwx/4Hz+APJ7jsg=</latexit>

z = f(x)

<latexit sha1_base64="yv5fXolLiPfaqlKDEtQmHJU3oP0=">AAACAXicbVDLSsNAFL3xWesr6kZwEyxC3ZRECroRim5cVrAPaEOZTCft0MkkzEzEGuLGX3HjQhG3/oU7/8ZJG0FbDwycOede7r3HixiVyra/jIXFpeWV1cJacX1jc2vb3NltyjAWmDRwyELR9pAkjHLSUFQx0o4EQYHHSMsbXWZ+65YISUN+o8YRcQM04NSnGCkt9cz9boDU0POT+/TcL/987tLjnlmyK/YE1jxxclKCHPWe+dnthzgOCFeYISk7jh0pN0FCUcxIWuzGkkQIj9CAdDTlKCDSTSYXpNaRVvqWHwr9uLIm6u+OBAVSjgNPV2YrylkvE//zOrHyz9yE8ihWhOPpID9mlgqtLA6rTwXBio01QVhQvauFh0ggrHRoRR2CM3vyPGmeVJxqpXpdLdUu8jgKcACHUAYHTqEGV1CHBmB4gCd4gVfj0Xg23oz3aemCkffswR8YH9+9dpcU</latexit>

Forward pass

<latexit sha1_base64="Ilola1D8Ge0N8HjNcPYuqK7p27Y=">AAAB/HicbVDLSsNAFJ34rPUV7dLNYBFclUQKuiwK4rKCfUAbymQyaYdOJmHmRg2h/oobF4q49UPc+TdO2yy09cCFwzn3ztx7/ERwDY7zba2srq1vbJa2yts7u3v79sFhW8epoqxFYxGrrk80E1yyFnAQrJsoRiJfsI4/vpr6nXumNI/lHWQJ8yIylDzklICRBnalD+wR8utYPRAV4IRoPRnYVafmzICXiVuQKirQHNhf/SCmacQkUGFe6LlOAl5OFHAq2KTcTzVLCB2TIesZKknEtJfPlp/gE6MEOIyVKQl4pv6eyEmkdRb5pjMiMNKL3lT8z+ulEF54OZdJCkzS+UdhKjDEeJoEDrhiFERmCKGKm10xHRFFKJi8yiYEd/HkZdI+q7n1Wv22Xm1cFnGU0BE6RqfIReeogW5QE7UQRRl6Rq/ozXqyXqx362PeumIVMxX0B9bnD1GklTU=</latexit>

⌧(xi; c(x<i))

<latexit sha1_base64="5t/uPvha0XeyadM5FvA1yr72dTY=">AAACBXicbVDLSsNAFJ3UV62vqEtdDBah3ZRECgq6KLpxWcE+oAlhMp20QyeTMDORltCNG3/FjQtF3PoP7vwbJ20W2nrgwuGce7n3Hj9mVCrL+jYKK6tr6xvFzdLW9s7unrl/0JZRIjBp4YhFousjSRjlpKWoYqQbC4JCn5GOP7rJ/M4DEZJG/F5NYuKGaMBpQDFSWvLMY0ehpDL26CWuOCFSQz9Ix1MvvaLTatUzy1bNmgEuEzsnZZCj6ZlfTj/CSUi4wgxJ2bOtWLkpEopiRqYlJ5EkRniEBqSnKUchkW46+2IKT7XSh0EkdHEFZ+rviRSFUk5CX3dmh8pFLxP/83qJCi7clPI4UYTj+aIgYVBFMIsE9qkgWLGJJggLqm+FeIgEwkoHV9Ih2IsvL5P2Wc2u1+p39XLjOo+jCI7ACagAG5yDBrgFTdACGDyCZ/AK3own48V4Nz7mrQUjnzkEf2B8/gDbBJgq</latexit>

(a) Parallelisable forward pass.

x1

<latexit sha1_base64="3c+R7TUljyGse9TtnSD6PbvAzD0=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Qe0oWy2k3bpZhN2N2IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4Zua3H1FpHssHM0nQj+hQ8pAzaqx0/9T3+uWKW3XnIKvEy0kFcjT65a/eIGZphNIwQbXuem5i/Iwqw5nAaamXakwoG9Mhdi2VNELtZ/NTp+TMKgMSxsqWNGSu/p7IaKT1JApsZ0TNSC97M/E/r5ua8MrPuExSg5ItFoWpICYms7/JgCtkRkwsoUxxeythI6ooMzadkg3BW355lbQuql6tWrurVerXeRxFOIFTOAcPLqEOt9CAJjAYwjO8wpsjnBfn3flYtBacfOYY/sD5/AEN9o2n</latexit>

x2

<latexit sha1_base64="o3wFLFaKyKBrwbQ6JfdiLDWtk1E=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2lZoQ9lsN+3SzSbsTsQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4W19Y3NreJ2aWd3b/+gfHjUNnGqGW+xWMb6IaCGS6F4CwVK/pBoTqNA8k4wvp75nUeujYjVPU4S7kd0qEQoGEUr3T31a/1yxa26c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz0M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7VvXq1fptvdK4yuMowgmcwjl4cAENuIEmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w8Peo2o</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

z1

<latexit sha1_base64="f4JAkaJV4cmKQlTHc1bgJFYupSE=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Qe0oWy2k3bpZhN2N0IN/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4Zua3H1FpHssHM0nQj+hQ8pAzaqx0/9T3+uWKW3XnIKvEy0kFcjT65a/eIGZphNIwQbXuem5i/Iwqw5nAaamXakwoG9Mhdi2VNELtZ/NTp+TMKgMSxsqWNGSu/p7IaKT1JApsZ0TNSC97M/E/r5ua8MrPuExSg5ItFoWpICYms7/JgCtkRkwsoUxxeythI6ooMzadkg3BW355lbQuql6tWrurVerXeRxFOIFTOAcPLqEOt9CAJjAYwjO8wpsjnBfn3flYtBacfOYY/sD5/AERAo2p</latexit>

z2

<latexit sha1_base64="FqpP9uCOdABFOj14AIByasx7unA=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2lZoQ9lsN+3SzSbsToQa+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4W19Y3NreJ2aWd3b/+gfHjUNnGqGW+xWMb6IaCGS6F4CwVK/pBoTqNA8k4wvp75nUeujYjVPU4S7kd0qEQoGEUr3T31a/1yxa26c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz0M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7VvXq1fptvdK4yuMowgmcwjl4cAENuIEmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w8Sho2q</latexit>

c(x<i)

<latexit sha1_base64="U9Crdb7hjF+4gErXn7lKPDu4yXc=">AAAB+3icbVDLSsNAFL2pr1pfsS7dBItQNyWRgi5cFN24rGAf0IYwmU7aoZNJmJlIS8ivuHGhiFt/xJ1/46TNQlsPDBzOuZd75vgxo1LZ9rdR2tjc2t4p71b29g8Oj8zjaldGicCkgyMWib6PJGGUk46iipF+LAgKfUZ6/vQu93tPREga8Uc1j4kbojGnAcVIackzq7g+DJGa+EE6y7z0hmYXnlmzG/YC1jpxClKDAm3P/BqOIpyEhCvMkJQDx46VmyKhKGYkqwwTSWKEp2hMBppyFBLppovsmXWulZEVREI/rqyF+nsjRaGU89DXk3lOuerl4n/eIFHBtZtSHieKcLw8FCTMUpGVF2GNqCBYsbkmCAuqs1p4ggTCStdV0SU4q19eJ93LhtNsNB+atdZtUUcZTuEM6uDAFbTgHtrQAQwzeIZXeDMy48V4Nz6WoyWj2DmBPzA+fwDa5JRU</latexit>

⌧(zi; c(x<i))

<latexit sha1_base64="HojNBvGplPJ6G8kQHYxt7jbtd5M=">AAACBXicbVDLSsNAFJ3UV62vqEtdDBah3ZRECgq6KLpxWcE+oAlhMp20QyeTMDMRa8jGjb/ixoUibv0Hd/6Nk7YLbT1w4XDOvdx7jx8zKpVlfRuFpeWV1bXiemljc2t7x9zda8soEZi0cMQi0fWRJIxy0lJUMdKNBUGhz0jHH13lfueOCEkjfqvGMXFDNOA0oBgpLXnmoaNQUnnw6DmuOCFSQz9I7zMvvaBZteqZZatmTQAXiT0jZTBD0zO/nH6Ek5BwhRmSsmdbsXJTJBTFjGQlJ5EkRniEBqSnKUchkW46+SKDx1rpwyASuriCE/X3RIpCKcehrzvzQ+W8l4v/eb1EBWduSnmcKMLxdFGQMKgimEcC+1QQrNhYE4QF1bdCPEQCYaWDK+kQ7PmXF0n7pGbXa/WberlxOYujCA7AEagAG5yCBrgGTdACGDyCZ/AK3own48V4Nz6mrQVjNrMP/sD4/AHeOJgs</latexit>

x = f�1(z)

<latexit sha1_base64="FoHAjFYGJcO/cKIBBsEGM2HWL1s=">AAACBnicbVDLSgNBEOz1GeNr1aMIg0GIB8OuBPQiBL14jGAekKxhdjKbDJl9MDMrxmVPXvwVLx4U8eo3ePNvnE0iaGJBQ1HVTXeXG3EmlWV9GXPzC4tLy7mV/Ora+samubVdl2EsCK2RkIei6WJJOQtoTTHFaTMSFPsupw13cJH5jVsqJAuDazWMqOPjXsA8RrDSUsfca/tY9V0vuUvPvJvkyE6LP8p9etgxC1bJGgHNEntCCjBBtWN+trshiX0aKMKxlC3bipSTYKEY4TTNt2NJI0wGuEdbmgbYp9JJRm+k6EArXeSFQleg0Ej9PZFgX8qh7+rO7EQ57WXif14rVt6pk7AgihUNyHiRF3OkQpRlgrpMUKL4UBNMBNO3ItLHAhOlk8vrEOzpl2dJ/bhkl0vlq3Khcj6JIwe7sA9FsOEEKnAJVagBgQd4ghd4NR6NZ+PNeB+3zhmTmR34A+PjGzy6mPo=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

xD

<latexit sha1_base64="9HMJr80N8eH0j4NwsozhKbdJdB4=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9FjUg8eK9gPaUDbbSbt0swm7G7GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nZXVtfWNzcJWcXtnd2+/dHDY1HGqGDZYLGLVDqhGwSU2DDcC24lCGgUCW8Hoeuq3HlFpHssHM07Qj+hA8pAzaqx0/9S76ZXKbsWdgSwTLydlyFHvlb66/ZilEUrDBNW647mJ8TOqDGcCJ8VuqjGhbEQH2LFU0gi1n81OnZBTq/RJGCtb0pCZ+nsio5HW4yiwnRE1Q73oTcX/vE5qwks/4zJJDUo2XxSmgpiYTP8mfa6QGTG2hDLF7a2EDamizNh0ijYEb/HlZdI8r3jVSvWuWq5d5XEU4BhO4Aw8uIAa3EIdGsBgAM/wCm+OcF6cd+dj3rri5DNH8AfO5w8qwo26</latexit>

xi�1

<latexit sha1_base64="t5kbLgqw7bGg/0nR94ihMcFIUOI=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRgh6LXjxWsB/QhrLZTtqlm03Y3Ygl9Ed48aCIV3+PN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfj25nffkSleSwfzCRBP6JDyUPOqLFS+6mf8Qtv2i9X3Ko7B1klXk4qkKPRL3/1BjFLI5SGCap113MT42dUGc4ETku9VGNC2ZgOsWuppBFqP5ufOyVnVhmQMFa2pCFz9fdERiOtJ1FgOyNqRnrZm4n/ed3UhNd+xmWSGpRssShMBTExmf1OBlwhM2JiCWWK21sJG1FFmbEJlWwI3vLLq6R1WfVq1dp9rVK/yeMowgmcwjl4cAV1uIMGNIHBGJ7hFd6cxHlx3p2PRWvByWeO4Q+czx8EFY9d</latexit>

xi

<latexit sha1_base64="1aujojqqOpnMrxckhZwlVW+2+TA=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGCaQttKJvtpF262YTdjVhCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzvz2IyrNE/lgJikGMR1KHnFGjZX8p37Op/1K1a25c5BV4hWkCgWa/cpXb5CwLEZpmKBadz03NUFOleFM4LTcyzSmlI3pELuWShqjDvL5sVNybpUBiRJlSxoyV39P5DTWehKHtjOmZqSXvZn4n9fNTHQd5FymmUHJFouiTBCTkNnnZMAVMiMmllCmuL2VsBFVlBmbT9mG4C2/vEpalzWvXqvf16uNmyKOEpzCGVyAB1fQgDtogg8MODzDK7w50nlx3p2PReuaU8ycwB84nz8ns47r</latexit>

xi+1

<latexit sha1_base64="DxqU4UMavMxDaJgGmm+PN40x0nk=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoiBT0WvXisYD+gDWWznbRLN5uwuxFL6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkRwbVz32ymsrW9sbhW3Szu7e/sH5cOjlo5TxbDJYhGrTkA1Ci6xabgR2EkU0igQ2A7GtzO//YhK81g+mEmCfkSHkoecUWOl9lM/4xfetF+uuFV3DrJKvJxUIEejX/7qDWKWRigNE1Trrucmxs+oMpwJnJZ6qcaEsjEdYtdSSSPUfjY/d0rOrDIgYaxsSUPm6u+JjEZaT6LAdkbUjPSyNxP/87qpCa/9jMskNSjZYlGYCmJiMvudDLhCZsTEEsoUt7cSNqKKMmMTKtkQvOWXV0nrsurVqrX7WqV+k8dRhBM4hXPw4ArqcAcNaAKDMTzDK7w5ifPivDsfi9aCk88cwx84nz8BCY9b</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

zi�1

<latexit sha1_base64="b+vn+dbzJRe7WSrOZNVcgOb/Lak=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRgh6LXjxWsB/QhrLZTtqlm03Y3Qg19Ed48aCIV3+PN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfj25nffkSleSwfzCRBP6JDyUPOqLFS+6mf8Qtv2i9X3Ko7B1klXk4qkKPRL3/1BjFLI5SGCap113MT42dUGc4ETku9VGNC2ZgOsWuppBFqP5ufOyVnVhmQMFa2pCFz9fdERiOtJ1FgOyNqRnrZm4n/ed3UhNd+xmWSGpRssShMBTExmf1OBlwhM2JiCWWK21sJG1FFmbEJlWwI3vLLq6R1WfVq1dp9rVK/yeMowgmcwjl4cAV1uIMGNIHBGJ7hFd6cxHlx3p2PRWvByWeO4Q+czx8HKY9f</latexit>

zi

<latexit sha1_base64="2JBKUYcT0ljbQ6fWVBODcXiNXpY=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGCaQttKJvtpF262YTdjVBDf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzvz2IyrNE/lgJikGMR1KHnFGjZX8p37Op/1K1a25c5BV4hWkCgWa/cpXb5CwLEZpmKBadz03NUFOleFM4LTcyzSmlI3pELuWShqjDvL5sVNybpUBiRJlSxoyV39P5DTWehKHtjOmZqSXvZn4n9fNTHQd5FymmUHJFouiTBCTkNnnZMAVMiMmllCmuL2VsBFVlBmbT9mG4C2/vEpalzWvXqvf16uNmyKOEpzCGVyAB1fQgDtogg8MODzDK7w50nlx3p2PReuaU8ycwB84nz8qw47t</latexit>

zD

<latexit sha1_base64="ZVSFlqgDuXRADNepRd1etfCLyuE=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiHjxWMG2hDWWznbZLN5uwuxFq6G/w4kERr/4gb/4bt20O2vpg4PHeDDPzwkRwbVz32ymsrW9sbhW3Szu7e/sH5cOjpo5TxdBnsYhVO6QaBZfoG24EthOFNAoFtsLxzcxvPaLSPJYPZpJgENGh5APOqLGS/9TLbqe9csWtunOQVeLlpAI5Gr3yV7cfszRCaZigWnc8NzFBRpXhTOC01E01JpSN6RA7lkoaoQ6y+bFTcmaVPhnEypY0ZK7+nshopPUkCm1nRM1IL3sz8T+vk5rBVZBxmaQGJVssGqSCmJjMPid9rpAZMbGEMsXtrYSNqKLM2HxKNgRv+eVV0ryoerVq7b5WqV/ncRThBE7hHDy4hDrcQQN8YMDhGV7hzZHOi/PufCxaC04+cwx/4Hz+APJ7jsg=</latexit>
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(b) Sequential inverse pass.

Figure 4.2: The forward pass and the inverse pass of an autoregressive transformation.

The transformation defined in Equation (4.2) has a lower-triangular Jacobian because ∂zi/∂xj = 0
for j > i. The logarithm of the magnitude of the det-Jacobian is given by:

log

∣∣∣∣∣det
∂z

∂x

∣∣∣∣∣ =

D∑

i=1

log

∣∣∣∣∣det
∂τ

∂xi
(xi; c(x<i))

∣∣∣∣∣ (4.4)

Because of the aforementioned properties; invertibility and a tractable Jacobian, the autoregressive
transformation in Equation (4.2) is suitable for making a normalising flow. By chaining several
such transformations we obtain a flow, and this lays the groundwork for the class of autoregressive
flows. The main drawback of autoregressive flows is that the inverse pass is sequential and hence not
parallelisable. The consequence of this is that we can not utilise the benefits that the use of multiple
GPUs has offered to deep learning in general when doing the inverse pass in autoregressive flows.

Autoregressive flows can hence not provide both efficient sampling and efficient density evaluation
in the same flow. One has to make a trade-off when designing the model. For density estimation,
one should model the flow in the direction u = f(x) (Papamakarios et al., 2017) for efficient density
evaluation, while for models where efficient sampling is of importance, one should model the flow in
the direction x = f(u) (Kingma et al., 2016) with u being a sample from the base density pu(u).

4.3 Masked autoencoder for distribution estimaton

It follows from the discussion in the previous section, that while the transformer has to be invertible,
there are no such constraints on the conditioner. The only requirement is that the i-th conditioner
should only be dependent on the i− 1 first inputs. Hence, the parameters specified by the conditioner
can be computed by an arbitrarily complex and not necessarily invertible function. In particular,
the conditioner is commonly modelled using a neural network. One could in principle use different
networks to output the parameters of the transformer of each scalar xi, but this becomes very
computationally expensive for larger models.

This is why the masked autoencoder for distribution estimation (MADE) (Germain et al., 2015)
has become the most popular choice of conditioner in autoregressive flows. A MADE network is
attractive for this purpose because it is able to output the parameters of all the transformers in one
single and parallelisable forward-pass. A MADE network is a modified autoencoder designed such
that each output is only dependent on the previous inputs, satisfying the autoregressive property.
Before we proceed to how these outputs can be used in autoregressive flows, we first present the
original MADE that was used for distribution estimation for binary inputs. In the original MADE,
the outputs define a set of conditional Bernoulli distributions p(xi | x<i) for a particular choice of
loss function. MADE thus offers one-pass density evaluation of an arbitrary sample.

4.3.1 Background

The idea of an autoencoder is to encode the input x ∈ RD to some (usually lower-dimensional)
latent representation z = enc(x), and to reconstruct the input from this latent representation. The
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Figure 4.3: Sketch of an autoencoder. Rectangular shapes represent vectors. The input x and the
reconstructed input x̂ have the same dimensionality, while z is typically of a lower dimensionality.

latter process is referred to as decoding, and the reconstructed input is denoted by x̂ = dec(enc(x)).
See Figure 4.3 for an illustration of a typical autoencoder model. The output and the input of an
autoencoder have the same dimensionality, and both the encoder and the decoder are usually modelled
as neural networks. In the following we assume both to be feed-forward neural networks.

In the case of binary observations where each xi takes on either 0 or 1, we can measure the quality of
the autoencoder (the quality of the reconstructions) using the cross-entropy loss:

L(x) =

D∑

i=1

−xi log x̂i − (1− xi) log(1− x̂i) (4.5)

which has the same shape as the negative log-likelihood of a Bernoulli distribution. However, if this
actually was a proper negative log-likelihood of a Bernoulli, the implied data distribution would be
p(x) =

∏D
i=1 x̂

xi
i (1− x̂i)1−xi . This would not be guaranteed to be a normalised distribution, i.e, the

sum over all possible input vectors x would not sum to one1. This problem is addressed by Germain
et al. (2015) by defining the joint probability of the binary input variables xi as a product of Bernoulli
distributions using the probability chain rule:

p(x) =

D∏

i=1

p(xi | x<i) =

D∏

i=1

pxi(1− p)1−xi (4.6)

with p = p(xi = 1 | x<i) = x̂i and 1 − p = p(xi = 0 | x<i) = 1 − x̂i. By defining the joint
distribution of the input this way, each output of the autoencoder, x̂i, parameterises one conditional
distribution in the product in Equation (4.6). The negative log-likelihood of the joint distribution
corresponds exactly to the loss function in Equation (4.5).

This observation allows us to define a modified autoencoder that outputs a valid probability distribution
simply by minimising the regular cross-entropy loss in Equation (4.5), and use the autoencoder as a
distribution estimator for an arbitrary binary input vector. However, for this to be the case, we need
the i-th output of the autoencoder to only be dependent on the i− 1 first elements of the input so that
the autoregressive property is conserved, and Equation (4.6) is satisfied. We describe how to achieve
this in the following.

4.3.2 Modifying the autoencoder

In a fully-connected neural network, all neurons in each layer will be connected to every neuron in
the previous layer, and hence all outputs of the network will depend on all dimensions of the input
x. Germain et al. (2015) propose an elegant solution to this problem by using binary masks to zero
out connections between neurons in the fully-connected networks. These masks have to be carefully
designed in order to satisfy the autoregressive property:

1Consider the case where the autoencoder learns the identity mapping between the input and output. Then,
the cross-entropy loss would be 0 for all inputs x, with an implied distribution that has p(x) = 1 for all x.
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<latexit sha1_base64="KRaExOS6sL9e6J9yv6Kx4xiulD4=">AAAB8HicbVDLTgJBEOzFF+IL9ehlIjHxRHZFo0eiF4+YyMPAhswOA0yYnd3M9BrJhq/w4kFjvPo53vwbB9iDgpV0UqnqTndXEEth0HW/ndzK6tr6Rn6zsLW9s7tX3D9omCjRjNdZJCPdCqjhUiheR4GSt2LNaRhI3gxGN1O/+ci1EZG6x3HM/ZAOlOgLRtFKD50hxfRp0q10iyW37M5AlomXkRJkqHWLX51exJKQK2SSGtP23Bj9lGoUTPJJoZMYHlM2ogPetlTRkBs/nR08ISdW6ZF+pG0pJDP190RKQ2PGYWA7Q4pDs+hNxf+8doL9Kz8VKk6QKzZf1E8kwYhMvyc9oTlDObaEMi3srYQNqaYMbUYFG4K3+PIyaZyVvUr54u68VL3O4sjDERzDKXhwCVW4hRrUgUEIz/AKb452Xpx352PemnOymUP4A+fzB+AqkHY=</latexit>

p(x2)
<latexit sha1_base64="P1CMcabrW9dU8Ez7ec/GO3+iF3o=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahXspuVfRY9OKxgv2AdinZNNvGZpMlyYpl6X/w4kERr/4fb/4b03YP2vpg4PHeDDPzgpgzbVz328mtrK6tb+Q3C1vbO7t7xf2DppaJIrRBJJeqHWBNORO0YZjhtB0riqOA01Ywupn6rUeqNJPi3oxj6kd4IFjICDZWasblp171tFcsuRV3BrRMvIyUIEO9V/zq9iVJIioM4VjrjufGxk+xMoxwOil0E01jTEZ4QDuWChxR7aezayfoxCp9FEplSxg0U39PpDjSehwFtjPCZqgXvan4n9dJTHjlp0zEiaGCzBeFCUdGounrqM8UJYaPLcFEMXsrIkOsMDE2oIINwVt8eZk0qxXvrHJxd16qXWdx5OEIjqEMHlxCDW6hDg0g8ADP8ApvjnRenHfnY96ac7KZQ/gD5/MHpqKOhw==</latexit>

p(x3 | x2)
<latexit sha1_base64="7u2yR6JUbDfPsx1xWOAIUCgmYAQ=">AAAB9XicbVBNT8JAEJ36ifiFevSykZjghbSg0SPRi0dM5COB2my3W9iw2za7W4UQ/ocXDxrj1f/izX/jAj0o+JJJXt6bycw8P+FMadv+tlZW19Y3NnNb+e2d3b39wsFhU8WpJLRBYh7Lto8V5SyiDc00p+1EUix8Tlv+4Gbqtx6pVCyO7vUooa7AvYiFjGBtpIekNPSqXcECNPQqZ16haJftGdAycTJShAx1r/DVDWKSChppwrFSHcdOtDvGUjPC6STfTRVNMBngHu0YGmFBlTueXT1Bp0YJUBhLU5FGM/X3xBgLpUbCN50C675a9Kbif14n1eGVO2ZRkmoakfmiMOVIx2gaAQqYpETzkSGYSGZuRaSPJSbaBJU3ITiLLy+TZqXsVMsXd+fF2nUWRw6O4QRK4MAl1OAW6tAAAhKe4RXerCfrxXq3PuatK1Y2cwR/YH3+ABPSkZc=</latexit>

p(x1 | x2, x3)
<latexit sha1_base64="ww5e8OjuSBXiP9hwe3rV7H6P7CE=">AAAB+3icbVDLSsNAFJ34rPUV69LNYBEqSElaRZdFNy4r2Ae0IUwmk3bozCTMTCSl9FfcuFDErT/izr9x2mahrQcuHM65l3vvCRJGlXacb2ttfWNza7uwU9zd2z84tI9KbRWnEpMWjlksuwFShFFBWppqRrqJJIgHjHSC0d3M7zwRqWgsHvU4IR5HA0EjipE2km+Xkkrmu31OQ5j5tYvMr5/7dtmpOnPAVeLmpAxyNH37qx/GOOVEaMyQUj3XSbQ3QVJTzMi02E8VSRAeoQHpGSoQJ8qbzG+fwjOjhDCKpSmh4Vz9PTFBXKkxD0wnR3qolr2Z+J/XS3V0402oSFJNBF4silIGdQxnQcCQSoI1GxuCsKTmVoiHSCKsTVxFE4K7/PIqadeqbr169XBZbtzmcRTACTgFFeCCa9AA96AJWgCDDDyDV/BmTa0X6936WLSuWfnMMfgD6/MHB1iTJA==</latexit>

W[1]
<latexit sha1_base64="orARxTS1K7M39OuMgzt07riVXrc=">AAAB+XicbVDLSsNAFL3xWesr6tLNYBFclcQHuiy6cVnBPiCNZTKdtEMnkzAzKZSQP3HjQhG3/ok7/8ZJm4W2Hhg4nHMv98wJEs6Udpxva2V1bX1js7JV3d7Z3du3Dw7bKk4loS0S81h2A6woZ4K2NNOcdhNJcRRw2gnGd4XfmVCpWCwe9TShfoSHgoWMYG2kvm33IqxHQZh18qfMc/28b9ecujMDWiZuSWpQotm3v3qDmKQRFZpwrJTnOon2Myw1I5zm1V6qaILJGA+pZ6jAEVV+Nkueo1OjDFAYS/OERjP190aGI6WmUWAmi5xq0SvE/zwv1eGNnzGRpJoKMj8UphzpGBU1oAGTlGg+NQQTyUxWREZYYqJNWVVTgrv45WXSPq+7F/Wrh8ta47asowLHcAJn4MI1NOAemtACAhN4hld4szLrxXq3PuajK1a5cwR/YH3+AKkVk64=</latexit>

W[2]
<latexit sha1_base64="syiXfswGdo/65wC+A1Nx6b7DwqU=">AAAB+XicbVDLSsNAFL2pr1pfUZduBovgqiRV0WXRjcsK9gFtLJPppB06mYSZSaGE/IkbF4q49U/c+TdO2iy09cDA4Zx7uWeOH3OmtON8W6W19Y3NrfJ2ZWd3b//APjxqqyiRhLZIxCPZ9bGinAna0kxz2o0lxaHPacef3OV+Z0qlYpF41LOYeiEeCRYwgrWRBrbdD7Ee+0HayZ7SXt3LBnbVqTlzoFXiFqQKBZoD+6s/jEgSUqEJx0r1XCfWXoqlZoTTrNJPFI0xmeAR7RkqcEiVl86TZ+jMKEMURNI8odFc/b2R4lCpWeibyTynWvZy8T+vl+jgxkuZiBNNBVkcChKOdITyGtCQSUo0nxmCiWQmKyJjLDHRpqyKKcFd/vIqaddr7kXt6uGy2rgt6ijDCZzCObhwDQ24hya0gMAUnuEV3qzUerHerY/FaMkqdo7hD6zPH6qbk68=</latexit>

M[2] =
<latexit sha1_base64="zon2S//iNovN5liyP/L18DLH4qE=">AAAB+nicbVDLSsNAFL2pr1pfqS7dDBbBVUmqohuh6MaNUME+oI1lMp20QycPZiZKifkUNy4UceuXuPNvnLRZaOuBgcM593LPHDfiTCrL+jYKS8srq2vF9dLG5tb2jlnebckwFoQ2SchD0XGxpJwFtKmY4rQTCYp9l9O2O77K/PYDFZKFwZ2aRNTx8TBgHiNYaalvlns+ViPXS27S+6Rbc9KLvlmxqtYUaJHYOalAjkbf/OoNQhL7NFCEYym7thUpJ8FCMcJpWurFkkaYjPGQdjUNsE+lk0yjp+hQKwPkhUK/QKGp+nsjwb6UE9/Vk1lQOe9l4n9eN1beuZOwIIoVDcjskBdzpEKU9YAGTFCi+EQTTATTWREZYYGJ0m2VdAn2/JcXSatWtY+rp7cnlfplXkcR9uEAjsCGM6jDNTSgCQQe4Rle4c14Ml6Md+NjNlow8p09+APj8wcjJJPs</latexit>

M[1] =
<latexit sha1_base64="cZ9V600uL2Pua8+7TxMVsjqA4y8=">AAAB+nicbVDLSsNAFL2pr1pfqS7dDBbBVUl8oBuh6MaNUME+II1lMp20QycPZiZKifkUNy4UceuXuPNvnLRZaPXAwOGce7lnjhdzJpVlfRmlhcWl5ZXyamVtfWNzy6xut2WUCEJbJOKR6HpYUs5C2lJMcdqNBcWBx2nHG1/mfueeCsmi8FZNYuoGeBgynxGstNQ3q70Aq5Hnp9fZXerYbnbeN2tW3ZoC/SV2QWpQoNk3P3uDiCQBDRXhWErHtmLlplgoRjjNKr1E0hiTMR5SR9MQB1S66TR6hva1MkB+JPQLFZqqPzdSHEg5CTw9mQeV814u/uc5ifLP3JSFcaJoSGaH/IQjFaG8BzRgghLFJ5pgIpjOisgIC0yUbquiS7Dnv/yXtA/r9lH95Oa41rgo6ijDLuzBAdhwCg24gia0gMADPMELvBqPxrPxZrzPRktGsbMDv2B8fAMhnZPr</latexit>

�
<latexit sha1_base64="0tkAlvW30UNNjlkOgHUHWbam/Y0=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69BIvgqSR+oMeiF48VjC20oWw2m3bpZjfsToRS+hu8eFDEqz/Im//GbZuDtj4YeLw3w8y8KBPcoOd9O6WV1bX1jfJmZWt7Z3evun/waFSuKQuoEkq3I2KY4JIFyFGwdqYZSSPBWtHwduq3npg2XMkHHGUsTElf8oRTglYKuipW2KvWvLo3g7tM/ILUoECzV/3qxormKZNIBTGm43sZhmOikVPBJpVublhG6JD0WcdSSVJmwvHs2Il7YpXYTZS2JdGdqb8nxiQ1ZpRGtjMlODCL3lT8z+vkmFyHYy6zHJmk80VJLlxU7vRzN+aaURQjSwjV3N7q0gHRhKLNp2JD8BdfXiaPZ3X/vH55f1Fr3BRxlOEIjuEUfLiCBtxBEwKgwOEZXuHNkc6L8+58zFtLTjFzCH/gfP4A7aKOxQ==</latexit>

=<latexit sha1_base64="wmqm1Zp1A2MDDclPjP9nODsI2BA=">AAAB6HicbVDLSgNBEOyNrxhfUY9eBoPgKez6QC9C0IvHBMwDkiXMTjrJmNnZZWZWCEu+wIsHRbz6Sd78GyfJHjSxoKGo6qa7K4gF18Z1v53cyura+kZ+s7C1vbO7V9w/aOgoUQzrLBKRagVUo+AS64Ybga1YIQ0Dgc1gdDf1m0+oNI/kgxnH6Id0IHmfM2qsVLvpFktu2Z2BLBMvIyXIUO0Wvzq9iCUhSsME1brtubHxU6oMZwInhU6iMaZsRAfYtlTSELWfzg6dkBOr9Eg/UrakITP190RKQ63HYWA7Q2qGetGbiv957cT0r/2UyzgxKNl8UT8RxERk+jXpcYXMiLEllClubyVsSBVlxmZTsCF4iy8vk8ZZ2TsvX9YuSpXbLI48HMExnIIHV1CBe6hCHRggPMMrvDmPzovz7nzMW3NONnMIf+B8/gCPEYzI</latexit>

M[1] �W[1]
<latexit sha1_base64="Gz3Nk8rl+NNdvm7mEldwUhrmtug=">AAACDnicbZDLSsNAFIYnXmu9RV26CZaCq5J4QZdFN26ECvYCSSyTyaQdOpkJMxOhhDyBG1/FjQtF3Lp259s4aSNo6w8DP985hznnDxJKpLLtL2NhcWl5ZbWyVl3f2NzaNnd2O5KnAuE24pSLXgAlpoThtiKK4l4iMIwDirvB6LKod++xkISzWzVOsB/DASMRQVBp1DfrXgzVMIiy6/wucx0/93jI1Q/slrBv1uyGPZE1b5zS1ECpVt/89EKO0hgzhSiU0nXsRPkZFIogivOql0qcQDSCA+xqy2CMpZ9NzsmtuiahFXGhH1PWhP6eyGAs5TgOdGexp5ytFfC/mpuq6NzPCEtShRmafhSl1FLcKrKxQiIwUnSsDUSC6F0tNIQCIqUTrOoQnNmT503nqOEcN05vTmrNizKOCtgHB+AQOOAMNMEVaIE2QOABPIEX8Go8Gs/Gm/E+bV0wypk98EfGxzdI15zk</latexit>

Autoencoder
<latexit sha1_base64="5NK7LIvTa6At53IMrRZ2FZmw29k=">AAAB+3icbVDJSgNBEO2JW4zbGI9eBoPgKcy4oMeoF48RzAJJCD2dStKkp3vorpGEYX7FiwdFvPoj3vwbO8tBow8KHu9VUVUvjAU36PtfTm5ldW19I79Z2Nre2d1z94t1oxLNoMaUULoZUgOCS6ghRwHNWAONQgGNcHQ79RuPoA1X8gEnMXQiOpC8zxlFK3XdYhthjOl1ggokUz3QWdct+WV/Bu8vCRakRBaodt3Pdk+xJAKJTFBjWoEfYyelGjkTkBXaiYGYshEdQMtSSSMwnXR2e+YdW6Xn9ZW2JdGbqT8nUhoZM4lC2xlRHJplbyr+57US7F91Ui7jBO1n80X9RHiovGkQXo9rYCgmllCmub3VY0OqKUMbV8GGECy//JfUT8vBWfni/rxUuVnEkSeH5IickIBckgq5I1VSI4yMyRN5Ia9O5jw7b877vDXnLGYOyC84H9/Yz5T4</latexit>

Masks
<latexit sha1_base64="jQGXPu1NLx5ZvUsEudKPh97BykI=">AAAB83icbVDLSgNBEOyNrxhfUY9eBoPgKez6QI9BL16ECOYB2SXMTibJkNnZZaZXDEt+w4sHRbz6M978GyfJHjRa0FBUddPdFSZSGHTdL6ewtLyyulZcL21sbm3vlHf3miZONeMNFstYt0NquBSKN1Cg5O1EcxqFkrfC0fXUbz1wbUSs7nGc8CCiAyX6glG0ku8jf8TslpqRmXTLFbfqzkD+Ei8nFchR75Y//V7M0ogrZJIa0/HcBIOMahRM8knJTw1PKBvRAe9YqmjETZDNbp6QI6v0SD/WthSSmfpzIqORMeMotJ0RxaFZ9Kbif14nxf5lkAmVpMgVmy/qp5JgTKYBkJ7QnKEcW0KZFvZWwoZUU4Y2ppINwVt8+S9pnlS90+r53VmldpXHUYQDOIRj8OACanADdWgAgwSe4AVendR5dt6c93lrwcln9uEXnI9vnTySEQ==</latexit>

Masked autoencoder
<latexit sha1_base64="jYZOUy69mA49KtXdKwxKyv01zac=">AAACAnicbVC7SgNBFJ2NrxhfUSuxGQyCVdj1gZZBGxshgnlAEsLs7E0yZHZnmbkrhiXY+Cs2ForY+hV2/o2TR6GJBwYO59zLnXP8WAqDrvvtZBYWl5ZXsqu5tfWNza389k7VqERzqHAlla77zIAUEVRQoIR6rIGFvoSa378a+bV70Eao6A4HMbRC1o1ER3CGVmrn95oID5jeMNOHgLIEFURcBaCH7XzBLbpj0HniTUmBTFFu57+ageJJCBFyyYxpeG6MrZRpFFzCMNdMDMSM91kXGpZGLATTSscRhvTQKgHtKG1fhHSs/t5IWWjMIPTtZMiwZ2a9kfif10iwc9FKRRQnaJNNDnUSSVHRUR80EBo4yoEljGth/0p5j2nG0baWsyV4s5HnSfW46J0Uz25PC6XLaR1Zsk8OyBHxyDkpkWtSJhXCySN5Jq/kzXlyXpx352MymnGmO7vkD5zPHwA4l9M=</latexit>

M[O]

<latexit sha1_base64="g2O2gUBfUxspXj46h9TeR7TIJTc=">AAACAHicbVBNS8NAEN3Ur1q/oh48eAkWwVNJpKDHohcvYgX7AUksm+2mXbrZhN2JWEIu/hUvHhTx6s/w5r9x0/agrQ8GHu/NMDMvSDhTYNvfRmlpeWV1rbxe2djc2t4xd/faKk4loS0S81h2A6woZ4K2gAGn3URSHAWcdoLRZeF3HqhULBZ3ME6oH+GBYCEjGLTUMw+8CMMwCLPr/D5zPaCPkN3kft4zq3bNnsBaJM6MVNEMzZ755fVjkkZUAOFYKdexE/AzLIERTvOKlyqaYDLCA+pqKnBElZ9NHsitY630rTCWugRYE/X3RIYjpcZRoDuLc9W8V4j/eW4K4bmfMZGkQAWZLgpTbkFsFWlYfSYpAT7WBBPJ9K0WGWKJCejMKjoEZ/7lRdI+rTn1Wv22Xm1czOIoo0N0hE6Qg85QA12hJmohgnL0jF7Rm/FkvBjvxse0tWTMZvbRHxifP7SFlyE=</latexit>

W[O]

<latexit sha1_base64="1l4xUuMQrgxjkGTgsbqCwqPnhqU=">AAACAHicbVBNS8NAEN34WetX1IMHL8EieCqJFPRY9OLNCvYDklg22027dLMJuxOxhFz8K148KOLVn+HNf+OmzUFbHww83pthZl6QcKbAtr+NpeWV1bX1ykZ1c2t7Z9fc2++oOJWEtknMY9kLsKKcCdoGBpz2EklxFHDaDcZXhd99oFKxWNzBJKF+hIeChYxg0FLfPPQiDKMgzLr5feZ6QB8hu8n9vG/W7Lo9hbVInJLUUIlW3/zyBjFJIyqAcKyU69gJ+BmWwAinedVLFU0wGeMhdTUVOKLKz6YP5NaJVgZWGEtdAqyp+nsiw5FSkyjQncW5at4rxP88N4Xwws+YSFKggswWhSm3ILaKNKwBk5QAn2iCiWT6VouMsMQEdGZVHYIz//Ii6ZzVnUa9cduoNS/LOCroCB2jU+Sgc9RE16iF2oigHD2jV/RmPBkvxrvxMWtdMsqZA/QHxucPxDmXKw==</latexit>

M[O] �W[O]

<latexit sha1_base64="0JkByRWaeFJJPEfU3bLnwPC52uc=">AAACHXicbVDLSsNAFJ3UV62vqks3g0VwVRIp6LLoxo1YwT6giWUynbRDJ5kwcyOWkB9x46+4caGICzfi3zh9CLb1wIXDOfdy7z1+LLgG2/62ckvLK6tr+fXCxubW9k5xd6+hZaIoq1MppGr5RDPBI1YHDoK1YsVI6AvW9AcXI795z5TmMrqFYcy8kPQiHnBKwEidYsUNCfT9IL3K7tK2C+wB0uvMy1zZlYB/zeas2SmW7LI9Bl4kzpSU0BS1TvHT7UqahCwCKojWbceOwUuJAk4FywpuollM6ID0WNvQiIRMe+n4uwwfGaWLA6lMRYDH6t+JlIRaD0PfdI7O1fPeSPzPaycQnHkpj+IEWEQni4JEYJB4FBXucsUoiKEhhCpubsW0TxShYAItmBCc+ZcXSeOk7FTKlZtKqXo+jSOPDtAhOkYOOkVVdIlqqI4oekTP6BW9WU/Wi/VufUxac9Z0Zh/NwPr6AXq2pAg=</latexit>

=

<latexit sha1_base64="FGky2eY2fLGKOXeQ+485QR5Wiq0=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoBeh6MVjC7YW2lA220m7drMJuxuhhP4CLx4U8epP8ua/cdvmoK0PBh7vzTAzL0gE18Z1v53C2vrG5lZxu7Szu7d/UD48aus4VQxbLBax6gRUo+ASW4YbgZ1EIY0CgQ/B+HbmPzyh0jyW92aSoB/RoeQhZ9RYqXndL1fcqjsHWSVeTiqQo9Evf/UGMUsjlIYJqnXXcxPjZ1QZzgROS71UY0LZmA6xa6mkEWo/mx86JWdWGZAwVrakIXP190RGI60nUWA7I2pGetmbif953dSEV37GZZIalGyxKEwFMTGZfU0GXCEzYmIJZYrbWwkbUUWZsdmUbAje8surpH1R9WrVWrNWqd/kcRThBE7hHDy4hDrcQQNawADhGV7hzXl0Xpx352PRWnDymWP4A+fzB48TjMg=</latexit>

Figure 4.4: The binary masks drop connections between neurons. The numbers inside the neurons in
the masked autoencoder on the left correspond to the numbers m[l](k), defining how many of the
input neurons the k-th neuron of the l-th layer can be connected to. We have used a randomised input
ordering. This figure is heavily inspired by Figure 1 in (Germain et al., 2015).

We assign each neuron in a hidden layer of the autoencoder an integerm that determines the maximum
number of connected inputs the k-th neuron of layer l is allowed to have:

m[l](k) ∼ DiscreteUniform[m
[l]
0 , D − 1]

where m[l]
0 = mink′ m

[l−1](k′). This lower limit on the uniform interval ensures that there are no
unconnected units in the masked out network by avoiding to create hidden units in layer l that are not
allowed to be connected to any of the hidden units in the previous layer. By setting the upper limit on
the uniform interval to D − 1, we have also excluded the possibility of a hidden unit being connected
to all D inputs, as such a hidden unit would be useless in modelling conditionals p(xi | x<i). An
illustration of a masked autoencoder is given in Figure 4.4.

We denote the weight matrix of the l-th layer by W[l]. In a standard feed-forward network, the
activation of layer l is given by a[l] = g[l](W[l]a[l−1] + b[l]) where we define a[0] to be the input x.
The dropped connections due to masking translates into a binary mask matrix M[l] where we set the
entries of the connections we wish to drop to zero. The activation of the l-th layer is then given by:

a[l] = g[l](M[l] �W[l]a[l−1] + b[l]) (4.7)

We define the entries of the mask matrix using that hidden unit k in layer l can only be connected
to the hidden units k′ in layer l − 1 that satisty m[l−1](k′) ≤ m[l](k). The elements of the resulting
mask M[l] for the l-th hidden layer then becomes:

M
[l]
k,k′ =

{
1, if m[l] (k) ≥ m[l−1](k′)
0, otherwise for 1 ≤ l ≤ L (4.8)

By defining l = 0 to refer to the input layer, and by defining m[0](d) = d in order to keep the
natural ordering of the inputs, this definition is valid for all layers in the autoencoder. We have
to use a slightly different mask between the last hidden layer and the output layer to conserve the
autoregressive property of the output, i.e., that the i-th output is only connected to the input units in
x<i. This gives:

M
[O]
d,k′ =

{
1, if d ≥ m[L](k′)
0, otherwise (4.9)

The output of the network is:

x̂ = σ
(

(M[O] �W[O])a[L] + b[O]
)

(4.10)
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where σ(·) denotes the sigmoid function, and ensures that each output of the network can be
interpreted as a probability by mapping each output to the range (0, 1).

Each output of the MADE corresponds to the parameter of a Bernoulli distribution, so MADE
gives single-pass direct estimates of high-dimensional joint distributions by explicitly parameterising
each conditional distribution. MADE achieved state-of-the-art performance with respect to average
negative log-likelihood on the test sets of a variety of regression benchmark datasets at the time of
publication. The details about the experiments and the results are reported in (Germain et al., 2015).

4.3.3 Order-agnostic training

The authors show empirically that training the model on more than one ordering of the inputs can
be beneficial, and refer to this as order-agnostic training. Order-agnostic training is achieved by
sampling and ordering of the inputs before each mini-batch gradient update.In a MADE network, the
input ordering is defined by the vector m0 = [m[0](1), . . . ,m[0](D)] where m[0](d) is the position
of the original d’th dimension. A natural ordering corresponds to the case where m[0](d) = d and
m0 = [1, . . . , D]. A random permutation of the input ordering corresponds to randomly permuting
[1, . . . , D] before assigning the permuted vector to m0. This is also shown in Figure 4.4 where we
do not use the natural order of the inputs (x1, x2, x3), but the permutation m0 = [3, 1, 2].

Order-agnostic training allows us to create an ensemble of autoregressive models, because models
trained on different orderings of the input will correspond to different models. By reordering the
vector [1, . . . , D] for each mini-batch during training, we are able to train as many models as there
are orderings of D elements, i.e., factorially many models, using only one set of parameters. Hence,
we can create an ensemble at test time by sampling a set of different orderings, compute p(x) under
each model, and average the results. This is more computationally expensive than computing p(x)
from a single forward-pass using one ordering, but using order-agnostic training was found to lower
the negative log-likelihood test results on several density estimation benchmarks.

Germain et al. (2015) also proposed what they called connectivity-agnostic training, where they
essentially resampled all masks for each mini-batch during training. This strategy lead to underfitting
in many of the experiments, and a more successful strategy was to sample a finite set of masks prior
to training, and alternate through them for each mini-batch. To obtain predictions at test time, we
make predictions for each set of masks and average the probabilities.

4.3.4 Sampling

After training the model, it will in many cases be of interest to generate new samples from the learned
density. As MADE is an autoregressive model, the sampling procedure is sequential. To sample from
a MADE model, the steps are as follows:

1. Initialise an empty vector x ∈ RD.

2. Sample x1 from an arbitrary unconditional Bernoulli distribution to get a realisation for the
first element of the vector x.

3. For i = 2, . . . , D:
• Feed x into the network to obtain x̂i. Recall that x̂i = p(xi = 1 | x<i).
• Sample xi ∼ Bernoulli(x̂i). Update x.

Sampling using MADE is hence not very efficient, as it requires D forward passes to fill the vector x.

4.4 MADE with Gaussian conditionals

The MADE presented above is the same version that is presented in the original paper (Germain et al.,
2015), only allowing for input vectors taking on discrete binary values. The version of MADE that is
used in autoregressive flows uses Gaussian conditionals, allowing the models to estimate real-valued,
continuous densities. The details on how to implement a MADE with Gaussian conditionals are not
explicitly stated in the papers by Kingma et al. (2016) and Papamakarios et al. (2017), nor in the Ph.D.
thesis by the same author (Papamakarios, 2019). We make an attempt to fill in the details below:
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Figure 4.5: Gaussian MADE with colour encoded input and outputs. x<i refers to the elements of x
assigned a lower ordering than the order of element xi.

4.4.1 Increasing the size of the output layer

Assume we want to estimate the joint density of a real-valued random vector x ∈ RD using a MADE
network. We want to model each conditional p(xi | x<i) as a one-dimensional Gaussian density,
rather than a Bernoulli distribution. A Gaussian density is defined by its mean and variance, so we
need the MADE to output two scalar parameters for each dimension of the input vector:

µ(x<i) :== µ(xi | x<i)
σ(x<i) := σ(xi | x<i).

The parameters µ(x<i) and σ(x<i) define the i-th conditional, and must depend on the same input
variables to ensure that the autoregressive property is retained for each conditional density. This is
done by creating the MADE network using the same procedure as before, up until last hidden layer.
Because we have twice as many outputs in a Gaussian MADE compared to in a Bernoulli MADE,
we must modify the output layer as follows:

In the MADE with Bernoulli conditionals, the weight matrix between the last hidden layer and the
output layer has dimensions (D× nL), where we let nL denote the number of units in the last hidden
layer. In the MADE with Gaussian conditionals, the output layer is twice as big, so the the weight
matrix between the last hidden layer and the output layer has dimensions (2D × nL), and we have to
increase the size of the mask matrix accordingly.

There are many ways to create the mask matrix for this last hidden layer. We want the outputs to
have pairwise identical dependencies on the inputs. One straightforward way to implement this, is
to create a mask for the D first outputs in the same way as for the Bernoulli MADE, and stack two
such matrices vertically. By doing so, we get a mask matrix of the appropriate dimensionality that
gives the output elements 1, ..., D pairwise the same dependencies on the inputs as output elements
D + 1, ..., 2D. As shown in Figure 4.5, the conditional density of the i-th element is then given by
the i-th output, defining the mean, and the (D + i)-th output, defining the standard deviation.

4.4.2 Gaussian likelihood

We leave all outputs of the network to be unconstrained, real values. For numerical stability and to
ensure that the standard deviations returned by the MADE network are non-negative, we define the
second half of the output to be the log-standard deviations α(x<i) such that σ(x<i) = expα(x<i).
The elements of the mean vector are given directly by the D first outputs of the network, as the mean
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of a Gaussian is allowed to take on any real value. The log-likelihood of the joint density is then

log p(x) = log
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)

= log
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. (4.11)

The computation of the log-likelihood given in Equation (4.11) can be computed efficiently by
defining the vector u ∈ RD with elements:

ui =
xi − µ(x<i)

σ(x<i)
. (4.12)

The negative log-likelihood then becomes:

L(x) = − log p(x) =
1

2

(
‖u‖22 +D log(2π)

)
−

D∑

i=1

log σ(x<i).

which will be the training objective for the Gaussian MADE, replacing the cross-entropy function
used for estimating discrete, binary distributions in the original MADE.

Another viable way to implement the Gaussian MADE, is to use two separate MADEs with identical
masks to compute the means and the standard deviations. This would abandon the extensive parameter
sharing that is used in the current approach, but could potentially lead to better learning, because
the means and standard deviations are then computed using two disjoint sets of weights. As of now,
they share weights up until the last hidden layer, and the distinction between means and standard
deviations is made solely in the output layer. The training objective for the alternative approach is the
same as described above, and the two networks can be trained simultaneously with a gradient-based
optimiser. The forward pass would still be fully parallelisable. This idea is not tested here, but it
would be interesting to compare the performance of the two approaches in future work.

The flexibility of MADE can be increased further by either adding more Gaussian components
per conditional such that each conditional is represented as a mixture of Gaussians. This can be
implemented in the natural way, extending on the procedure described above. The flexibility of MADE
can also be increased by stacking multiple MADEs in sequence to get the masked autoregressive
flow. Both approaches were proposed (and combined) by Papamakarios et al. (2017), and the masked
autoregressive flow is presented in Chapter 5.2.
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Chapter 5

Autoregressive Flows

The main body of literature on normalising flows can be roughly divided into three: (i) normalising
flows for variational inference, and (ii) normalising flows for density estimation, including (iii)
normalising flows used in generative modelling.

We have already presented and experimented the planar flow for variational inference (Rezende and
Mohamed, 2015) in Chapter 3. In this chapter, we present a selection of flow-based models covering
all of the areas (i)-(iii) mentioned above, followed by a discussion of their relative strengths and
weaknesses. The flows are:

• The inverse autoregressive flow (IAF) (Kingma et al., 2016) is the first flow based on
interpreting autoregressive models as normalising flows. It allows for more flexible trans-
formations of the base density and more efficient sampling in variational inference than
previously proposed methods like planar and radial flows (Rezende and Mohamed, 2015).
IAF offers fast sampling, but slow density evaluation.

• The masked autoregressive flow (MAF) is a very similar model to IAF, but with complemen-
tary strengths and weaknesses. Fast density evaluation at the cost of slow sampling makes
MAF suitable for density estimation.

• The real-valued non-volume preserving (Real NVP) flow is the first successful flow-based
deep generative model. Unlike MAF and IAF, Real NVP makes use of a coupling layer to
achieve the elementwise invertible transformation. Offers fast density evaluation and fast
sampling at the cost of limited flexibility in each transformation.

In addtion, the neural autoregressive flow (Huang et al., 2018) is briefly presented as an example of a
non-affine flow:

• The neural autoregressive flow (NAF) offers more flexible transformations than the other
flows by using an invertible neural network to model the transformer in each autoregressive
transformation.

Finally, we present a batch normalisation layer that is suitable for use in normalising flows, as this is
perhaps the most critical implementational detail when building a deep flow. We present the batch
norm layer from the appendix of (Papamakarios et al., 2017), which in turn builds on the batch norm
layer for normalising flows by Dinh et al. (2017).

5.1 Inverse autoregressive flows for variational inference

In the context of variational inference, efficient density evaluation and efficient sampling are both
important, as both operations are performed repeatedly during training when evaluating the ELBO.
As discussed in the previous chapter, the sampling procedure for an autoregressive model is inherently
sequential and slow for high-dimensional variables because each element xi depends on all elements
x1, . . . , xi−1. An autoregressive model with a sequential forward pass is hence not practical for
variational inference, because efficient sampling is crucial for the model to be deemed practical.
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Kingma et al. (2016) consider a vector-valued random variable x ∈ RD modelled by a MADE
network with Gaussian conditionals. The network outputs the D-dimensional vectors µ and σ where
the i-th element of each vector is the mean µ(x<i) and the standard deviation σ(x<i) of the i-th
conditional density, respectively. The vectors µ and σ satisfy the autoregressive property with respect
to the elements in x. Sampling from such model is a transformation of a random vector u ∼ N (0, I),
where the sampled vector x = f(u) is given by:

xi = µ(x<i) + σ(x<i) · ui.
where the first element is sampled randomly. This transformation is sequential and slow, but the
crucial observations made by Kingma et al. (2016) are about the inverse transformation u = f−1(x),
which exists long as σ(x<i) > 0 for all i. These two observations are:

i The inverse transformation is parallelisable because the elements in u can be computed
independently of each other, and are directly computable as long as the mean and standard
deviation vectors are available. The computation can be vectorised as:

u = f−1(x) =
x− µ

σ
(5.1)

where all operations are understood to be elementwise.

ii The inverse transformation has a lower triangular determinant because ∂µ(x<i)
∂xj

= 0 and
∂σ(x<i)
∂xj

= 0 for j ≥ i. The det-Jacobian is thus the product of the diagonal elements, which

are simply given by ∂ui
∂xi

= 1
σ(x<i)

. The log-det-Jacobian is given by:

log det

∣∣∣∣∣
∂u

∂x

∣∣∣∣∣ = −
D∑

i=1

log σ(x<i) (5.2)

In other words, the inverse transformation has a tractable det-Jacobian, is parallelisable, and is a fairly
flexible affine transformation of a base density. Combined, this makes the transformation a good
building block for a normalising flow.

5.1.1 Inverse autoregressive flow

We want to use the parallelisable computation in Equation (5.1) as the forward pass in our flow, i.e.,
as the noise to data transformation, to get a flow that allows for efficient sampling. To achieve this,
we reparameterise the expression in Equation (5.1) by swapping the places of x and u.

x =
u− µ

σ
=

1

σ
u− µ

σ
(5.3)

where µ and σ now are computed by a MADE using u as the input. To avoid the division, we can
rewrite this further as a more numerically stable affine transformation

x = f(u) = µ̂ + σ̂u (5.4)

with σ̂ = 1
σ and µ̂ = −µσ . We stack several transformations as the one described in Equation (5.4)

in sequence to obtain what is known as an inverse autoregressive flow. We drop the hats from the
parameter vectors, and write each transformation in the flow as

xk = τ(xk−1;µk,σk) = µk + σk � xk−1 (5.5)

Here, we have adopted the notation from Chapter 4.2 where τ(·) denotes the transformer, and
(µk,σk) denote the parameters generated by the conditioner, in this case a Gaussian MADE using
the output of the previous step in the flow as its input. The chain of transformations is initialised
using a data point that is fed into an encoder network that outputs two initial vectors µ0 and σ0. This
encoder network does not have to be autoregressive. The first iterate in the chain is then computed as

x0 = µ0 + σ0 � u (5.6)

where u is an initial sample drawn from a standard Gaussian density.
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Forward pass: x = f(u)

<latexit sha1_base64="YEl0KoSnpTI+1RoEZ1kL9mYSonk=">AAACGXicbVDLSgMxFM34rPVVdekmWIS6KTNSUAShKIjLCvYB7VAymUwbmnmQ3NGWYX7Djb/ixoUiLnXl35i2I2jrgcDJOfcm9x4nElyBaX4ZC4tLyyurubX8+sbm1nZhZ7ehwlhSVqehCGXLIYoJHrA6cBCsFUlGfEewpjO4HPvNOyYVD4NbGEXM9kkv4B6nBLTULZgdYENIrkJ5T6SLI6LUGU5xxyfQd7xkmOJz7JV+rnF61C0UzbI5AZ4nVkaKKEOtW/jouCGNfRYAFfr5tmVGYCdEAqeCpflOrFhE6ID0WFvTgPhM2clksxQfasXFXij1CQBP1N8dCfGVGvmOrhyPqGa9sfif147BO7UTHkQxsIBOP/JigSHE45iwyyWjIEaaECq5nhXTPpGEgg4zr0OwZleeJ43jslUpV24qxepFFkcO7aMDVEIWOkFVdI1qqI4oekBP6AW9Go/Gs/FmvE9LF4ysZw/9gfH5DVYPoH4=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

x1

<latexit sha1_base64="3c+R7TUljyGse9TtnSD6PbvAzD0=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Qe0oWy2k3bpZhN2N2IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4Zua3H1FpHssHM0nQj+hQ8pAzaqx0/9T3+uWKW3XnIKvEy0kFcjT65a/eIGZphNIwQbXuem5i/Iwqw5nAaamXakwoG9Mhdi2VNELtZ/NTp+TMKgMSxsqWNGSu/p7IaKT1JApsZ0TNSC97M/E/r5ua8MrPuExSg5ItFoWpICYms7/JgCtkRkwsoUxxeythI6ooMzadkg3BW355lbQuql6tWrurVerXeRxFOIFTOAcPLqEOt9CAJjAYwjO8wpsjnBfn3flYtBacfOYY/sD5/AEN9o2n</latexit>

x2

<latexit sha1_base64="o3wFLFaKyKBrwbQ6JfdiLDWtk1E=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2lZoQ9lsN+3SzSbsTsQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4W19Y3NreJ2aWd3b/+gfHjUNnGqGW+xWMb6IaCGS6F4CwVK/pBoTqNA8k4wvp75nUeujYjVPU4S7kd0qEQoGEUr3T31a/1yxa26c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz0M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7VvXq1fptvdK4yuMowgmcwjl4cAENuIEmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w8Peo2o</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

xD

<latexit sha1_base64="9HMJr80N8eH0j4NwsozhKbdJdB4=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9FjUg8eK9gPaUDbbSbt0swm7G7GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nZXVtfWNzcJWcXtnd2+/dHDY1HGqGDZYLGLVDqhGwSU2DDcC24lCGgUCW8Hoeuq3HlFpHssHM07Qj+hA8pAzaqx0/9S76ZXKbsWdgSwTLydlyFHvlb66/ZilEUrDBNW647mJ8TOqDGcCJ8VuqjGhbEQH2LFU0gi1n81OnZBTq/RJGCtb0pCZ+nsio5HW4yiwnRE1Q73oTcX/vE5qwks/4zJJDUo2XxSmgpiYTP8mfa6QGTG2hDLF7a2EDamizNh0ijYEb/HlZdI8r3jVSvWuWq5d5XEU4BhO4Aw8uIAa3EIdGsBgAM/wCm+OcF6cd+dj3rri5DNH8AfO5w8qwo26</latexit>

xi�1

<latexit sha1_base64="t5kbLgqw7bGg/0nR94ihMcFIUOI=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRgh6LXjxWsB/QhrLZTtqlm03Y3Ygl9Ed48aCIV3+PN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfj25nffkSleSwfzCRBP6JDyUPOqLFS+6mf8Qtv2i9X3Ko7B1klXk4qkKPRL3/1BjFLI5SGCap113MT42dUGc4ETku9VGNC2ZgOsWuppBFqP5ufOyVnVhmQMFa2pCFz9fdERiOtJ1FgOyNqRnrZm4n/ed3UhNd+xmWSGpRssShMBTExmf1OBlwhM2JiCWWK21sJG1FFmbEJlWwI3vLLq6R1WfVq1dp9rVK/yeMowgmcwjl4cAV1uIMGNIHBGJ7hFd6cxHlx3p2PRWvByWeO4Q+czx8EFY9d</latexit>

xi

<latexit sha1_base64="1aujojqqOpnMrxckhZwlVW+2+TA=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGCaQttKJvtpF262YTdjVhCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzvz2IyrNE/lgJikGMR1KHnFGjZX8p37Op/1K1a25c5BV4hWkCgWa/cpXb5CwLEZpmKBadz03NUFOleFM4LTcyzSmlI3pELuWShqjDvL5sVNybpUBiRJlSxoyV39P5DTWehKHtjOmZqSXvZn4n9fNTHQd5FymmUHJFouiTBCTkNnnZMAVMiMmllCmuL2VsBFVlBmbT9mG4C2/vEpalzWvXqvf16uNmyKOEpzCGVyAB1fQgDtogg8MODzDK7w50nlx3p2PReuaU8ycwB84nz8ns47r</latexit>

xi+1

<latexit sha1_base64="DxqU4UMavMxDaJgGmm+PN40x0nk=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoiBT0WvXisYD+gDWWznbRLN5uwuxFL6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkRwbVz32ymsrW9sbhW3Szu7e/sH5cOjlo5TxbDJYhGrTkA1Ci6xabgR2EkU0igQ2A7GtzO//YhK81g+mEmCfkSHkoecUWOl9lM/4xfetF+uuFV3DrJKvJxUIEejX/7qDWKWRigNE1Trrucmxs+oMpwJnJZ6qcaEsjEdYtdSSSPUfjY/d0rOrDIgYaxsSUPm6u+JjEZaT6LAdkbUjPSyNxP/87qpCa/9jMskNSjZYlGYCmJiMvudDLhCZsTEEsoUt7cSNqKKMmMTKtkQvOWXV0nrsurVqrX7WqV+k8dRhBM4hXPw4ArqcAcNaAKDMTzDK7w5ifPivDsfi9aCk88cwx84nz8BCY9b</latexit>

u1

<latexit sha1_base64="FXfXo9ej6bXI1DIjZj3pFrH0zXE=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR14g3LFrboLkHXi5aQCOZqD8ld/GLM0QmmYoFr3PDcxfkaV4UzgrNRPNSaUTegIe5ZKGqH2s8WpM3JhlSEJY2VLGrJQf09kNNJ6GgW2M6JmrFe9ufif10tNeO1nXCapQcmWi8JUEBOT+d9kyBUyI6aWUKa4vZWwMVWUGZtOyYbgrb68TtpXVa9Wrd3XKo2bPI4inME5XIIHdWjAHTShBQxG8Ayv8OYI58V5dz6WrQUnnzmFP3A+fwAJZI2k</latexit>

u2

<latexit sha1_base64="0LAF+n1DgVbyAmVaEpZBnKj13Rg=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR3UBuWKW3UXIOvEy0kFcjQH5a/+MGZphNIwQbXueW5i/Iwqw5nAWamfakwom9AR9iyVNELtZ4tTZ+TCKkMSxsqWNGSh/p7IaKT1NApsZ0TNWK96c/E/r5ea8NrPuExSg5ItF4WpICYm87/JkCtkRkwtoUxxeythY6ooMzadkg3BW315nbRrVa9erd/XK42bPI4inME5XIIHV9CAO2hCCxiM4Ble4c0Rzovz7nwsWwtOPnMKf+B8/gAK6I2l</latexit>

uD

<latexit sha1_base64="o9ySZb7AHYYyiXl/sNRR2HTtt00=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiHjxWtB/QhrLZTtqlm03Y3Qgl9Cd48aCIV3+RN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfjm5nffkKleSwfzSRBP6JDyUPOqLHSQ9q/7ZcrbtWdg6wSLycVyNHol796g5ilEUrDBNW667mJ8TOqDGcCp6VeqjGhbEyH2LVU0gi1n81PnZIzqwxIGCtb0pC5+nsio5HWkyiwnRE1I73szcT/vG5qwis/4zJJDUq2WBSmgpiYzP4mA66QGTGxhDLF7a2EjaiizNh0SjYEb/nlVdK6qHq1au2+Vqlf53EU4QRO4Rw8uIQ63EEDmsBgCM/wCm+OcF6cd+dj0Vpw8plj+APn8wcmMI23</latexit>

ui�1

<latexit sha1_base64="s9+jaRt/o7a3UKHXYMZbOkynn+8=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRQj0WvXisYD+gDWWz3bRLN5uwOxFK6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkQKg6777RQ2Nre2d4q7pb39g8Oj8vFJ28SpZrzFYhnrbkANl0LxFgqUvJtoTqNA8k4wuZv7nSeujYjVI04T7kd0pEQoGEUrddJBJq682aBccavuAmSdeDmpQI7moPzVH8YsjbhCJqkxPc9N0M+oRsEkn5X6qeEJZRM64j1LFY248bPFuTNyYZUhCWNtSyFZqL8nMhoZM40C2xlRHJtVby7+5/VSDG/8TKgkRa7YclGYSoIxmf9OhkJzhnJqCWVa2FsJG1NNGdqESjYEb/XlddK+rnq1au2hVmnc5nEU4QzO4RI8qEMD7qEJLWAwgWd4hTcncV6cd+dj2Vpw8plT+APn8wf/aI9a</latexit>

ui+1

<latexit sha1_base64="GBPl94xXK0fNmcty9/QDGHZcAkA=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoihXosevFYwX5AG8pmu2mXbjZhdyKU0B/hxYMiXv093vw3btsctPXBwOO9GWbmBYkUBl332ylsbG5t7xR3S3v7B4dH5eOTtolTzXiLxTLW3YAaLoXiLRQoeTfRnEaB5J1gcjf3O09cGxGrR5wm3I/oSIlQMIpW6qSDTFx5s0G54lbdBcg68XJSgRzNQfmrP4xZGnGFTFJjep6boJ9RjYJJPiv1U8MTyiZ0xHuWKhpx42eLc2fkwipDEsbalkKyUH9PZDQyZhoFtjOiODar3lz8z+ulGN74mVBJilyx5aIwlQRjMv+dDIXmDOXUEsq0sLcSNqaaMrQJlWwI3urL66R9XfVq1dpDrdK4zeMowhmcwyV4UIcG3EMTWsBgAs/wCm9O4rw4787HsrXg5DOn8AfO5w/8XI9Y</latexit>

ui

<latexit sha1_base64="HhOmvpY6AYGOIUDXpXO5HLOMVBs=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48VTFtoQ9lsJ+3SzSbsboQS+hu8eFDEqz/Im//GbZuDtj4YeLw3w8y8MBVcG9f9dkobm1vbO+Xdyt7+weFR9fikrZNMMfRZIhLVDalGwSX6hhuB3VQhjUOBnXByN/c7T6g0T+SjmaYYxHQkecQZNVbys0HOZ4Nqza27C5B14hWkBgVag+pXf5iwLEZpmKBa9zw3NUFOleFM4KzSzzSmlE3oCHuWShqjDvLFsTNyYZUhiRJlSxqyUH9P5DTWehqHtjOmZqxXvbn4n9fLTHQT5FymmUHJlouiTBCTkPnnZMgVMiOmllCmuL2VsDFVlBmbT8WG4K2+vE7aV3WvUW88NGrN2yKOMpzBOVyCB9fQhHtogQ8MODzDK7w50nlx3p2PZWvJKWZO4Q+czx8jG47o</latexit>

(Parallelisable)

<latexit sha1_base64="AlnXTzoM+/aVu98W+AJyVEfMq8E=">AAACAHicbVC7SgNBFJ31GeNr1cLCZjAIsQm7EtAyaGMZwTwgWcLs5CYZMvtg5q4Ylm38FRsLRWz9DDv/xkmyhSYeGDicc8/M3OPHUmh0nG9rZXVtfWOzsFXc3tnd27cPDps6ShSHBo9kpNo+0yBFCA0UKKEdK2CBL6Hlj2+mfusBlBZReI+TGLyADUMxEJyhkXr2cRfhEdNynSkmpblGMxM9z3p2yak4M9Bl4uakRHLUe/ZXtx/xJIAQuWRad1wnRi9lCgWXkBW7iYaY8TEbQsfQkAWgvXS2QEbPjNKng0iZEyKdqb8TKQu0ngS+mQwYjvSiNxX/8zoJDq68VIRxghDy+UODRFKM6LQN2hcKOMqJIYwrYf5K+chUwdF0VjQluIsrL5PmRcWtVqp31VLtOq+jQE7IKSkTl1ySGrklddIgnGTkmbySN+vJerHerY/56IqVZ47IH1ifP+yqlp8=</latexit>

xi = µi + ui · �i

<latexit sha1_base64="m5vCVCC/gltAkAS5LhyV3mxjh4g=">AAACCnicbVDLSgMxFM3UV62vUZduokUQhDIjBd0IRTcuK9gHdIYhk8m0oUlmSDJiKV278VfcuFDErV/gzr8x085CWw8k93DOvST3hCmjSjvOt1VaWl5ZXSuvVzY2t7Z37N29tkoyiUkLJyyR3RApwqggLU01I91UEsRDRjrh8Dr3O/dEKpqIOz1Kic9RX9CYYqSNFNiHDwGFl9DjmamnML+hh6NEQ0/RPkcBDeyqU3OmgIvELUgVFGgG9pcXJTjjRGjMkFI910m1P0ZSU8zIpOJliqQID1Gf9AwViBPlj6erTOCxUSIYJ9IcoeFU/T0xRlypEQ9NJ0d6oOa9XPzP62U6vvDHVKSZJgLPHoozBnUC81xgRCXBmo0MQVhS81eIB0girE16FROCO7/yImmf1dx6rX5brzauijjK4AAcgRPggnPQADegCVoAg0fwDF7Bm/VkvVjv1sestWQVM/vgD6zPH6ulmQI=</latexit>

MADE

<latexit sha1_base64="NLrrYGbtrklfBLUfd9zXITXmCLs=">AAAB9HicbVDLSgMxFL1TX7W+qi7dBIvgqsxIQZf1BW6ECvYB7VAyaaYNTTJjkimUod/hxoUibv0Yd/6NaTsLbT0QOJxzL/fkBDFn2rjut5NbWV1b38hvFra2d3b3ivsHDR0litA6iXikWgHWlDNJ64YZTluxolgEnDaD4fXUb46o0iySj2YcU1/gvmQhI9hYye8IbAZKpPeXN7eTbrHklt0Z0DLxMlKCDLVu8avTi0giqDSEY63bnhsbP8XKMMLppNBJNI0xGeI+bVsqsaDaT2ehJ+jEKj0URso+adBM/b2RYqH1WAR2chpSL3pT8T+vnZjwwk+ZjBNDJZkfChOOTISmDaAeU5QYPrYEE8VsVkQGWGFibE8FW4K3+OVl0jgre5Vy5aFSql5ldeThCI7hFDw4hyrcQQ3qQOAJnuEV3pyR8+K8Ox/z0ZyT7RzCHzifP48ekfc=</latexit>

µi �i

<latexit sha1_base64="YJSNORvK7vfNtuRQr3SClgfhwSs=">AAAB/HicbVDLSsNAFJ34rPUV7dLNYBFclUQKuiy6cVnBPqAJYTKZtkNnJnEeQgj1V9y4UMStH+LOv3HaZqGtBy4czrmXe++JM0aV9rxvZ219Y3Nru7JT3d3bPzh0j467KjUSkw5OWSr7MVKEUUE6mmpG+pkkiMeM9OLJzczvPRKpaCrudZ6RkKORoEOKkbZS5NYCbiIaPBiUwEDREUcRjdy61/DmgKvEL0kdlGhH7leQpNhwIjRmSKmB72U6LJDUFDMyrQZGkQzhCRqRgaUCcaLCYn78FJ5ZJYHDVNoSGs7V3xMF4krlPLadHOmxWvZm4n/ewOjhVVhQkRlNBF4sGhoGdQpnScCESoI1yy1BWFJ7K8RjJBHWNq+qDcFffnmVdC8afrPRvGvWW9dlHBVwAk7BOfDBJWiBW9AGHYBBDp7BK3hznpwX5935WLSuOeVMDfyB8/kDuEyU0g==</latexit>

(a) Parallelisable forward pass.

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

x1

<latexit sha1_base64="3c+R7TUljyGse9TtnSD6PbvAzD0=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Qe0oWy2k3bpZhN2N2IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4Zua3H1FpHssHM0nQj+hQ8pAzaqx0/9T3+uWKW3XnIKvEy0kFcjT65a/eIGZphNIwQbXuem5i/Iwqw5nAaamXakwoG9Mhdi2VNELtZ/NTp+TMKgMSxsqWNGSu/p7IaKT1JApsZ0TNSC97M/E/r5ua8MrPuExSg5ItFoWpICYms7/JgCtkRkwsoUxxeythI6ooMzadkg3BW355lbQuql6tWrurVerXeRxFOIFTOAcPLqEOt9CAJjAYwjO8wpsjnBfn3flYtBacfOYY/sD5/AEN9o2n</latexit>

x2

<latexit sha1_base64="o3wFLFaKyKBrwbQ6JfdiLDWtk1E=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2lZoQ9lsN+3SzSbsTsQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4W19Y3NreJ2aWd3b/+gfHjUNnGqGW+xWMb6IaCGS6F4CwVK/pBoTqNA8k4wvp75nUeujYjVPU4S7kd0qEQoGEUr3T31a/1yxa26c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz0M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7VvXq1fptvdK4yuMowgmcwjl4cAENuIEmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w8Peo2o</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

xD

<latexit sha1_base64="9HMJr80N8eH0j4NwsozhKbdJdB4=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9FjUg8eK9gPaUDbbSbt0swm7G7GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nZXVtfWNzcJWcXtnd2+/dHDY1HGqGDZYLGLVDqhGwSU2DDcC24lCGgUCW8Hoeuq3HlFpHssHM07Qj+hA8pAzaqx0/9S76ZXKbsWdgSwTLydlyFHvlb66/ZilEUrDBNW647mJ8TOqDGcCJ8VuqjGhbEQH2LFU0gi1n81OnZBTq/RJGCtb0pCZ+nsio5HW4yiwnRE1Q73oTcX/vE5qwks/4zJJDUo2XxSmgpiYTP8mfa6QGTG2hDLF7a2EDamizNh0ijYEb/HlZdI8r3jVSvWuWq5d5XEU4BhO4Aw8uIAa3EIdGsBgAM/wCm+OcF6cd+dj3rri5DNH8AfO5w8qwo26</latexit>

xi�1

<latexit sha1_base64="t5kbLgqw7bGg/0nR94ihMcFIUOI=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRgh6LXjxWsB/QhrLZTtqlm03Y3Ygl9Ed48aCIV3+PN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfj25nffkSleSwfzCRBP6JDyUPOqLFS+6mf8Qtv2i9X3Ko7B1klXk4qkKPRL3/1BjFLI5SGCap113MT42dUGc4ETku9VGNC2ZgOsWuppBFqP5ufOyVnVhmQMFa2pCFz9fdERiOtJ1FgOyNqRnrZm4n/ed3UhNd+xmWSGpRssShMBTExmf1OBlwhM2JiCWWK21sJG1FFmbEJlWwI3vLLq6R1WfVq1dp9rVK/yeMowgmcwjl4cAV1uIMGNIHBGJ7hFd6cxHlx3p2PRWvByWeO4Q+czx8EFY9d</latexit>

xi

<latexit sha1_base64="1aujojqqOpnMrxckhZwlVW+2+TA=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGCaQttKJvtpF262YTdjVhCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzvz2IyrNE/lgJikGMR1KHnFGjZX8p37Op/1K1a25c5BV4hWkCgWa/cpXb5CwLEZpmKBadz03NUFOleFM4LTcyzSmlI3pELuWShqjDvL5sVNybpUBiRJlSxoyV39P5DTWehKHtjOmZqSXvZn4n9fNTHQd5FymmUHJFouiTBCTkNnnZMAVMiMmllCmuL2VsBFVlBmbT9mG4C2/vEpalzWvXqvf16uNmyKOEpzCGVyAB1fQgDtogg8MODzDK7w50nlx3p2PReuaU8ycwB84nz8ns47r</latexit>

xi+1

<latexit sha1_base64="DxqU4UMavMxDaJgGmm+PN40x0nk=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoiBT0WvXisYD+gDWWznbRLN5uwuxFL6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkRwbVz32ymsrW9sbhW3Szu7e/sH5cOjlo5TxbDJYhGrTkA1Ci6xabgR2EkU0igQ2A7GtzO//YhK81g+mEmCfkSHkoecUWOl9lM/4xfetF+uuFV3DrJKvJxUIEejX/7qDWKWRigNE1Trrucmxs+oMpwJnJZ6qcaEsjEdYtdSSSPUfjY/d0rOrDIgYaxsSUPm6u+JjEZaT6LAdkbUjPSyNxP/87qpCa/9jMskNSjZYlGYCmJiMvudDLhCZsTEEsoUt7cSNqKKMmMTKtkQvOWXV0nrsurVqrX7WqV+k8dRhBM4hXPw4ArqcAcNaAKDMTzDK7w5ifPivDsfi9aCk88cwx84nz8BCY9b</latexit>

u1

<latexit sha1_base64="FXfXo9ej6bXI1DIjZj3pFrH0zXE=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR14g3LFrboLkHXi5aQCOZqD8ld/GLM0QmmYoFr3PDcxfkaV4UzgrNRPNSaUTegIe5ZKGqH2s8WpM3JhlSEJY2VLGrJQf09kNNJ6GgW2M6JmrFe9ufif10tNeO1nXCapQcmWi8JUEBOT+d9kyBUyI6aWUKa4vZWwMVWUGZtOyYbgrb68TtpXVa9Wrd3XKo2bPI4inME5XIIHdWjAHTShBQxG8Ayv8OYI58V5dz6WrQUnnzmFP3A+fwAJZI2k</latexit>

u2

<latexit sha1_base64="0LAF+n1DgVbyAmVaEpZBnKj13Rg=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR3UBuWKW3UXIOvEy0kFcjQH5a/+MGZphNIwQbXueW5i/Iwqw5nAWamfakwom9AR9iyVNELtZ4tTZ+TCKkMSxsqWNGSh/p7IaKT1NApsZ0TNWK96c/E/r5ea8NrPuExSg5ItF4WpICYm87/JkCtkRkwtoUxxeythY6ooMzadkg3BW315nbRrVa9erd/XK42bPI4inME5XIIHV9CAO2hCCxiM4Ble4c0Rzovz7nwsWwtOPnMKf+B8/gAK6I2l</latexit>

uD

<latexit sha1_base64="o9ySZb7AHYYyiXl/sNRR2HTtt00=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiHjxWtB/QhrLZTtqlm03Y3Qgl9Cd48aCIV3+RN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfjm5nffkKleSwfzSRBP6JDyUPOqLHSQ9q/7ZcrbtWdg6wSLycVyNHol796g5ilEUrDBNW667mJ8TOqDGcCp6VeqjGhbEyH2LVU0gi1n81PnZIzqwxIGCtb0pC5+nsio5HWkyiwnRE1I73szcT/vG5qwis/4zJJDUq2WBSmgpiYzP4mA66QGTGxhDLF7a2EjaiizNh0SjYEb/nlVdK6qHq1au2+Vqlf53EU4QRO4Rw8uIQ63EEDmsBgCM/wCm+OcF6cd+dj0Vpw8plj+APn8wcmMI23</latexit>

ui�1

<latexit sha1_base64="s9+jaRt/o7a3UKHXYMZbOkynn+8=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRQj0WvXisYD+gDWWz3bRLN5uwOxFK6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkQKg6777RQ2Nre2d4q7pb39g8Oj8vFJ28SpZrzFYhnrbkANl0LxFgqUvJtoTqNA8k4wuZv7nSeujYjVI04T7kd0pEQoGEUrddJBJq682aBccavuAmSdeDmpQI7moPzVH8YsjbhCJqkxPc9N0M+oRsEkn5X6qeEJZRM64j1LFY248bPFuTNyYZUhCWNtSyFZqL8nMhoZM40C2xlRHJtVby7+5/VSDG/8TKgkRa7YclGYSoIxmf9OhkJzhnJqCWVa2FsJG1NNGdqESjYEb/XlddK+rnq1au2hVmnc5nEU4QzO4RI8qEMD7qEJLWAwgWd4hTcncV6cd+dj2Vpw8plT+APn8wf/aI9a</latexit>

ui+1

<latexit sha1_base64="GBPl94xXK0fNmcty9/QDGHZcAkA=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoihXosevFYwX5AG8pmu2mXbjZhdyKU0B/hxYMiXv093vw3btsctPXBwOO9GWbmBYkUBl332ylsbG5t7xR3S3v7B4dH5eOTtolTzXiLxTLW3YAaLoXiLRQoeTfRnEaB5J1gcjf3O09cGxGrR5wm3I/oSIlQMIpW6qSDTFx5s0G54lbdBcg68XJSgRzNQfmrP4xZGnGFTFJjep6boJ9RjYJJPiv1U8MTyiZ0xHuWKhpx42eLc2fkwipDEsbalkKyUH9PZDQyZhoFtjOiODar3lz8z+ulGN74mVBJilyx5aIwlQRjMv+dDIXmDOXUEsq0sLcSNqaaMrQJlWwI3urL66R9XfVq1dpDrdK4zeMowhmcwyV4UIcG3EMTWsBgAs/wCm9O4rw4787HsrXg5DOn8AfO5w/8XI9Y</latexit>

ui

<latexit sha1_base64="HhOmvpY6AYGOIUDXpXO5HLOMVBs=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48VTFtoQ9lsJ+3SzSbsboQS+hu8eFDEqz/Im//GbZuDtj4YeLw3w8y8MBVcG9f9dkobm1vbO+Xdyt7+weFR9fikrZNMMfRZIhLVDalGwSX6hhuB3VQhjUOBnXByN/c7T6g0T+SjmaYYxHQkecQZNVbys0HOZ4Nqza27C5B14hWkBgVag+pXf5iwLEZpmKBa9zw3NUFOleFM4KzSzzSmlE3oCHuWShqjDvLFsTNyYZUhiRJlSxqyUH9P5DTWehqHtjOmZqxXvbn4n9fLTHQT5FymmUHJlouiTBCTkPnnZMgVMiOmllCmuL2VsDFVlBmbT8WG4K2+vE7aV3WvUW88NGrN2yKOMpzBOVyCB9fQhHtogQ8MODzDK7w50nlx3p2PZWvJKWZO4Q+czx8jG47o</latexit>

Inverse pass: u = f�1(x)

<latexit sha1_base64="IAbL8+1BNbh2rbwb4KBgwnDbkC4=">AAACHHicbVBNS8NAEN34bf2qevSyWAQ9WBItKIIgetGbgq2FtpbNdqKLm03YnYgl5Id48a948aCIFw+C/8ZNraCtDwYe780wM8+PpTDoup/OyOjY+MTk1HRhZnZufqG4uFQzUaI5VHkkI133mQEpFFRRoIR6rIGFvoQL/+Yo9y9uQRsRqXPsxtAK2ZUSgeAMrdQubjcR7jA9UXkT0JgZs0ezZsjw2g/SJNunwWW66WXrP9JdttEultyy2wMdJl6flEgfp+3ie7MT8SQEhVzaDQ3PjbGVMo2CS8gKzcRAzPgNu4KGpYqFYFpp77mMrlmlQ4NI21JIe+rviZSFxnRD33bmJ5pBLxf/8xoJBrutVKg4QVD8e1GQSIoRzZOiHaGBo+xawrgW9lbKr5lmHG1UBRuCN/jyMKltlb1KuXJWKR0c9uOYIitklawTj+yQA3JMTkmVcHJPHskzeXEenCfn1Xn7bh1x+jPL5A+cjy9FlKIX</latexit>

(Sequential)

<latexit sha1_base64="ehyf3j6rvKQHYkTa7SRfWZXyBA4=">AAAB/HicbVDLSsNAFJ34rPUV7dJNsAh1UxIp6LLoxmVF+4A2lMn0ph06eThzI4ZQf8WNC0Xc+iHu/BunbRbaeuDC4Zx7Z+49Xiy4Qtv+NlZW19Y3Ngtbxe2d3b198+CwpaJEMmiySESy41EFgofQRI4COrEEGngC2t74auq3H0AqHoV3mMbgBnQYcp8zilrqm6UewiNmlVu4TyBETsXppG+W7ao9g7VMnJyUSY5G3/zqDSKWBPoBJqhSXceO0c2oRM4ETIq9REFM2ZgOoatpSANQbjZbfmKdaGVg+ZHUFaI1U39PZDRQKg083RlQHKlFbyr+53UT9C/cjIdxghCy+Ud+IiyMrGkS1oBLYChSTSiTXO9qsRGVlKHOq6hDcBZPXiats6pTq9ZuauX6ZR5HgRyRY1IhDjkndXJNGqRJGEnJM3klb8aT8WK8Gx/z1hUjnymRPzA+fwDu8pT1</latexit>

MADE

<latexit sha1_base64="NLrrYGbtrklfBLUfd9zXITXmCLs=">AAAB9HicbVDLSgMxFL1TX7W+qi7dBIvgqsxIQZf1BW6ECvYB7VAyaaYNTTJjkimUod/hxoUibv0Yd/6NaTsLbT0QOJxzL/fkBDFn2rjut5NbWV1b38hvFra2d3b3ivsHDR0litA6iXikWgHWlDNJ64YZTluxolgEnDaD4fXUb46o0iySj2YcU1/gvmQhI9hYye8IbAZKpPeXN7eTbrHklt0Z0DLxMlKCDLVu8avTi0giqDSEY63bnhsbP8XKMMLppNBJNI0xGeI+bVsqsaDaT2ehJ+jEKj0URso+adBM/b2RYqH1WAR2chpSL3pT8T+vnZjwwk+ZjBNDJZkfChOOTISmDaAeU5QYPrYEE8VsVkQGWGFibE8FW4K3+OVl0jgre5Vy5aFSql5ldeThCI7hFDw4hyrcQQ3qQOAJnuEV3pyR8+K8Ox/z0ZyT7RzCHzifP48ekfc=</latexit>

µi �i

<latexit sha1_base64="YJSNORvK7vfNtuRQr3SClgfhwSs=">AAAB/HicbVDLSsNAFJ34rPUV7dLNYBFclUQKuiy6cVnBPqAJYTKZtkNnJnEeQgj1V9y4UMStH+LOv3HaZqGtBy4czrmXe++JM0aV9rxvZ219Y3Nru7JT3d3bPzh0j467KjUSkw5OWSr7MVKEUUE6mmpG+pkkiMeM9OLJzczvPRKpaCrudZ6RkKORoEOKkbZS5NYCbiIaPBiUwEDREUcRjdy61/DmgKvEL0kdlGhH7leQpNhwIjRmSKmB72U6LJDUFDMyrQZGkQzhCRqRgaUCcaLCYn78FJ5ZJYHDVNoSGs7V3xMF4krlPLadHOmxWvZm4n/ewOjhVVhQkRlNBF4sGhoGdQpnScCESoI1yy1BWFJ7K8RjJBHWNq+qDcFffnmVdC8afrPRvGvWW9dlHBVwAk7BOfDBJWiBW9AGHYBBDp7BK3hznpwX5935WLSuOeVMDfyB8/kDuEyU0g==</latexit>

ui =
xi � µi

�i

<latexit sha1_base64="Msk77mt8fxPpiH0FIxvLEa3SGRk=">AAACCXicbZDLSsNAFIZPvNZ6i7p0M1gEN5ZECroRim5cVrAXaEKYTCft0JkkzEzEErp146u4caGIW9/AnW/jtM1CW38Y+PjPOZw5f5hyprTjfFtLyyura+uljfLm1vbOrr2331JJJgltkoQnshNiRTmLaVMzzWknlRSLkNN2OLye1Nv3VCqWxHd6lFJf4H7MIkawNlZgoyxg6BJ5kcQkfwjYqSeMM849xfoCGwrsilN1pkKL4BZQgUKNwP7yegnJBI014Vipruuk2s+x1IxwOi57maIpJkPcp12DMRZU+fn0kjE6Nk4PRYk0L9Zo6v6eyLFQaiRC0ymwHqj52sT8r9bNdHTh5yxOM01jMlsUZRzpBE1iQT0mKdF8ZAATycxfERlgE4o24ZVNCO78yYvQOqu6tWrttlapXxVxlOAQjuAEXDiHOtxAA5pA4BGe4RXerCfrxXq3PmatS1YxcwB/ZH3+AH2/mjw=</latexit>

(b) Sequential inverse pass.

Figure 5.1: The forward pass and the inverse pass of an inverse autoregressive transformation.

Note that the log-determinant of the Jacobian in Equation (5.2) does not change under the reparame-
terisation, but because x and u have swapped places, the log-det-Jacobian of each transformation in
the forward pass is now given by

log det

∣∣∣∣∣
∂x

∂u

∣∣∣∣∣ =

D∑

i=1

log σ̂(u<i) =

D∑

i=1

log
1

σ(u<i)
= −

D∑

i=1

log σ(u<i) (5.7)

The flow is constructed by chaining multiple transformations as the one defined in Equation (5.5), and
we emphasise that each transformation is modelled using a different MADE network. The forward
and inverse pass of one IAF layer is illustrated in Figure 5.1.

5.1.2 Sampling and density evaluation

Sampling from an inverse autoregressive flow amounts to a simple forward pass through the flow
x = f(u). Combining Equation (5.7) with Equation (5.6) using a Gaussian base density, the density
under the final iterate of the transformation is given by:

log p (xK) = log pu (u) +

K∑

k=1

log det

∣∣∣∣
∂xk
∂xk−1

∣∣∣∣

= −
D∑

i=1

(
1

2
u2i +

1

2
log(2π) + log(σ0)i

)
−

K∑

k=1

D∑

i=1

log(σk)i

= −
D∑

i=1

(
1

2
u2i +

1

2
log(2π) +

K∑

k=0

log(σk)i

)

In order to evaluate a sample under the final transformed density p(xK), we need access to its
corresponding random numbers ui and the standard deviation vectors for all transformations in the
flow. For samples generated by the model, these random numbers and vectors are readily available
because they are computed during the forward pass and can be kept to compute the density of the
generated sample at the end of the forward pass without any additional computational cost.

To evaluate the density of externally provided samples, we first need to compute the random numbers
and standard deviations recursively. This requires D backward passes through the flow, and makes
the IAF is a bad (slow) choice as a density estimator. Because of one-pass sampling and density
evaluation of its own samples, it is instead well-suited for variational inference because we are able
to use the samples and their corresponding log-likelihoods to evaluate the evidence lower bound.

5.2 Masked autoregressive flows for density estimation

The masked autoregressive flow (MAF) is closely related to the inverse autoregressive flow, and
builds upon the observations made by Kingma et al. (2016), interpreting an autoregressive model as
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Forward pass: x = f(u)

<latexit sha1_base64="YEl0KoSnpTI+1RoEZ1kL9mYSonk=">AAACGXicbVDLSgMxFM34rPVVdekmWIS6KTNSUAShKIjLCvYB7VAymUwbmnmQ3NGWYX7Djb/ixoUiLnXl35i2I2jrgcDJOfcm9x4nElyBaX4ZC4tLyyurubX8+sbm1nZhZ7ehwlhSVqehCGXLIYoJHrA6cBCsFUlGfEewpjO4HPvNOyYVD4NbGEXM9kkv4B6nBLTULZgdYENIrkJ5T6SLI6LUGU5xxyfQd7xkmOJz7JV+rnF61C0UzbI5AZ4nVkaKKEOtW/jouCGNfRYAFfr5tmVGYCdEAqeCpflOrFhE6ID0WFvTgPhM2clksxQfasXFXij1CQBP1N8dCfGVGvmOrhyPqGa9sfif147BO7UTHkQxsIBOP/JigSHE45iwyyWjIEaaECq5nhXTPpGEgg4zr0OwZleeJ43jslUpV24qxepFFkcO7aMDVEIWOkFVdI1qqI4oekBP6AW9Go/Gs/FmvE9LF4ysZw/9gfH5DVYPoH4=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

x1

<latexit sha1_base64="3c+R7TUljyGse9TtnSD6PbvAzD0=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Qe0oWy2k3bpZhN2N2IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4Zua3H1FpHssHM0nQj+hQ8pAzaqx0/9T3+uWKW3XnIKvEy0kFcjT65a/eIGZphNIwQbXuem5i/Iwqw5nAaamXakwoG9Mhdi2VNELtZ/NTp+TMKgMSxsqWNGSu/p7IaKT1JApsZ0TNSC97M/E/r5ua8MrPuExSg5ItFoWpICYms7/JgCtkRkwsoUxxeythI6ooMzadkg3BW355lbQuql6tWrurVerXeRxFOIFTOAcPLqEOt9CAJjAYwjO8wpsjnBfn3flYtBacfOYY/sD5/AEN9o2n</latexit>

x2

<latexit sha1_base64="o3wFLFaKyKBrwbQ6JfdiLDWtk1E=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2lZoQ9lsN+3SzSbsTsQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4W19Y3NreJ2aWd3b/+gfHjUNnGqGW+xWMb6IaCGS6F4CwVK/pBoTqNA8k4wvp75nUeujYjVPU4S7kd0qEQoGEUr3T31a/1yxa26c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz0M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7VvXq1fptvdK4yuMowgmcwjl4cAENuIEmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w8Peo2o</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

xD

<latexit sha1_base64="9HMJr80N8eH0j4NwsozhKbdJdB4=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9FjUg8eK9gPaUDbbSbt0swm7G7GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nZXVtfWNzcJWcXtnd2+/dHDY1HGqGDZYLGLVDqhGwSU2DDcC24lCGgUCW8Hoeuq3HlFpHssHM07Qj+hA8pAzaqx0/9S76ZXKbsWdgSwTLydlyFHvlb66/ZilEUrDBNW647mJ8TOqDGcCJ8VuqjGhbEQH2LFU0gi1n81OnZBTq/RJGCtb0pCZ+nsio5HW4yiwnRE1Q73oTcX/vE5qwks/4zJJDUo2XxSmgpiYTP8mfa6QGTG2hDLF7a2EDamizNh0ijYEb/HlZdI8r3jVSvWuWq5d5XEU4BhO4Aw8uIAa3EIdGsBgAM/wCm+OcF6cd+dj3rri5DNH8AfO5w8qwo26</latexit>

xi�1

<latexit sha1_base64="t5kbLgqw7bGg/0nR94ihMcFIUOI=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRgh6LXjxWsB/QhrLZTtqlm03Y3Ygl9Ed48aCIV3+PN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfj25nffkSleSwfzCRBP6JDyUPOqLFS+6mf8Qtv2i9X3Ko7B1klXk4qkKPRL3/1BjFLI5SGCap113MT42dUGc4ETku9VGNC2ZgOsWuppBFqP5ufOyVnVhmQMFa2pCFz9fdERiOtJ1FgOyNqRnrZm4n/ed3UhNd+xmWSGpRssShMBTExmf1OBlwhM2JiCWWK21sJG1FFmbEJlWwI3vLLq6R1WfVq1dp9rVK/yeMowgmcwjl4cAV1uIMGNIHBGJ7hFd6cxHlx3p2PRWvByWeO4Q+czx8EFY9d</latexit>

xi

<latexit sha1_base64="1aujojqqOpnMrxckhZwlVW+2+TA=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGCaQttKJvtpF262YTdjVhCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzvz2IyrNE/lgJikGMR1KHnFGjZX8p37Op/1K1a25c5BV4hWkCgWa/cpXb5CwLEZpmKBadz03NUFOleFM4LTcyzSmlI3pELuWShqjDvL5sVNybpUBiRJlSxoyV39P5DTWehKHtjOmZqSXvZn4n9fNTHQd5FymmUHJFouiTBCTkNnnZMAVMiMmllCmuL2VsBFVlBmbT9mG4C2/vEpalzWvXqvf16uNmyKOEpzCGVyAB1fQgDtogg8MODzDK7w50nlx3p2PReuaU8ycwB84nz8ns47r</latexit>

xi+1

<latexit sha1_base64="DxqU4UMavMxDaJgGmm+PN40x0nk=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoiBT0WvXisYD+gDWWznbRLN5uwuxFL6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkRwbVz32ymsrW9sbhW3Szu7e/sH5cOjlo5TxbDJYhGrTkA1Ci6xabgR2EkU0igQ2A7GtzO//YhK81g+mEmCfkSHkoecUWOl9lM/4xfetF+uuFV3DrJKvJxUIEejX/7qDWKWRigNE1Trrucmxs+oMpwJnJZ6qcaEsjEdYtdSSSPUfjY/d0rOrDIgYaxsSUPm6u+JjEZaT6LAdkbUjPSyNxP/87qpCa/9jMskNSjZYlGYCmJiMvudDLhCZsTEEsoUt7cSNqKKMmMTKtkQvOWXV0nrsurVqrX7WqV+k8dRhBM4hXPw4ArqcAcNaAKDMTzDK7w5ifPivDsfi9aCk88cwx84nz8BCY9b</latexit>

u1

<latexit sha1_base64="FXfXo9ej6bXI1DIjZj3pFrH0zXE=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR14g3LFrboLkHXi5aQCOZqD8ld/GLM0QmmYoFr3PDcxfkaV4UzgrNRPNSaUTegIe5ZKGqH2s8WpM3JhlSEJY2VLGrJQf09kNNJ6GgW2M6JmrFe9ufif10tNeO1nXCapQcmWi8JUEBOT+d9kyBUyI6aWUKa4vZWwMVWUGZtOyYbgrb68TtpXVa9Wrd3XKo2bPI4inME5XIIHdWjAHTShBQxG8Ayv8OYI58V5dz6WrQUnnzmFP3A+fwAJZI2k</latexit>

u2

<latexit sha1_base64="0LAF+n1DgVbyAmVaEpZBnKj13Rg=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR3UBuWKW3UXIOvEy0kFcjQH5a/+MGZphNIwQbXueW5i/Iwqw5nAWamfakwom9AR9iyVNELtZ4tTZ+TCKkMSxsqWNGSh/p7IaKT1NApsZ0TNWK96c/E/r5ea8NrPuExSg5ItF4WpICYm87/JkCtkRkwtoUxxeythY6ooMzadkg3BW315nbRrVa9erd/XK42bPI4inME5XIIHV9CAO2hCCxiM4Ble4c0Rzovz7nwsWwtOPnMKf+B8/gAK6I2l</latexit>

uD

<latexit sha1_base64="o9ySZb7AHYYyiXl/sNRR2HTtt00=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiHjxWtB/QhrLZTtqlm03Y3Qgl9Cd48aCIV3+RN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfjm5nffkKleSwfzSRBP6JDyUPOqLHSQ9q/7ZcrbtWdg6wSLycVyNHol796g5ilEUrDBNW667mJ8TOqDGcCp6VeqjGhbEyH2LVU0gi1n81PnZIzqwxIGCtb0pC5+nsio5HWkyiwnRE1I73szcT/vG5qwis/4zJJDUq2WBSmgpiYzP4mA66QGTGxhDLF7a2EjaiizNh0SjYEb/nlVdK6qHq1au2+Vqlf53EU4QRO4Rw8uIQ63EEDmsBgCM/wCm+OcF6cd+dj0Vpw8plj+APn8wcmMI23</latexit>

ui�1

<latexit sha1_base64="s9+jaRt/o7a3UKHXYMZbOkynn+8=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRQj0WvXisYD+gDWWz3bRLN5uwOxFK6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkQKg6777RQ2Nre2d4q7pb39g8Oj8vFJ28SpZrzFYhnrbkANl0LxFgqUvJtoTqNA8k4wuZv7nSeujYjVI04T7kd0pEQoGEUrddJBJq682aBccavuAmSdeDmpQI7moPzVH8YsjbhCJqkxPc9N0M+oRsEkn5X6qeEJZRM64j1LFY248bPFuTNyYZUhCWNtSyFZqL8nMhoZM40C2xlRHJtVby7+5/VSDG/8TKgkRa7YclGYSoIxmf9OhkJzhnJqCWVa2FsJG1NNGdqESjYEb/XlddK+rnq1au2hVmnc5nEU4QzO4RI8qEMD7qEJLWAwgWd4hTcncV6cd+dj2Vpw8plT+APn8wf/aI9a</latexit>

ui+1

<latexit sha1_base64="GBPl94xXK0fNmcty9/QDGHZcAkA=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoihXosevFYwX5AG8pmu2mXbjZhdyKU0B/hxYMiXv093vw3btsctPXBwOO9GWbmBYkUBl332ylsbG5t7xR3S3v7B4dH5eOTtolTzXiLxTLW3YAaLoXiLRQoeTfRnEaB5J1gcjf3O09cGxGrR5wm3I/oSIlQMIpW6qSDTFx5s0G54lbdBcg68XJSgRzNQfmrP4xZGnGFTFJjep6boJ9RjYJJPiv1U8MTyiZ0xHuWKhpx42eLc2fkwipDEsbalkKyUH9PZDQyZhoFtjOiODar3lz8z+ulGN74mVBJilyx5aIwlQRjMv+dDIXmDOXUEsq0sLcSNqaaMrQJlWwI3urL66R9XfVq1dpDrdK4zeMowhmcwyV4UIcG3EMTWsBgAs/wCm9O4rw4787HsrXg5DOn8AfO5w/8XI9Y</latexit>

ui

<latexit sha1_base64="HhOmvpY6AYGOIUDXpXO5HLOMVBs=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48VTFtoQ9lsJ+3SzSbsboQS+hu8eFDEqz/Im//GbZuDtj4YeLw3w8y8MBVcG9f9dkobm1vbO+Xdyt7+weFR9fikrZNMMfRZIhLVDalGwSX6hhuB3VQhjUOBnXByN/c7T6g0T+SjmaYYxHQkecQZNVbys0HOZ4Nqza27C5B14hWkBgVag+pXf5iwLEZpmKBa9zw3NUFOleFM4KzSzzSmlE3oCHuWShqjDvLFsTNyYZUhiRJlSxqyUH9P5DTWehqHtjOmZqxXvbn4n9fLTHQT5FymmUHJlouiTBCTkPnnZMgVMiOmllCmuL2VsDFVlBmbT8WG4K2+vE7aV3WvUW88NGrN2yKOMpzBOVyCB9fQhHtogQ8MODzDK7w50nlx3p2PZWvJKWZO4Q+czx8jG47o</latexit>

xi = µi + ui · �i

<latexit sha1_base64="m5vCVCC/gltAkAS5LhyV3mxjh4g=">AAACCnicbVDLSgMxFM3UV62vUZduokUQhDIjBd0IRTcuK9gHdIYhk8m0oUlmSDJiKV278VfcuFDErV/gzr8x085CWw8k93DOvST3hCmjSjvOt1VaWl5ZXSuvVzY2t7Z37N29tkoyiUkLJyyR3RApwqggLU01I91UEsRDRjrh8Dr3O/dEKpqIOz1Kic9RX9CYYqSNFNiHDwGFl9DjmamnML+hh6NEQ0/RPkcBDeyqU3OmgIvELUgVFGgG9pcXJTjjRGjMkFI910m1P0ZSU8zIpOJliqQID1Gf9AwViBPlj6erTOCxUSIYJ9IcoeFU/T0xRlypEQ9NJ0d6oOa9XPzP62U6vvDHVKSZJgLPHoozBnUC81xgRCXBmo0MQVhS81eIB0girE16FROCO7/yImmf1dx6rX5brzauijjK4AAcgRPggnPQADegCVoAg0fwDF7Bm/VkvVjv1sestWQVM/vgD6zPH6ulmQI=</latexit>

MADE

<latexit sha1_base64="NLrrYGbtrklfBLUfd9zXITXmCLs=">AAAB9HicbVDLSgMxFL1TX7W+qi7dBIvgqsxIQZf1BW6ECvYB7VAyaaYNTTJjkimUod/hxoUibv0Yd/6NaTsLbT0QOJxzL/fkBDFn2rjut5NbWV1b38hvFra2d3b3ivsHDR0litA6iXikWgHWlDNJ64YZTluxolgEnDaD4fXUb46o0iySj2YcU1/gvmQhI9hYye8IbAZKpPeXN7eTbrHklt0Z0DLxMlKCDLVu8avTi0giqDSEY63bnhsbP8XKMMLppNBJNI0xGeI+bVsqsaDaT2ehJ+jEKj0URso+adBM/b2RYqH1WAR2chpSL3pT8T+vnZjwwk+ZjBNDJZkfChOOTISmDaAeU5QYPrYEE8VsVkQGWGFibE8FW4K3+OVl0jgre5Vy5aFSql5ldeThCI7hFDw4hyrcQQ3qQOAJnuEV3pyR8+K8Ox/z0ZyT7RzCHzifP48ekfc=</latexit>

µi �i

<latexit sha1_base64="YJSNORvK7vfNtuRQr3SClgfhwSs=">AAAB/HicbVDLSsNAFJ34rPUV7dLNYBFclUQKuiy6cVnBPqAJYTKZtkNnJnEeQgj1V9y4UMStH+LOv3HaZqGtBy4czrmXe++JM0aV9rxvZ219Y3Nru7JT3d3bPzh0j467KjUSkw5OWSr7MVKEUUE6mmpG+pkkiMeM9OLJzczvPRKpaCrudZ6RkKORoEOKkbZS5NYCbiIaPBiUwEDREUcRjdy61/DmgKvEL0kdlGhH7leQpNhwIjRmSKmB72U6LJDUFDMyrQZGkQzhCRqRgaUCcaLCYn78FJ5ZJYHDVNoSGs7V3xMF4krlPLadHOmxWvZm4n/ewOjhVVhQkRlNBF4sGhoGdQpnScCESoI1yy1BWFJ7K8RjJBHWNq+qDcFffnmVdC8afrPRvGvWW9dlHBVwAk7BOfDBJWiBW9AGHYBBDp7BK3hznpwX5935WLSuOeVMDfyB8/kDuEyU0g==</latexit>

(Sequential)

<latexit sha1_base64="ehyf3j6rvKQHYkTa7SRfWZXyBA4=">AAAB/HicbVDLSsNAFJ34rPUV7dJNsAh1UxIp6LLoxmVF+4A2lMn0ph06eThzI4ZQf8WNC0Xc+iHu/BunbRbaeuDC4Zx7Z+49Xiy4Qtv+NlZW19Y3Ngtbxe2d3b198+CwpaJEMmiySESy41EFgofQRI4COrEEGngC2t74auq3H0AqHoV3mMbgBnQYcp8zilrqm6UewiNmlVu4TyBETsXppG+W7ao9g7VMnJyUSY5G3/zqDSKWBPoBJqhSXceO0c2oRM4ETIq9REFM2ZgOoatpSANQbjZbfmKdaGVg+ZHUFaI1U39PZDRQKg083RlQHKlFbyr+53UT9C/cjIdxghCy+Ud+IiyMrGkS1oBLYChSTSiTXO9qsRGVlKHOq6hDcBZPXiats6pTq9ZuauX6ZR5HgRyRY1IhDjkndXJNGqRJGEnJM3klb8aT8WK8Gx/z1hUjnymRPzA+fwDu8pT1</latexit>

(a) Sequential forward pass.

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

x1

<latexit sha1_base64="3c+R7TUljyGse9TtnSD6PbvAzD0=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Qe0oWy2k3bpZhN2N2IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4Zua3H1FpHssHM0nQj+hQ8pAzaqx0/9T3+uWKW3XnIKvEy0kFcjT65a/eIGZphNIwQbXuem5i/Iwqw5nAaamXakwoG9Mhdi2VNELtZ/NTp+TMKgMSxsqWNGSu/p7IaKT1JApsZ0TNSC97M/E/r5ua8MrPuExSg5ItFoWpICYms7/JgCtkRkwsoUxxeythI6ooMzadkg3BW355lbQuql6tWrurVerXeRxFOIFTOAcPLqEOt9CAJjAYwjO8wpsjnBfn3flYtBacfOYY/sD5/AEN9o2n</latexit>

x2

<latexit sha1_base64="o3wFLFaKyKBrwbQ6JfdiLDWtk1E=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2lZoQ9lsN+3SzSbsTsQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4W19Y3NreJ2aWd3b/+gfHjUNnGqGW+xWMb6IaCGS6F4CwVK/pBoTqNA8k4wvp75nUeujYjVPU4S7kd0qEQoGEUr3T31a/1yxa26c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz0M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7VvXq1fptvdK4yuMowgmcwjl4cAENuIEmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w8Peo2o</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

xD

<latexit sha1_base64="9HMJr80N8eH0j4NwsozhKbdJdB4=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9FjUg8eK9gPaUDbbSbt0swm7G7GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nZXVtfWNzcJWcXtnd2+/dHDY1HGqGDZYLGLVDqhGwSU2DDcC24lCGgUCW8Hoeuq3HlFpHssHM07Qj+hA8pAzaqx0/9S76ZXKbsWdgSwTLydlyFHvlb66/ZilEUrDBNW647mJ8TOqDGcCJ8VuqjGhbEQH2LFU0gi1n81OnZBTq/RJGCtb0pCZ+nsio5HW4yiwnRE1Q73oTcX/vE5qwks/4zJJDUo2XxSmgpiYTP8mfa6QGTG2hDLF7a2EDamizNh0ijYEb/HlZdI8r3jVSvWuWq5d5XEU4BhO4Aw8uIAa3EIdGsBgAM/wCm+OcF6cd+dj3rri5DNH8AfO5w8qwo26</latexit>

xi�1

<latexit sha1_base64="t5kbLgqw7bGg/0nR94ihMcFIUOI=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRgh6LXjxWsB/QhrLZTtqlm03Y3Ygl9Ed48aCIV3+PN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfj25nffkSleSwfzCRBP6JDyUPOqLFS+6mf8Qtv2i9X3Ko7B1klXk4qkKPRL3/1BjFLI5SGCap113MT42dUGc4ETku9VGNC2ZgOsWuppBFqP5ufOyVnVhmQMFa2pCFz9fdERiOtJ1FgOyNqRnrZm4n/ed3UhNd+xmWSGpRssShMBTExmf1OBlwhM2JiCWWK21sJG1FFmbEJlWwI3vLLq6R1WfVq1dp9rVK/yeMowgmcwjl4cAV1uIMGNIHBGJ7hFd6cxHlx3p2PRWvByWeO4Q+czx8EFY9d</latexit>

xi

<latexit sha1_base64="1aujojqqOpnMrxckhZwlVW+2+TA=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGCaQttKJvtpF262YTdjVhCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzvz2IyrNE/lgJikGMR1KHnFGjZX8p37Op/1K1a25c5BV4hWkCgWa/cpXb5CwLEZpmKBadz03NUFOleFM4LTcyzSmlI3pELuWShqjDvL5sVNybpUBiRJlSxoyV39P5DTWehKHtjOmZqSXvZn4n9fNTHQd5FymmUHJFouiTBCTkNnnZMAVMiMmllCmuL2VsBFVlBmbT9mG4C2/vEpalzWvXqvf16uNmyKOEpzCGVyAB1fQgDtogg8MODzDK7w50nlx3p2PReuaU8ycwB84nz8ns47r</latexit>

xi+1

<latexit sha1_base64="DxqU4UMavMxDaJgGmm+PN40x0nk=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoiBT0WvXisYD+gDWWznbRLN5uwuxFL6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkRwbVz32ymsrW9sbhW3Szu7e/sH5cOjlo5TxbDJYhGrTkA1Ci6xabgR2EkU0igQ2A7GtzO//YhK81g+mEmCfkSHkoecUWOl9lM/4xfetF+uuFV3DrJKvJxUIEejX/7qDWKWRigNE1Trrucmxs+oMpwJnJZ6qcaEsjEdYtdSSSPUfjY/d0rOrDIgYaxsSUPm6u+JjEZaT6LAdkbUjPSyNxP/87qpCa/9jMskNSjZYlGYCmJiMvudDLhCZsTEEsoUt7cSNqKKMmMTKtkQvOWXV0nrsurVqrX7WqV+k8dRhBM4hXPw4ArqcAcNaAKDMTzDK7w5ifPivDsfi9aCk88cwx84nz8BCY9b</latexit>

u1

<latexit sha1_base64="FXfXo9ej6bXI1DIjZj3pFrH0zXE=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR14g3LFrboLkHXi5aQCOZqD8ld/GLM0QmmYoFr3PDcxfkaV4UzgrNRPNSaUTegIe5ZKGqH2s8WpM3JhlSEJY2VLGrJQf09kNNJ6GgW2M6JmrFe9ufif10tNeO1nXCapQcmWi8JUEBOT+d9kyBUyI6aWUKa4vZWwMVWUGZtOyYbgrb68TtpXVa9Wrd3XKo2bPI4inME5XIIHdWjAHTShBQxG8Ayv8OYI58V5dz6WrQUnnzmFP3A+fwAJZI2k</latexit>

u2

<latexit sha1_base64="0LAF+n1DgVbyAmVaEpZBnKj13Rg=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR3UBuWKW3UXIOvEy0kFcjQH5a/+MGZphNIwQbXueW5i/Iwqw5nAWamfakwom9AR9iyVNELtZ4tTZ+TCKkMSxsqWNGSh/p7IaKT1NApsZ0TNWK96c/E/r5ea8NrPuExSg5ItF4WpICYm87/JkCtkRkwtoUxxeythY6ooMzadkg3BW315nbRrVa9erd/XK42bPI4inME5XIIHV9CAO2hCCxiM4Ble4c0Rzovz7nwsWwtOPnMKf+B8/gAK6I2l</latexit>

uD

<latexit sha1_base64="o9ySZb7AHYYyiXl/sNRR2HTtt00=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiHjxWtB/QhrLZTtqlm03Y3Qgl9Cd48aCIV3+RN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfjm5nffkKleSwfzSRBP6JDyUPOqLHSQ9q/7ZcrbtWdg6wSLycVyNHol796g5ilEUrDBNW667mJ8TOqDGcCp6VeqjGhbEyH2LVU0gi1n81PnZIzqwxIGCtb0pC5+nsio5HWkyiwnRE1I73szcT/vG5qwis/4zJJDUq2WBSmgpiYzP4mA66QGTGxhDLF7a2EjaiizNh0SjYEb/nlVdK6qHq1au2+Vqlf53EU4QRO4Rw8uIQ63EEDmsBgCM/wCm+OcF6cd+dj0Vpw8plj+APn8wcmMI23</latexit>

ui�1

<latexit sha1_base64="s9+jaRt/o7a3UKHXYMZbOkynn+8=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRQj0WvXisYD+gDWWz3bRLN5uwOxFK6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkQKg6777RQ2Nre2d4q7pb39g8Oj8vFJ28SpZrzFYhnrbkANl0LxFgqUvJtoTqNA8k4wuZv7nSeujYjVI04T7kd0pEQoGEUrddJBJq682aBccavuAmSdeDmpQI7moPzVH8YsjbhCJqkxPc9N0M+oRsEkn5X6qeEJZRM64j1LFY248bPFuTNyYZUhCWNtSyFZqL8nMhoZM40C2xlRHJtVby7+5/VSDG/8TKgkRa7YclGYSoIxmf9OhkJzhnJqCWVa2FsJG1NNGdqESjYEb/XlddK+rnq1au2hVmnc5nEU4QzO4RI8qEMD7qEJLWAwgWd4hTcncV6cd+dj2Vpw8plT+APn8wf/aI9a</latexit>

ui+1

<latexit sha1_base64="GBPl94xXK0fNmcty9/QDGHZcAkA=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoihXosevFYwX5AG8pmu2mXbjZhdyKU0B/hxYMiXv093vw3btsctPXBwOO9GWbmBYkUBl332ylsbG5t7xR3S3v7B4dH5eOTtolTzXiLxTLW3YAaLoXiLRQoeTfRnEaB5J1gcjf3O09cGxGrR5wm3I/oSIlQMIpW6qSDTFx5s0G54lbdBcg68XJSgRzNQfmrP4xZGnGFTFJjep6boJ9RjYJJPiv1U8MTyiZ0xHuWKhpx42eLc2fkwipDEsbalkKyUH9PZDQyZhoFtjOiODar3lz8z+ulGN74mVBJilyx5aIwlQRjMv+dDIXmDOXUEsq0sLcSNqaaMrQJlWwI3urL66R9XfVq1dpDrdK4zeMowhmcwyV4UIcG3EMTWsBgAs/wCm9O4rw4787HsrXg5DOn8AfO5w/8XI9Y</latexit>

ui

<latexit sha1_base64="HhOmvpY6AYGOIUDXpXO5HLOMVBs=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48VTFtoQ9lsJ+3SzSbsboQS+hu8eFDEqz/Im//GbZuDtj4YeLw3w8y8MBVcG9f9dkobm1vbO+Xdyt7+weFR9fikrZNMMfRZIhLVDalGwSX6hhuB3VQhjUOBnXByN/c7T6g0T+SjmaYYxHQkecQZNVbys0HOZ4Nqza27C5B14hWkBgVag+pXf5iwLEZpmKBa9zw3NUFOleFM4KzSzzSmlE3oCHuWShqjDvLFsTNyYZUhiRJlSxqyUH9P5DTWehqHtjOmZqxXvbn4n9fLTHQT5FymmUHJlouiTBCTkPnnZMgVMiOmllCmuL2VsDFVlBmbT8WG4K2+vE7aV3WvUW88NGrN2yKOMpzBOVyCB9fQhHtogQ8MODzDK7w50nlx3p2PZWvJKWZO4Q+czx8jG47o</latexit>

MADE

<latexit sha1_base64="NLrrYGbtrklfBLUfd9zXITXmCLs=">AAAB9HicbVDLSgMxFL1TX7W+qi7dBIvgqsxIQZf1BW6ECvYB7VAyaaYNTTJjkimUod/hxoUibv0Yd/6NaTsLbT0QOJxzL/fkBDFn2rjut5NbWV1b38hvFra2d3b3ivsHDR0litA6iXikWgHWlDNJ64YZTluxolgEnDaD4fXUb46o0iySj2YcU1/gvmQhI9hYye8IbAZKpPeXN7eTbrHklt0Z0DLxMlKCDLVu8avTi0giqDSEY63bnhsbP8XKMMLppNBJNI0xGeI+bVsqsaDaT2ehJ+jEKj0URso+adBM/b2RYqH1WAR2chpSL3pT8T+vnZjwwk+ZjBNDJZkfChOOTISmDaAeU5QYPrYEE8VsVkQGWGFibE8FW4K3+OVl0jgre5Vy5aFSql5ldeThCI7hFDw4hyrcQQ3qQOAJnuEV3pyR8+K8Ox/z0ZyT7RzCHzifP48ekfc=</latexit>

µi �i

<latexit sha1_base64="YJSNORvK7vfNtuRQr3SClgfhwSs=">AAAB/HicbVDLSsNAFJ34rPUV7dLNYBFclUQKuiy6cVnBPqAJYTKZtkNnJnEeQgj1V9y4UMStH+LOv3HaZqGtBy4czrmXe++JM0aV9rxvZ219Y3Nru7JT3d3bPzh0j467KjUSkw5OWSr7MVKEUUE6mmpG+pkkiMeM9OLJzczvPRKpaCrudZ6RkKORoEOKkbZS5NYCbiIaPBiUwEDREUcRjdy61/DmgKvEL0kdlGhH7leQpNhwIjRmSKmB72U6LJDUFDMyrQZGkQzhCRqRgaUCcaLCYn78FJ5ZJYHDVNoSGs7V3xMF4krlPLadHOmxWvZm4n/ewOjhVVhQkRlNBF4sGhoGdQpnScCESoI1yy1BWFJ7K8RjJBHWNq+qDcFffnmVdC8afrPRvGvWW9dlHBVwAk7BOfDBJWiBW9AGHYBBDp7BK3hznpwX5935WLSuOeVMDfyB8/kDuEyU0g==</latexit>

ui =
xi � µi

�i

<latexit sha1_base64="Msk77mt8fxPpiH0FIxvLEa3SGRk=">AAACCXicbZDLSsNAFIZPvNZ6i7p0M1gEN5ZECroRim5cVrAXaEKYTCft0JkkzEzEErp146u4caGIW9/AnW/jtM1CW38Y+PjPOZw5f5hyprTjfFtLyyura+uljfLm1vbOrr2331JJJgltkoQnshNiRTmLaVMzzWknlRSLkNN2OLye1Nv3VCqWxHd6lFJf4H7MIkawNlZgoyxg6BJ5kcQkfwjYqSeMM849xfoCGwrsilN1pkKL4BZQgUKNwP7yegnJBI014Vipruuk2s+x1IxwOi57maIpJkPcp12DMRZU+fn0kjE6Nk4PRYk0L9Zo6v6eyLFQaiRC0ymwHqj52sT8r9bNdHTh5yxOM01jMlsUZRzpBE1iQT0mKdF8ZAATycxfERlgE4o24ZVNCO78yYvQOqu6tWrttlapXxVxlOAQjuAEXDiHOtxAA5pA4BGe4RXerCfrxXq3PmatS1YxcwB/ZH3+AH2/mjw=</latexit>

Inverse pass: u = f�1(x)

<latexit sha1_base64="IAbL8+1BNbh2rbwb4KBgwnDbkC4=">AAACHHicbVBNS8NAEN34bf2qevSyWAQ9WBItKIIgetGbgq2FtpbNdqKLm03YnYgl5Id48a948aCIFw+C/8ZNraCtDwYe780wM8+PpTDoup/OyOjY+MTk1HRhZnZufqG4uFQzUaI5VHkkI133mQEpFFRRoIR6rIGFvoQL/+Yo9y9uQRsRqXPsxtAK2ZUSgeAMrdQubjcR7jA9UXkT0JgZs0ezZsjw2g/SJNunwWW66WXrP9JdttEultyy2wMdJl6flEgfp+3ie7MT8SQEhVzaDQ3PjbGVMo2CS8gKzcRAzPgNu4KGpYqFYFpp77mMrlmlQ4NI21JIe+rviZSFxnRD33bmJ5pBLxf/8xoJBrutVKg4QVD8e1GQSIoRzZOiHaGBo+xawrgW9lbKr5lmHG1UBRuCN/jyMKltlb1KuXJWKR0c9uOYIitklawTj+yQA3JMTkmVcHJPHskzeXEenCfn1Xn7bh1x+jPL5A+cjy9FlKIX</latexit>

(Parallelisable)

<latexit sha1_base64="AlnXTzoM+/aVu98W+AJyVEfMq8E=">AAACAHicbVC7SgNBFJ31GeNr1cLCZjAIsQm7EtAyaGMZwTwgWcLs5CYZMvtg5q4Ylm38FRsLRWz9DDv/xkmyhSYeGDicc8/M3OPHUmh0nG9rZXVtfWOzsFXc3tnd27cPDps6ShSHBo9kpNo+0yBFCA0UKKEdK2CBL6Hlj2+mfusBlBZReI+TGLyADUMxEJyhkXr2cRfhEdNynSkmpblGMxM9z3p2yak4M9Bl4uakRHLUe/ZXtx/xJIAQuWRad1wnRi9lCgWXkBW7iYaY8TEbQsfQkAWgvXS2QEbPjNKng0iZEyKdqb8TKQu0ngS+mQwYjvSiNxX/8zoJDq68VIRxghDy+UODRFKM6LQN2hcKOMqJIYwrYf5K+chUwdF0VjQluIsrL5PmRcWtVqp31VLtOq+jQE7IKSkTl1ySGrklddIgnGTkmbySN+vJerHerY/56IqVZ47IH1ifP+yqlp8=</latexit>

(b) Parallelisable inverse pass.

Figure 5.2: The forward pass and the inverse pass of a masked autoregressive transformation.

a normalising flow. A comparison of the two algorithms is given in Section 5.4. MAF is also very
closely related to the Gaussian MADE, in fact, a one layer MAF is just a Gaussian MADE.

Papamakarios et al. (2017), like Kingma et al. (2016), consider an autoregressive model with Gaussian
conditionals modelled by a Gaussian MADE. In the inverse autoregressive flow, the i-th conditional
is parameterised by the mean µ(u<i) and the standard deviation σ(u<i) = expα(u<i), i.e., as
a function of the random numbers u. In the masked autoregressive flow, the i-th conditional is
parameterised by µ(x<i) and α(x<i), i.e., as a function of the data x. In a MAF, new data x = f(u)
can be generated sequentially as

xi = µ(x<i) + ui expα(x<i) (5.8)

with ui ∼ N (0, 1). Equation (5.8) is a bijective transformation from noise to data, and the inverse
transformation can recover the random numbers u that was used to generate a data point x by:

ui = τ(xi;µ(x<i), α(x<i)) =
xi − µ(x<i)

expα(x<i)
(5.9)

This transformation is used to evaluate the density of a known sample x, and is parallelisable because
the mean and standard deviations are computed simultaneously by forward-passing the sample x
through a Gaussian MADE.

With the elementwise transformation being as described above, we observe that ∂ui/∂xi =
exp(−α(x<i)) and ∂ui/∂xi = 0 for j > i. The Jacobian of this inverse transformation is thus
lower-triangular, and the log-det-Jacobian is given as

log

∣∣∣∣∣ det
∂u

∂x

∣∣∣∣∣ = log

∣∣∣∣∣
D∏

i=1

1

expα(x<i)

∣∣∣∣∣ = −
D∑

i=1

α(x<i).

Following to the change-of-variables theorem, the likelihood of a data point x is thus given by
p(x) = pu(u) exp(−∑i α(x<i)).

Equation (5.9) makes up one step in a masked autoregressive flow. One such transformation is likely
not enough to get a sufficiently good data to noise mapping, starting from an arbitrarily complex data
distribution. A more powerful transformation is obtained by stacking multiple such transformations
in sequence, using the output of the previous transformation as the input to the next one.

The quality of the data to noise mapping can be used to assess how well the model fits the data. If the
model is good, the resulting noise εK should follow a D-dimensional Gaussian. If the data is one or
two-dimensional, this can be inspected visually. If the dimensionality is higher, this can be tested
formally using some normality test. A poor fit may indicate that the model needs more layers, or that
further tuning of the hyperparameters is required.

5.2.1 Sampling and density evaluation

Sampling from a MAF with one layer is the same as sampling from a MADE with Gaussian
conditionals, so sampling from a MAF with K layers is equivalent to sequentially sampling from a
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MADE with Gaussian conditionals K times. This is a very slow process, and MAF is therefore, like
MADE, not very well suited for sampling from high-dimensional densities.

Using the change of variables formula, the density of a variable x = f(u) is given by:

log p(x) = log pu(f−1(x)) + log

∣∣∣∣∣ det
∂f−1

∂x

∣∣∣∣∣

= log pu(u) + log

∣∣∣∣∣det
∂u

∂x

∣∣∣∣∣

= log pu(u)−
D∑

i=1

α(x<i)

where pu(u) is some base density for which we are able to evaluate the density. For a masked
autoregressive flow with several layers, the formula simply becomes:

log p(x) = log pu(u)−
K∑

k=1

D∑

i=1

αk(x<i)

To evaluate this density, we only need to evaluate the inverse transformation u = f−1(x).

5.3 Real-valued non-volume preserving flow

One of the most popular and general models within unsupervised probabilistic modelling is based
on real-valued non-volume preserving (Real NVP) transformations (Dinh et al., 2017). This model
extends on earlier work by introducing a scale term to the previously proposed additive coupling
layer used by the Non-linear Independent Components Estimation (NICE) (Dinh et al., 2014). The
coupling layer used in Real NVP model is an affine coupling layer, which is a simple and tractable
bijective transformation f : u→ x. In each affine coupling layer, the D-dimensional input is split
into two parts where the first d < D dimensions stay the same, and the last D − d dimensions are
transformed using an affine transformation. The output of each coupling layer is thus defined as

x1:d = u1:d

xd+1:D = ud+1:D � expα(u1:d) + µ(x1:d),
(5.10)

where α, µ : Rd → RD−d are the scale and translation functions, respectively. The coupling layer
used in NICE is similar, but with α = 0. The inverse of Equation (5.10) has the same computational
complexity as the forward transformation, and can therefore be computed in one pass through the
flow as well. Using that the d first dimensions remain the same after the transformation, we find that
the inverse of Equation (5.10) is given as

u1:d = x1:d

ud+1:D = (xd+1:D − µ(x1:d))� exp (−α(x1:d)).
(5.11)

The power of the seemingly simple affine coupling layer lies in the flexibility of the scale and
translation functions. Since these functions according to Equation (5.11) do not have to be invertible,
they can be arbitrarily complex. In practice, we will choose these functions to be deep neural networks.
The Jacobian of this the affine coupling layer is the triangular matrix:

∂x

∂u
=

(
Id 0

∂xd+1:D

∂u1:d
diag exp (α(u1:d))

)
(5.12)

Since the determinant of a triangular matrix is equal to the product of its diagonal elements, the
determinant is:

det
∂x

∂u
= exp

(∑

i

α(u1:d)i

)
(5.13)

where the index i runs over all D − d elements of the vector α(u1:d).
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x1 = u1

<latexit sha1_base64="MFpfLZ9uxhoKT7+w9s1PEXgzhj8=">AAACBHicbVDLSsNAFL2pr1pfUZfdDBbBVUmkoBuh6MZlBfuAtoTJdNIOnUzCzEQsoQs3/oobF4q49SPc+TdO2gjaemDg3HPuZe49fsyZ0o7zZRVWVtfWN4qbpa3tnd09e/+gpaJEEtokEY9kx8eKciZoUzPNaSeWFIc+p21/fJX57TsqFYvErZ7EtB/ioWABI1gbybPLvRDrkR+k91PPRRfop0xM6dkVp+rMgJaJm5MK5Gh49mdvEJEkpEITjpXquk6s+ymWmhFOp6VeomiMyRgPaddQgUOq+unsiCk6NsoABZE0T2g0U39PpDhUahL6pjPbUS16mfif1010cN5PmYgTTQWZfxQkHOkIZYmgAZOUaD4xBBPJzK6IjLDERJvcSiYEd/HkZdI6rbq1au2mVqlf5nEUoQxHcAIunEEdrqEBTSDwAE/wAq/Wo/VsvVnv89aClc8cwh9YH988fJfW</latexit>

x2 = u2 � exp↵ + µ

<latexit sha1_base64="qWVJDxdoWbCPVQNoOyenenwOj48="></latexit>

NN↵

<latexit sha1_base64="wGNfuBSnB1Q6CavdoYz+liCiUio=">AAACCnicbVC7TsMwFHV4lvIKMLIYKiSmKkGVYKxgYaqKRB9SE0WO47ZW7TiyHaQqyszCr7AwgBArX8DG3+C0GaDlSpaPzrlX99wTJowq7Tjf1srq2vrGZmWrur2zu7dvHxx2lUglJh0smJD9ECnCaEw6mmpG+okkiIeM9MLJTaH3HohUVMT3epoQn6NRTIcUI22owD7xONJjybNWKw8yLxQsUlNuvsxDLBmjPA/smlN3ZgWXgVuCGiirHdhfXiRwykmsMUNKDVwn0X6GpKaYkbzqpYokCE/QiAwMjBEnys9mp+TwzDARHAppXqzhjP09kSGuCoOmszCuFrWC/E8bpHp45Wc0TlJNYjxfNEwZ1AIWucCISoI1mxqAsKTGK8RjJBHWJr2qCcFdPHkZdC/qbqPeuGvUmtdlHBVwDE7BOXDBJWiCW9AGHYDBI3gGr+DNerJerHfrY966YpUzR+BPWZ8/+Y6buQ==</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

x1

<latexit sha1_base64="3c+R7TUljyGse9TtnSD6PbvAzD0=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Qe0oWy2k3bpZhN2N2IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4Zua3H1FpHssHM0nQj+hQ8pAzaqx0/9T3+uWKW3XnIKvEy0kFcjT65a/eIGZphNIwQbXuem5i/Iwqw5nAaamXakwoG9Mhdi2VNELtZ/NTp+TMKgMSxsqWNGSu/p7IaKT1JApsZ0TNSC97M/E/r5ua8MrPuExSg5ItFoWpICYms7/JgCtkRkwsoUxxeythI6ooMzadkg3BW355lbQuql6tWrurVerXeRxFOIFTOAcPLqEOt9CAJjAYwjO8wpsjnBfn3flYtBacfOYY/sD5/AEN9o2n</latexit>

x2

<latexit sha1_base64="o3wFLFaKyKBrwbQ6JfdiLDWtk1E=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2lZoQ9lsN+3SzSbsTsQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4W19Y3NreJ2aWd3b/+gfHjUNnGqGW+xWMb6IaCGS6F4CwVK/pBoTqNA8k4wvp75nUeujYjVPU4S7kd0qEQoGEUr3T31a/1yxa26c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz0M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7VvXq1fptvdK4yuMowgmcwjl4cAENuIEmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w8Peo2o</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

xD

<latexit sha1_base64="9HMJr80N8eH0j4NwsozhKbdJdB4=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9FjUg8eK9gPaUDbbSbt0swm7G7GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nZXVtfWNzcJWcXtnd2+/dHDY1HGqGDZYLGLVDqhGwSU2DDcC24lCGgUCW8Hoeuq3HlFpHssHM07Qj+hA8pAzaqx0/9S76ZXKbsWdgSwTLydlyFHvlb66/ZilEUrDBNW647mJ8TOqDGcCJ8VuqjGhbEQH2LFU0gi1n81OnZBTq/RJGCtb0pCZ+nsio5HW4yiwnRE1Q73oTcX/vE5qwks/4zJJDUo2XxSmgpiYTP8mfa6QGTG2hDLF7a2EDamizNh0ijYEb/HlZdI8r3jVSvWuWq5d5XEU4BhO4Aw8uIAa3EIdGsBgAM/wCm+OcF6cd+dj3rri5DNH8AfO5w8qwo26</latexit>

xi�1

<latexit sha1_base64="t5kbLgqw7bGg/0nR94ihMcFIUOI=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRgh6LXjxWsB/QhrLZTtqlm03Y3Ygl9Ed48aCIV3+PN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfj25nffkSleSwfzCRBP6JDyUPOqLFS+6mf8Qtv2i9X3Ko7B1klXk4qkKPRL3/1BjFLI5SGCap113MT42dUGc4ETku9VGNC2ZgOsWuppBFqP5ufOyVnVhmQMFa2pCFz9fdERiOtJ1FgOyNqRnrZm4n/ed3UhNd+xmWSGpRssShMBTExmf1OBlwhM2JiCWWK21sJG1FFmbEJlWwI3vLLq6R1WfVq1dp9rVK/yeMowgmcwjl4cAV1uIMGNIHBGJ7hFd6cxHlx3p2PRWvByWeO4Q+czx8EFY9d</latexit>

xi

<latexit sha1_base64="1aujojqqOpnMrxckhZwlVW+2+TA=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGCaQttKJvtpF262YTdjVhCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzvz2IyrNE/lgJikGMR1KHnFGjZX8p37Op/1K1a25c5BV4hWkCgWa/cpXb5CwLEZpmKBadz03NUFOleFM4LTcyzSmlI3pELuWShqjDvL5sVNybpUBiRJlSxoyV39P5DTWehKHtjOmZqSXvZn4n9fNTHQd5FymmUHJFouiTBCTkNnnZMAVMiMmllCmuL2VsBFVlBmbT9mG4C2/vEpalzWvXqvf16uNmyKOEpzCGVyAB1fQgDtogg8MODzDK7w50nlx3p2PReuaU8ycwB84nz8ns47r</latexit>

xi+1

<latexit sha1_base64="DxqU4UMavMxDaJgGmm+PN40x0nk=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoiBT0WvXisYD+gDWWznbRLN5uwuxFL6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkRwbVz32ymsrW9sbhW3Szu7e/sH5cOjlo5TxbDJYhGrTkA1Ci6xabgR2EkU0igQ2A7GtzO//YhK81g+mEmCfkSHkoecUWOl9lM/4xfetF+uuFV3DrJKvJxUIEejX/7qDWKWRigNE1Trrucmxs+oMpwJnJZ6qcaEsjEdYtdSSSPUfjY/d0rOrDIgYaxsSUPm6u+JjEZaT6LAdkbUjPSyNxP/87qpCa/9jMskNSjZYlGYCmJiMvudDLhCZsTEEsoUt7cSNqKKMmMTKtkQvOWXV0nrsurVqrX7WqV+k8dRhBM4hXPw4ArqcAcNaAKDMTzDK7w5ifPivDsfi9aCk88cwx84nz8BCY9b</latexit>

u1

<latexit sha1_base64="FXfXo9ej6bXI1DIjZj3pFrH0zXE=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR14g3LFrboLkHXi5aQCOZqD8ld/GLM0QmmYoFr3PDcxfkaV4UzgrNRPNSaUTegIe5ZKGqH2s8WpM3JhlSEJY2VLGrJQf09kNNJ6GgW2M6JmrFe9ufif10tNeO1nXCapQcmWi8JUEBOT+d9kyBUyI6aWUKa4vZWwMVWUGZtOyYbgrb68TtpXVa9Wrd3XKo2bPI4inME5XIIHdWjAHTShBQxG8Ayv8OYI58V5dz6WrQUnnzmFP3A+fwAJZI2k</latexit>

u2

<latexit sha1_base64="0LAF+n1DgVbyAmVaEpZBnKj13Rg=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR3UBuWKW3UXIOvEy0kFcjQH5a/+MGZphNIwQbXueW5i/Iwqw5nAWamfakwom9AR9iyVNELtZ4tTZ+TCKkMSxsqWNGSh/p7IaKT1NApsZ0TNWK96c/E/r5ea8NrPuExSg5ItF4WpICYm87/JkCtkRkwtoUxxeythY6ooMzadkg3BW315nbRrVa9erd/XK42bPI4inME5XIIHV9CAO2hCCxiM4Ble4c0Rzovz7nwsWwtOPnMKf+B8/gAK6I2l</latexit>

uD

<latexit sha1_base64="o9ySZb7AHYYyiXl/sNRR2HTtt00=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiHjxWtB/QhrLZTtqlm03Y3Qgl9Cd48aCIV3+RN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfjm5nffkKleSwfzSRBP6JDyUPOqLHSQ9q/7ZcrbtWdg6wSLycVyNHol796g5ilEUrDBNW667mJ8TOqDGcCp6VeqjGhbEyH2LVU0gi1n81PnZIzqwxIGCtb0pC5+nsio5HWkyiwnRE1I73szcT/vG5qwis/4zJJDUq2WBSmgpiYzP4mA66QGTGxhDLF7a2EjaiizNh0SjYEb/nlVdK6qHq1au2+Vqlf53EU4QRO4Rw8uIQ63EEDmsBgCM/wCm+OcF6cd+dj0Vpw8plj+APn8wcmMI23</latexit>

ui�1

<latexit sha1_base64="s9+jaRt/o7a3UKHXYMZbOkynn+8=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRQj0WvXisYD+gDWWz3bRLN5uwOxFK6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkQKg6777RQ2Nre2d4q7pb39g8Oj8vFJ28SpZrzFYhnrbkANl0LxFgqUvJtoTqNA8k4wuZv7nSeujYjVI04T7kd0pEQoGEUrddJBJq682aBccavuAmSdeDmpQI7moPzVH8YsjbhCJqkxPc9N0M+oRsEkn5X6qeEJZRM64j1LFY248bPFuTNyYZUhCWNtSyFZqL8nMhoZM40C2xlRHJtVby7+5/VSDG/8TKgkRa7YclGYSoIxmf9OhkJzhnJqCWVa2FsJG1NNGdqESjYEb/XlddK+rnq1au2hVmnc5nEU4QzO4RI8qEMD7qEJLWAwgWd4hTcncV6cd+dj2Vpw8plT+APn8wf/aI9a</latexit>

ui+1

<latexit sha1_base64="GBPl94xXK0fNmcty9/QDGHZcAkA=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoihXosevFYwX5AG8pmu2mXbjZhdyKU0B/hxYMiXv093vw3btsctPXBwOO9GWbmBYkUBl332ylsbG5t7xR3S3v7B4dH5eOTtolTzXiLxTLW3YAaLoXiLRQoeTfRnEaB5J1gcjf3O09cGxGrR5wm3I/oSIlQMIpW6qSDTFx5s0G54lbdBcg68XJSgRzNQfmrP4xZGnGFTFJjep6boJ9RjYJJPiv1U8MTyiZ0xHuWKhpx42eLc2fkwipDEsbalkKyUH9PZDQyZhoFtjOiODar3lz8z+ulGN74mVBJilyx5aIwlQRjMv+dDIXmDOXUEsq0sLcSNqaaMrQJlWwI3urL66R9XfVq1dpDrdK4zeMowhmcwyV4UIcG3EMTWsBgAs/wCm9O4rw4787HsrXg5DOn8AfO5w/8XI9Y</latexit>

ui

<latexit sha1_base64="HhOmvpY6AYGOIUDXpXO5HLOMVBs=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48VTFtoQ9lsJ+3SzSbsboQS+hu8eFDEqz/Im//GbZuDtj4YeLw3w8y8MBVcG9f9dkobm1vbO+Xdyt7+weFR9fikrZNMMfRZIhLVDalGwSX6hhuB3VQhjUOBnXByN/c7T6g0T+SjmaYYxHQkecQZNVbys0HOZ4Nqza27C5B14hWkBgVag+pXf5iwLEZpmKBa9zw3NUFOleFM4KzSzzSmlE3oCHuWShqjDvLFsTNyYZUhiRJlSxqyUH9P5DTWehqHtjOmZqxXvbn4n9fLTHQT5FymmUHJlouiTBCTkPnnZMgVMiOmllCmuL2VsDFVlBmbT8WG4K2+vE7aV3WvUW88NGrN2yKOMpzBOVyCB9fQhHtogQ8MODzDK7w50nlx3p2PZWvJKWZO4Q+czx8jG47o</latexit>

NNµ

<latexit sha1_base64="34jtvWPKJKI0bj/Fb6NYcodEkmQ=">AAACB3icbVDLSsNAFJ3UV62vqEtBBovgqiRS0GXRjatSwdZCE8JkMm2HzmTCzEQoITs3/oobF4q49Rfc+TdO2iy09cIwh3Pu5Z57woRRpR3n26qsrK6tb1Q3a1vbO7t79v5BT4lUYtLFggnZD5EijMakq6lmpJ9IgnjIyH04uS70+wciFRXxnZ4mxOdoFNMhxUgbKrCPPY70WPKs3c6DzAsFi9SUmy/zeJrngV13Gs6s4DJwS1AHZXUC+8uLBE45iTVmSKmB6yTaz5DUFDOS17xUkQThCRqRgYEx4kT52eyOHJ4aJoJDIc2LNZyxvycyxFXhznQWrtWiVpD/aYNUDy/9jMZJqkmM54uGKYNawCIUGFFJsGZTAxCW1HiFeIwkwtpEVzMhuIsnL4PeecNtNpq3zXrrqoyjCo7ACTgDLrgALXADOqALMHgEz+AVvFlP1ov1bn3MWytWOXMI/pT1+QOpAZp3</latexit>

µ

<latexit sha1_base64="Smxbq1h8jjvK7PjrIr3pfo2xIME=">AAAB+XicbVDLSgMxFL3js9bXqEs3wSK4KjNS0GXRjcsK9gGdoWQyaRuaZIYkUyhD/8SNC0Xc+ifu/Bsz7Sy09UDI4Zx7ycmJUs608bxvZ2Nza3tnt7JX3T84PDp2T047OskUoW2S8ET1IqwpZ5K2DTOc9lJFsYg47UaT+8LvTqnSLJFPZpbSUOCRZENGsLHSwHWDKOGxngl75YHI5gO35tW9BdA68UtSgxKtgfsVxAnJBJWGcKx13/dSE+ZYGUY4nVeDTNMUkwke0b6lEguqw3yRfI4urRKjYaLskQYt1N8bORa6CGcnBTZjveoV4n9ePzPD2zBnMs0MlWT50DDjyCSoqAHFTFFi+MwSTBSzWREZY4WJsWVVbQn+6pfXSee67jfqjcdGrXlX1lGBc7iAK/DhBprwAC1oA4EpPMMrvDm58+K8Ox/L0Q2n3DmDP3A+fwBPoZQb</latexit>

↵

<latexit sha1_base64="2BVBv1Ef7PiE0TLpXdy5iI7IKo4=">AAAB/HicbVDLSsNAFL2pr1pf1S7dBIvgqiRS0GXRjcsK9gFNKJPJpB06mQkzEyGE+ituXCji1g9x5984abPQ1gPDHM65lzlzgoRRpR3n26psbG5t71R3a3v7B4dH9eOTvhKpxKSHBRNyGCBFGOWkp6lmZJhIguKAkUEwuy38wSORigr+oLOE+DGacBpRjLSRxvWGFwgWqiw2V+4hlkzRfFxvOi1nAXuduCVpQonuuP7lhQKnMeEaM6TUyHUS7edIaooZmde8VJEE4RmakJGhHMVE+fki/Nw+N0poR0Kaw7W9UH9v5ChWRT4zGSM9VateIf7njVIdXfs55UmqCcfLh6KU2VrYRRN2SCXBmmWGICypyWrjKZIIa9NXzZTgrn55nfQvW2671b5vNzs3ZR1VOIUzuAAXrqADd9CFHmDI4Ble4c16sl6sd+tjOVqxyp0G/IH1+QOOvZVd</latexit>

Forward pass: x = f(u)

<latexit sha1_base64="YEl0KoSnpTI+1RoEZ1kL9mYSonk=">AAACGXicbVDLSgMxFM34rPVVdekmWIS6KTNSUAShKIjLCvYB7VAymUwbmnmQ3NGWYX7Djb/ixoUiLnXl35i2I2jrgcDJOfcm9x4nElyBaX4ZC4tLyyurubX8+sbm1nZhZ7ehwlhSVqehCGXLIYoJHrA6cBCsFUlGfEewpjO4HPvNOyYVD4NbGEXM9kkv4B6nBLTULZgdYENIrkJ5T6SLI6LUGU5xxyfQd7xkmOJz7JV+rnF61C0UzbI5AZ4nVkaKKEOtW/jouCGNfRYAFfr5tmVGYCdEAqeCpflOrFhE6ID0WFvTgPhM2clksxQfasXFXij1CQBP1N8dCfGVGvmOrhyPqGa9sfif147BO7UTHkQxsIBOP/JigSHE45iwyyWjIEaaECq5nhXTPpGEgg4zr0OwZleeJ43jslUpV24qxepFFkcO7aMDVEIWOkFVdI1qqI4oekBP6AW9Go/Gs/FmvE9LF4ysZw/9gfH5DVYPoH4=</latexit>

(Parallelisable)

<latexit sha1_base64="AlnXTzoM+/aVu98W+AJyVEfMq8E=">AAACAHicbVC7SgNBFJ31GeNr1cLCZjAIsQm7EtAyaGMZwTwgWcLs5CYZMvtg5q4Ylm38FRsLRWz9DDv/xkmyhSYeGDicc8/M3OPHUmh0nG9rZXVtfWOzsFXc3tnd27cPDps6ShSHBo9kpNo+0yBFCA0UKKEdK2CBL6Hlj2+mfusBlBZReI+TGLyADUMxEJyhkXr2cRfhEdNynSkmpblGMxM9z3p2yak4M9Bl4uakRHLUe/ZXtx/xJIAQuWRad1wnRi9lCgWXkBW7iYaY8TEbQsfQkAWgvXS2QEbPjNKng0iZEyKdqb8TKQu0ngS+mQwYjvSiNxX/8zoJDq68VIRxghDy+UODRFKM6LQN2hcKOMqJIYwrYf5K+chUwdF0VjQluIsrL5PmRcWtVqp31VLtOq+jQE7IKSkTl1ySGrklddIgnGTkmbySN+vJerHerY/56IqVZ47IH1ifP+yqlp8=</latexit>

(a) Parallelisable forward pass.

u2 =
x2 � µ

exp↵

<latexit sha1_base64="s1aRsz2kYcy0UFqnn7+qPaQIHzg="></latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

x1

<latexit sha1_base64="3c+R7TUljyGse9TtnSD6PbvAzD0=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Qe0oWy2k3bpZhN2N2IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4Zua3H1FpHssHM0nQj+hQ8pAzaqx0/9T3+uWKW3XnIKvEy0kFcjT65a/eIGZphNIwQbXuem5i/Iwqw5nAaamXakwoG9Mhdi2VNELtZ/NTp+TMKgMSxsqWNGSu/p7IaKT1JApsZ0TNSC97M/E/r5ua8MrPuExSg5ItFoWpICYms7/JgCtkRkwsoUxxeythI6ooMzadkg3BW355lbQuql6tWrurVerXeRxFOIFTOAcPLqEOt9CAJjAYwjO8wpsjnBfn3flYtBacfOYY/sD5/AEN9o2n</latexit>

x2

<latexit sha1_base64="o3wFLFaKyKBrwbQ6JfdiLDWtk1E=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2lZoQ9lsN+3SzSbsTsQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4W19Y3NreJ2aWd3b/+gfHjUNnGqGW+xWMb6IaCGS6F4CwVK/pBoTqNA8k4wvp75nUeujYjVPU4S7kd0qEQoGEUr3T31a/1yxa26c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz0M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7VvXq1fptvdK4yuMowgmcwjl4cAENuIEmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w8Peo2o</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

xD

<latexit sha1_base64="9HMJr80N8eH0j4NwsozhKbdJdB4=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9FjUg8eK9gPaUDbbSbt0swm7G7GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nZXVtfWNzcJWcXtnd2+/dHDY1HGqGDZYLGLVDqhGwSU2DDcC24lCGgUCW8Hoeuq3HlFpHssHM07Qj+hA8pAzaqx0/9S76ZXKbsWdgSwTLydlyFHvlb66/ZilEUrDBNW647mJ8TOqDGcCJ8VuqjGhbEQH2LFU0gi1n81OnZBTq/RJGCtb0pCZ+nsio5HW4yiwnRE1Q73oTcX/vE5qwks/4zJJDUo2XxSmgpiYTP8mfa6QGTG2hDLF7a2EDamizNh0ijYEb/HlZdI8r3jVSvWuWq5d5XEU4BhO4Aw8uIAa3EIdGsBgAM/wCm+OcF6cd+dj3rri5DNH8AfO5w8qwo26</latexit>

xi�1

<latexit sha1_base64="t5kbLgqw7bGg/0nR94ihMcFIUOI=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBiyWRgh6LXjxWsB/QhrLZTtqlm03Y3Ygl9Ed48aCIV3+PN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfj25nffkSleSwfzCRBP6JDyUPOqLFS+6mf8Qtv2i9X3Ko7B1klXk4qkKPRL3/1BjFLI5SGCap113MT42dUGc4ETku9VGNC2ZgOsWuppBFqP5ufOyVnVhmQMFa2pCFz9fdERiOtJ1FgOyNqRnrZm4n/ed3UhNd+xmWSGpRssShMBTExmf1OBlwhM2JiCWWK21sJG1FFmbEJlWwI3vLLq6R1WfVq1dp9rVK/yeMowgmcwjl4cAV1uIMGNIHBGJ7hFd6cxHlx3p2PRWvByWeO4Q+czx8EFY9d</latexit>

xi

<latexit sha1_base64="1aujojqqOpnMrxckhZwlVW+2+TA=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGCaQttKJvtpF262YTdjVhCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzvz2IyrNE/lgJikGMR1KHnFGjZX8p37Op/1K1a25c5BV4hWkCgWa/cpXb5CwLEZpmKBadz03NUFOleFM4LTcyzSmlI3pELuWShqjDvL5sVNybpUBiRJlSxoyV39P5DTWehKHtjOmZqSXvZn4n9fNTHQd5FymmUHJFouiTBCTkNnnZMAVMiMmllCmuL2VsBFVlBmbT9mG4C2/vEpalzWvXqvf16uNmyKOEpzCGVyAB1fQgDtogg8MODzDK7w50nlx3p2PReuaU8ycwB84nz8ns47r</latexit>

xi+1

<latexit sha1_base64="DxqU4UMavMxDaJgGmm+PN40x0nk=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoiBT0WvXisYD+gDWWznbRLN5uwuxFL6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkRwbVz32ymsrW9sbhW3Szu7e/sH5cOjlo5TxbDJYhGrTkA1Ci6xabgR2EkU0igQ2A7GtzO//YhK81g+mEmCfkSHkoecUWOl9lM/4xfetF+uuFV3DrJKvJxUIEejX/7qDWKWRigNE1Trrucmxs+oMpwJnJZ6qcaEsjEdYtdSSSPUfjY/d0rOrDIgYaxsSUPm6u+JjEZaT6LAdkbUjPSyNxP/87qpCa/9jMskNSjZYlGYCmJiMvudDLhCZsTEEsoUt7cSNqKKMmMTKtkQvOWXV0nrsurVqrX7WqV+k8dRhBM4hXPw4ArqcAcNaAKDMTzDK7w5ifPivDsfi9aCk88cwx84nz8BCY9b</latexit>

u1

<latexit sha1_base64="FXfXo9ej6bXI1DIjZj3pFrH0zXE=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR14g3LFrboLkHXi5aQCOZqD8ld/GLM0QmmYoFr3PDcxfkaV4UzgrNRPNSaUTegIe5ZKGqH2s8WpM3JhlSEJY2VLGrJQf09kNNJ6GgW2M6JmrFe9ufif10tNeO1nXCapQcmWi8JUEBOT+d9kyBUyI6aWUKa4vZWwMVWUGZtOyYbgrb68TtpXVa9Wrd3XKo2bPI4inME5XIIHdWjAHTShBQxG8Ayv8OYI58V5dz6WrQUnnzmFP3A+fwAJZI2k</latexit>

u2

<latexit sha1_base64="0LAF+n1DgVbyAmVaEpZBnKj13Rg=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR3UBuWKW3UXIOvEy0kFcjQH5a/+MGZphNIwQbXueW5i/Iwqw5nAWamfakwom9AR9iyVNELtZ4tTZ+TCKkMSxsqWNGSh/p7IaKT1NApsZ0TNWK96c/E/r5ea8NrPuExSg5ItF4WpICYm87/JkCtkRkwtoUxxeythY6ooMzadkg3BW315nbRrVa9erd/XK42bPI4inME5XIIHV9CAO2hCCxiM4Ble4c0Rzovz7nwsWwtOPnMKf+B8/gAK6I2l</latexit>
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(b) Parallelisable inverse pass.

Figure 5.3: The forward pass and the inverse pass of a Real NVP coupling layer.

Since each coupling layer leaves d components of its input unchanged, it is necessary to apply more
than one coupling layer to transform the entire input vector. By composing multiple coupling layers
with alternating ordering, we ensure that all components of the input vector are transformed. The
generation of new samples is parallelisable since the computation of each element of the output vector
of the coupling layer given the input can be computed independently of the other output elements.
This is true for both the forward pass and the inverse pass, which makes Real NVP one of the few
flows that offers both efficient sampling and efficient inference.

5.3.1 Sampling and density evaluation

Because the forward pass and the inverse pass of the Real NVP have the same computational cost and
are parallelisable, it does not matter which way we define the flow. Defining the forward direction of
the flow as in Equation (5.10) so that the coupling layer is as shown in Figure 5.3, sampling from the
model amounts a single forward pass of a random vector u through the flow.

To evaluate the density of a sample or observation x, we need to compute the corresponding random
number u = f−1(x) following Equation (5.11), and use the change of variables formula to compute.

log p(x) = log pu(f−1(x)) + log

∣∣∣∣∣det
∂x

∂u

∣∣∣∣∣

−1

= log pu(u)−
K∑

k=1

∑

i

(αk)i

This log-likelihood is computed during a single inverse pass. At each transformation of the flow, the
vector αk is computed from the d first elements of the output of the previous layer.

5.4 Comparing autoregressive flows

The masked autoregressive flow makes use of the same transformation as the inverse autoregressive
flow, but inverted. This can be seen by writing out Equation (5.5) and Equation (5.8) as:

IAF : xi = µ(u<i) + ui expα(u<i)

MAF : xi = µ(x<i) + ui expα(x<i)

The difference between them is how the scale and shift parameters are computed; IAF computes them
from the previous random numbers u, while MAF computes them from previous data variables x.
Because of this, IAF and MAF have complementary strengths and weaknesses. Which flow to choose
has to be decided with the task at hand in mind. For variational inference, IAF offers fast sampling
and density evaluation of its own samples, while MAF is not suitable because MAF sampling is
sequential and slow. For density estimation, MAF is the better choice because it offers one-pass
density evaluation of any sample, while IAF density evaluation is sequential for external samples
(i.e., samples “in the wild”, not generated by the model itself).
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If we need a model that offers both efficient sampling and efficient density evaluation, we should
consider using Real NVP, which offers one-pass sampling and one-pass density evaluation (of any
sample). This computational convenience comes at the cost of using a less flexible transformation
at each step in the flow. The Real NVP paper also proposes the use of masked convolutions and a
multi-scale architecture specialised for dealing with image data, so for efficient sampling and exact
log-likelihood computation of high-dimensional image data, this implementation of Real NVP is
the better choice of the presented flows. Glow (Kingma and Dhariwal, 2018) is a more recent flow
that has extended Real NVP further with additional invertible convolutional layers, improving both
density estimation and generation of images compared to Real NVP. Glow is another example of a
flow utilising affine transformations.

Papamakarios et al. (2017) point out that Real NVP can be viewed as a MAF with only one autore-
gressive step instead of D autoregressive steps. Real NVP is a special case of the autoregressive
transformation used in IAF and MAF, which instead of using an individual affine transform that
is a function of all previous elements for all xi, uses a blockwise transformation. The first block
of d elements is simply transformed using an identity mapping. The second block with elements
d+1, . . . , D is transformed using a function that is a function of the d first elements. That corresponds
to an affine transformation where the scale and shift parameters are defined as follows:

Real NVP : xi = µ(u<i)i + ui expα(u<i)i

µ(u<i) =

{
0, for i = 1, . . . , d

µ(u1:d), for i = d+ 1, . . . , D

α(u<i) =

{
0, for i = 1, . . . , d

α(u1:d), for i = d+ 1, . . . , D

We observe that each element xi is only conditioned on any elements with index j < i, so the
autoregressive property still holds.

The affine transformations utilised in these autoregressive flows presented thus far are all fairly
simple, and the expressivity of these flows come mainly from the expressivity of the conditioners,
i.e., from the the MADE networks used in IAF and MAF, and in the neural networks used to model α
and µ in Real NVP. Affine transformations are popular because they are differentiable and trivially
invertible. Recently, models have been proposed that go beyond affine transformations, allowing
for more expressive transformations in each step of the flow. Examples of such models are neural
autoregressive flows (NAF) (Huang et al., 2018), and Flow++ (Ho et al., 2019). Huang et al. (2018)
formally prove that NAF is an universal density estimator, meaning it in the limit can approximate
any well-behaved density arbitrarily well. We outline the idea of this flow in the next section.

5.5 A brief intro to neural autoregressive flows

Whereas MAF, Real NVP, and IAF all use affine (scale-and-shift) transformers, Huang et al. (2018)
propose an autoregressive flow that uses an invertible neural network as the transformer function.
The model is aptly named a neural autoregressive flow (NAF), and defines an example of a non-affine
autoregressive flow. Neural networks can model a richer family of output densities than an affine
transformation can. In particular, a NAF can transform a unimodal input density into a multimodal
density using only one transformation, whereas an IAF needs more than one transformation to do so.
In a NAF layer, the transformer is a neural network, such that

τ(xi; c(x<i)) = NN(xi; c(x<i)),

where the parameters of the neural network c(x<i) are outputs from an autoregressive conditioner.

For a neural network NN(·) : R→ R to be strictly monotonic (and thus invertible, as is required for
the transformer), it is sufficient that the network uses strictly positive weights and strictly monotonic
activation functions. Examples of strictly monotonic activation functions are the sigmoid, the leaky
ReLU, and tanh.

Based on this, Huang et al. (2018) propose a transformer architecture called deep sigmoidal flows
(DSF). This is a neural network with scalar input and output, with only one hidden layer of sigmoid
units and strictly positive weights. The output layer is a logits layer. Logit is an inverse sigmoid
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function, and is defined as:

logit(p) = log
p

1− p ,

mapping its input from the domain (0, 1) to the unconstrained domain (−∞,∞). To ensure that the
input to the logits layers is in (0, 1), the outputs of the sigmoid layer are combined as a softmax-
weighted sum:

x′i = logit(sT · σ(w · xi + b)),

where s,w ∈ Rn×1, where n denotes the number of hidden units. The elements of s are such that
0 < si,j < 1 and

∑
i si,j = 1. Remember that we need all weights of the network to be positive to

have an invertible network, so we also require as,t > 0.

The argument for using sigmoid units, is that the sigmoid function (in addition to being strictly
monotonic) has an inflection point, which in turn induces inflection points in the transformer. It is
these inflection points that allow the transformer to readily output multimodal densities, because they
enable the transformer to expand and contract different regions of the output density in only one
transformation.

If we stack multiple DSF transformations in sequence, we get a feed-forward neural network with
bottleneck layers. Another way to improve the flexibility of the neural autoregressive flow is to
generalise the DSF transformation to several fully-connected sigmoid layers between the input and
the output while preserving the positivity of the weights. This gives the deep dense sigmoidal flow.

The authors use small transformer networks with one to two hidden layers with only 8 or 16
hidden units in each layer. These choices were found to yield good results without increasing the
computational cost too much compared to IAF and MAF. Remarkably, Huang et al. (2018) proved
formally that a deep sigmoidal flow can approximate any strictly monotonic univariate function, so
the NAF using DSF is a universal density approximator. See the original paper for details.

5.6 Batch normalisation

When training deep models in general, it is often advantageous, and in many cases necessary, to
normalise the activations of the hidden layers at each forward pass to improve the training of the
model. This is known as batch normalisation, or simply batch norm (Ioffe and Szegedy, 2015), and
is one of the most common and most crucial implementational tricks when working with deep neural
networks. Precisely why batch norm works so well is still debated (Bjorck et al., 2018), but applying
batch norm has widely demonstrated to speed up and stabilise the training of neural networks.

The technique works by normalising all dimensions of the activations of each hidden layer during the
forward pass by using statistics computed per mini-batch. Intuitively, because the weights of each
hidden layer changes during training, so does the input distribution of each layer. By normalising the
input to each layer to have zero mean and unit variance, we ensure that no activations get really big
or really small, avoiding saturated activation functions that could hamper learning.

Batch norm for normalising flows was first proposed and used in Real NVP (Dinh et al., 2017). We
choose to implement and use a slightly modified version of batch normalisation that is presented
in Appendix B of (Papamakarios et al., 2017). Batch normalisation is a non-volume preserving
transformation, so to include it in a flow, we need to be able to compute its Jacobian determinant
efficiently. Luckily, batch norm can be viewed as a composition of affine transformation, and is
straightforward to differentiate.

We consider a general autoregressive flow x = f(u) = fK ◦ · · · ◦f1(u), and add batch norm between
all autoregressive layers and between the last autoregressive layer and the base density, such that the
flow becomes

x = f(u) = fK ◦ BNK ◦ fK−1 ◦ · · · ◦ f1 ◦ BN1(u).

To simplify notation, we consider one batch norm layer and let x represent the vector closer to the
data, and we let u represent the side of the transformation that is closer to the base density. Then,

x = BN(u) = (u− β)� (v + ε)1/2 � exp−γ + m,
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The inverse transformation is given by

u = BN−1(x) = (x−m)� (v + ε)−1/2 � expγ + β

with determinant

det
∂BN−1(x)

∂x
= exp

(
D∑

i=1

(
γi −

1

2
log(vi + εi)

))

The vectors m and v represent the sample mean and variance, respectively. During training these are
computed per mini-batch. The vectors β and γ are trainable parameters, and a small hyperparameter
ε is added to the variance ensure numerical stability in case any element of v is close to zero.

At validation and test time, we set m and v equal to sample mean and variance computed using
the entire training set. We also experiment with setting the mean and the variance equal to running
averages m̃ and ṽ computed during training as:

m̃i+1 = βm̃i + (1− β)m̂i

ṽi+1 = βṽi + (1− β)v̂i,

where the subscript refers to the mini-batch index, and β ∈ (0, 1) is a hyperparameter, typically close
to 1. This yielded very similar results to computing the parameters using the training set. It will
become clear in the next chapter which version of batch norm we have used for which experiments.
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Chapter 6

A Novel Hybrid Flow for Density
Estimation

In this chapter, we combine two of the previously presented layers – the Gaussian MADE, as used in
the masked autoregressive flow, and coupling layer used in Real NVP – into a new layer suitable for
use in a normalising flow. The proposed layer, which we name the hybrid autoregressive flow (HAF),
makes the same trade-offs as a MAF layer, and is thus best suited for use in density estimators. The
model can be viewed as a Real NVP that is specialised for density estimation. We present the idea
behind HAF in Section 6.1, and formalise it Section 6.2. This chapter is purely descriptive, but in
Chapter 7.5 carry out some preliminary experiments, and compare the results with the performance
of regular MAF and regular Real NVP.

6.1 Background

The starting point for the proposed flow is the observation that the expressiveness of the Real NVP
coupling layer is compromised because the coupling layer leaves a large fraction, typically 50%, of
the input elements unchanged in each transformation. As a result, we need two sequential coupling
layers using opposite orderings to transform all elements of the input, when we ideally would like to
transform every variable in every transformation in the flow, to make the transformation as expressive
as possible. Increased expressivity in each layer can reduce the length of the flow needed to achieve
the same performance, and it can allow for modelling inter-variable dependencies more efficiently.

Recall that the (inverse) transformation in each coupling layer is given as:

u1:d = x1:d

ud+1:D = (xd+1:D − µ(x1:d))� exp (−α(x1:d)).
(6.1)

The obvious way to increase the flexibility of this transformation, is to also transform the d elements
that are currently not being transformed in the coupling layer. The transformations we can use for this
purpose must of course be bijective and differentiable, and we also want it to have a lower-triangular
Jacobian. A transformation that satisfy all the aforementioned properties can be defined by using a
Gaussian MADE in the same way that it is used in the masked autoregressive flow, but instead of
transforming the entire input to the layer, we only let the MADE transform the elements that are
not already transformed by the coupling layer in Equation (6.1). The transformation defined by the
MADE, used for the autoregressive layers in the masked autoregressive flow, is defined elementwise
by the transformation

ui = (xi − µ(x<i)) · exp(−α(x<i)). (6.2)

The means and log-standard deviations are defined by a Gaussian MADE network with x1:d as its
input, and the elements u1, ..., ud can be computed in parallel. This is exactly what we will do in our
proposed hybrid autoregressive flow, which is presented in the next section.
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...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

x1

<latexit sha1_base64="3c+R7TUljyGse9TtnSD6PbvAzD0=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Qe0oWy2k3bpZhN2N2IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4Zua3H1FpHssHM0nQj+hQ8pAzaqx0/9T3+uWKW3XnIKvEy0kFcjT65a/eIGZphNIwQbXuem5i/Iwqw5nAaamXakwoG9Mhdi2VNELtZ/NTp+TMKgMSxsqWNGSu/p7IaKT1JApsZ0TNSC97M/E/r5ua8MrPuExSg5ItFoWpICYms7/JgCtkRkwsoUxxeythI6ooMzadkg3BW355lbQuql6tWrurVerXeRxFOIFTOAcPLqEOt9CAJjAYwjO8wpsjnBfn3flYtBacfOYY/sD5/AEN9o2n</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

xD

<latexit sha1_base64="9HMJr80N8eH0j4NwsozhKbdJdB4=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9FjUg8eK9gPaUDbbSbt0swm7G7GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nZXVtfWNzcJWcXtnd2+/dHDY1HGqGDZYLGLVDqhGwSU2DDcC24lCGgUCW8Hoeuq3HlFpHssHM07Qj+hA8pAzaqx0/9S76ZXKbsWdgSwTLydlyFHvlb66/ZilEUrDBNW647mJ8TOqDGcCJ8VuqjGhbEQH2LFU0gi1n81OnZBTq/RJGCtb0pCZ+nsio5HW4yiwnRE1Q73oTcX/vE5qwks/4zJJDUo2XxSmgpiYTP8mfa6QGTG2hDLF7a2EDamizNh0ijYEb/HlZdI8r3jVSvWuWq5d5XEU4BhO4Aw8uIAa3EIdGsBgAM/wCm+OcF6cd+dj3rri5DNH8AfO5w8qwo26</latexit>

u1

<latexit sha1_base64="FXfXo9ej6bXI1DIjZj3pFrH0zXE=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR14g3LFrboLkHXi5aQCOZqD8ld/GLM0QmmYoFr3PDcxfkaV4UzgrNRPNSaUTegIe5ZKGqH2s8WpM3JhlSEJY2VLGrJQf09kNNJ6GgW2M6JmrFe9ufif10tNeO1nXCapQcmWi8JUEBOT+d9kyBUyI6aWUKa4vZWwMVWUGZtOyYbgrb68TtpXVa9Wrd3XKo2bPI4inME5XIIHdWjAHTShBQxG8Ayv8OYI58V5dz6WrQUnnzmFP3A+fwAJZI2k</latexit>

u2

<latexit sha1_base64="0LAF+n1DgVbyAmVaEpZBnKj13Rg=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR3UBuWKW3UXIOvEy0kFcjQH5a/+MGZphNIwQbXueW5i/Iwqw5nAWamfakwom9AR9iyVNELtZ4tTZ+TCKkMSxsqWNGSh/p7IaKT1NApsZ0TNWK96c/E/r5ea8NrPuExSg5ItF4WpICYm87/JkCtkRkwtoUxxeythY6ooMzadkg3BW315nbRrVa9erd/XK42bPI4inME5XIIHV9CAO2hCCxiM4Ble4c0Rzovz7nwsWwtOPnMKf+B8/gAK6I2l</latexit>

uD

<latexit sha1_base64="o9ySZb7AHYYyiXl/sNRR2HTtt00=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiHjxWtB/QhrLZTtqlm03Y3Qgl9Cd48aCIV3+RN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfjm5nffkKleSwfzSRBP6JDyUPOqLHSQ9q/7ZcrbtWdg6wSLycVyNHol796g5ilEUrDBNW667mJ8TOqDGcCp6VeqjGhbEyH2LVU0gi1n81PnZIzqwxIGCtb0pC5+nsio5HWkyiwnRE1I73szcT/vG5qwis/4zJJDUq2WBSmgpiYzP4mA66QGTGxhDLF7a2EjaiizNh0SjYEb/nlVdK6qHq1au2+Vqlf53EU4QRO4Rw8uIQ63EEDmsBgCM/wCm+OcF6cd+dj0Vpw8plj+APn8wcmMI23</latexit>

MADE

<latexit sha1_base64="NLrrYGbtrklfBLUfd9zXITXmCLs=">AAAB9HicbVDLSgMxFL1TX7W+qi7dBIvgqsxIQZf1BW6ECvYB7VAyaaYNTTJjkimUod/hxoUibv0Yd/6NaTsLbT0QOJxzL/fkBDFn2rjut5NbWV1b38hvFra2d3b3ivsHDR0litA6iXikWgHWlDNJ64YZTluxolgEnDaD4fXUb46o0iySj2YcU1/gvmQhI9hYye8IbAZKpPeXN7eTbrHklt0Z0DLxMlKCDLVu8avTi0giqDSEY63bnhsbP8XKMMLppNBJNI0xGeI+bVsqsaDaT2ehJ+jEKj0URso+adBM/b2RYqH1WAR2chpSL3pT8T+vnZjwwk+ZjBNDJZkfChOOTISmDaAeU5QYPrYEE8VsVkQGWGFibE8FW4K3+OVl0jgre5Vy5aFSql5ldeThCI7hFDw4hyrcQQ3qQOAJnuEV3pyR8+K8Ox/z0ZyT7RzCHzifP48ekfc=</latexit>

Forward pass: x = f(u)

<latexit sha1_base64="YEl0KoSnpTI+1RoEZ1kL9mYSonk=">AAACGXicbVDLSgMxFM34rPVVdekmWIS6KTNSUAShKIjLCvYB7VAymUwbmnmQ3NGWYX7Djb/ixoUiLnXl35i2I2jrgcDJOfcm9x4nElyBaX4ZC4tLyyurubX8+sbm1nZhZ7ehwlhSVqehCGXLIYoJHrA6cBCsFUlGfEewpjO4HPvNOyYVD4NbGEXM9kkv4B6nBLTULZgdYENIrkJ5T6SLI6LUGU5xxyfQd7xkmOJz7JV+rnF61C0UzbI5AZ4nVkaKKEOtW/jouCGNfRYAFfr5tmVGYCdEAqeCpflOrFhE6ID0WFvTgPhM2clksxQfasXFXij1CQBP1N8dCfGVGvmOrhyPqGa9sfif147BO7UTHkQxsIBOP/JigSHE45iwyyWjIEaaECq5nhXTPpGEgg4zr0OwZleeJ43jslUpV24qxepFFkcO7aMDVEIWOkFVdI1qqI4oekBP6AW9Go/Gs/FmvE9LF4ysZw/9gfH5DVYPoH4=</latexit>

(Sequential)

<latexit sha1_base64="ehyf3j6rvKQHYkTa7SRfWZXyBA4=">AAAB/HicbVDLSsNAFJ34rPUV7dJNsAh1UxIp6LLoxmVF+4A2lMn0ph06eThzI4ZQf8WNC0Xc+iHu/BunbRbaeuDC4Zx7Z+49Xiy4Qtv+NlZW19Y3Ngtbxe2d3b198+CwpaJEMmiySESy41EFgofQRI4COrEEGngC2t74auq3H0AqHoV3mMbgBnQYcp8zilrqm6UewiNmlVu4TyBETsXppG+W7ao9g7VMnJyUSY5G3/zqDSKWBPoBJqhSXceO0c2oRM4ETIq9REFM2ZgOoatpSANQbjZbfmKdaGVg+ZHUFaI1U39PZDRQKg083RlQHKlFbyr+53UT9C/cjIdxghCy+Ud+IiyMrGkS1oBLYChSTSiTXO9qsRGVlKHOq6hDcBZPXiats6pTq9ZuauX6ZR5HgRyRY1IhDjkndXJNGqRJGEnJM3klb8aT8WK8Gx/z1hUjnymRPzA+fwDu8pT1</latexit>

x2

<latexit sha1_base64="o3wFLFaKyKBrwbQ6JfdiLDWtk1E=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2lZoQ9lsN+3SzSbsTsQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4W19Y3NreJ2aWd3b/+gfHjUNnGqGW+xWMb6IaCGS6F4CwVK/pBoTqNA8k4wvp75nUeujYjVPU4S7kd0qEQoGEUr3T31a/1yxa26c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz0M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7VvXq1fptvdK4yuMowgmcwjl4cAENuIEmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w8Peo2o</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

µ

<latexit sha1_base64="Smxbq1h8jjvK7PjrIr3pfo2xIME=">AAAB+XicbVDLSgMxFL3js9bXqEs3wSK4KjNS0GXRjcsK9gGdoWQyaRuaZIYkUyhD/8SNC0Xc+ifu/Bsz7Sy09UDI4Zx7ycmJUs608bxvZ2Nza3tnt7JX3T84PDp2T047OskUoW2S8ET1IqwpZ5K2DTOc9lJFsYg47UaT+8LvTqnSLJFPZpbSUOCRZENGsLHSwHWDKOGxngl75YHI5gO35tW9BdA68UtSgxKtgfsVxAnJBJWGcKx13/dSE+ZYGUY4nVeDTNMUkwke0b6lEguqw3yRfI4urRKjYaLskQYt1N8bORa6CGcnBTZjveoV4n9ePzPD2zBnMs0MlWT50DDjyCSoqAHFTFFi+MwSTBSzWREZY4WJsWVVbQn+6pfXSee67jfqjcdGrXlX1lGBc7iAK/DhBprwAC1oA4EpPMMrvDm58+K8Ox/L0Q2n3DmDP3A+fwBPoZQb</latexit>

�

<latexit sha1_base64="E4H+cEdpOBMMXKuHB8TAURaZiHE=">AAAB/HicbVBLSwMxGMzWV62vao9egkXwVHaloMeiF48V7AO6S8lms21oHkuSFZal/hUvHhTx6g/x5r8x2+5BWwdChpnvI5MJE0a1cd1vp7KxubW9U92t7e0fHB7Vj0/6WqYKkx6WTKphiDRhVJCeoYaRYaII4iEjg3B2W/iDR6I0leLBZAkJOJoIGlOMjJXG9YYfShbpjNsr9zWdcDQf15tuy10ArhOvJE1Qojuuf/mRxCknwmCGtB55bmKCHClDMSPzmp9qkiA8QxMyslQgTnSQL8LP4blVIhhLZY8wcKH+3sgR10U+O8mRmepVrxD/80apia+DnIokNUTg5UNxyqCRsGgCRlQRbFhmCcKK2qwQT5FC2Ni+arYEb/XL66R/2fLarfZ9u9m5KeuoglNwBi6AB65AB9yBLugBDDLwDF7Bm/PkvDjvzsdytOKUOw3wB87nD5+mlWg=</latexit>

u2 =
x2 � t

s

<latexit sha1_base64="rw3YibvtAHn9CSrw5dflJsv3KnM=">AAACJHicbVDLSsNAFJ3UV62vqEs3g0VwY0lKQUGEohuXFewD2hAm00k7dDIJMxOxhHyMG3/FjQsfuHDjtzhpU9HWAwNnzrmXe+/xIkalsqxPo7C0vLK6VlwvbWxube+Yu3stGcYCkyYOWSg6HpKEUU6aiipGOpEgKPAYaXujq8xv3xEhachv1TgiToAGnPoUI6Ul1zzvBUgNPT+JU7cKL2DPFwgnM/E+E0/g7KvS9MeSaeqaZatiTQAXiZ2TMsjRcM23Xj/EcUC4wgxJ2bWtSDkJEopiRtJSL5YkQniEBqSrKUcBkU4yOTKFR1rpQz8U+nEFJ+rvjgQFUo4DT1dmK8p5LxP/87qx8s+chPIoVoTj6SA/ZlCFMEsM9qkgWLGxJggLqneFeIh0TErnWtIh2PMnL5JWtWLXKrWbWrl+mcdRBAfgEBwDG5yCOrgGDdAEGDyAJ/ACXo1H49l4Nz6mpQUj79kHf2B8fQNIyKXg</latexit>

s

<latexit sha1_base64="T1GE1PJtrXQowpMRG0wWBwNFNyc=">AAAB8XicbVDLSsNAFL3xWeur6tLNYBFclUQKuiy6cVnBPrANZTK9aYdOJmFmIpTQv3DjQhG3/o07/8ZJm4W2Hhg4nHMvc+4JEsG1cd1vZ219Y3Nru7RT3t3bPzisHB23dZwqhi0Wi1h1A6pRcIktw43AbqKQRoHATjC5zf3OEyrNY/lgpgn6ER1JHnJGjZUe+xE14yDM9GxQqbo1dw6ySryCVKFAc1D56g9jlkYoDRNU657nJsbPqDKcCZyV+6nGhLIJHWHPUkkj1H42Tzwj51YZkjBW9klD5urvjYxGWk+jwE7mCfWyl4v/eb3UhNd+xmWSGpRs8VGYCmJikp9PhlwhM2JqCWWK26yEjamizNiSyrYEb/nkVdK+rHn1Wv2+Xm3cFHWU4BTO4AI8uIIG3EETWsBAwjO8wpujnRfn3flYjK45xc4J/IHz+QP35pEe</latexit>

t

<latexit sha1_base64="0fMMcDD1eXOKnLMZ3FW4uG3epzA=">AAAB8XicbVDLSsNAFL3xWeur6tLNYBFclUQKuiy6cVnBPrANZTKdtEMnkzBzI5TQv3DjQhG3/o07/8ZJm4W2Hhg4nHMvc+4JEikMuu63s7a+sbm1Xdop7+7tHxxWjo7bJk414y0Wy1h3A2q4FIq3UKDk3URzGgWSd4LJbe53nrg2IlYPOE24H9GREqFgFK302I8ojoMww9mgUnVr7hxklXgFqUKB5qDy1R/GLI24QiapMT3PTdDPqEbBJJ+V+6nhCWUTOuI9SxWNuPGzeeIZObfKkISxtk8hmau/NzIaGTONAjuZJzTLXi7+5/VSDK/9TKgkRa7Y4qMwlQRjkp9PhkJzhnJqCWVa2KyEjammDG1JZVuCt3zyKmlf1rx6rX5frzZuijpKcApncAEeXEED7qAJLWCg4Ble4c0xzovz7nwsRtecYucE/sD5/AH5a5Ef</latexit>

NNt

<latexit sha1_base64="X0evnAczmQBG8s/AfP0MSgQ3wxc=">AAAB/XicbVDLSsNAFJ3UV62v+Ni5CRbBVUmkoMuiG1elgn1AE8JkOmmHTiZh5kasIfgrblwo4tb/cOffOGm70NYDA4dz7uWeOUHCmQLb/jZKK6tr6xvlzcrW9s7unrl/0FFxKgltk5jHshdgRTkTtA0MOO0lkuIo4LQbjK8Lv3tPpWKxuINJQr0IDwULGcGgJd88coE+QNZs5r4bYRgFYQa5b1btmj2FtUycOamiOVq++eUOYpJGVADhWKm+YyfgZVgCI5zmFTdVNMFkjIe0r6nAEVVeNk2fW6daGVhhLPUTYE3V3xsZjpSaRIGeLBKqRa8Q//P6KYSXXsZEkgIVZHYoTLkFsVVUYQ2YpAT4RBNMJNNZLTLCEhPQhVV0Cc7il5dJ57zm1Gv123q1cTWvo4yO0Qk6Qw66QA10g1qojQh6RM/oFb0ZT8aL8W58zEZLxnznEP2B8fkDTfKVyA==</latexit>

NNs

<latexit sha1_base64="2/4XdMcHRAvZ7t2Pgwcx0fit6vM=">AAAB/XicbVDLSsNAFJ3UV62v+Ni5CRbBVUmkoMuiG1elgn1AE8JkOmmHTiZh5kasIfgrblwo4tb/cOffOGm70NYDA4dz7uWeOUHCmQLb/jZKK6tr6xvlzcrW9s7unrl/0FFxKgltk5jHshdgRTkTtA0MOO0lkuIo4LQbjK8Lv3tPpWKxuINJQr0IDwULGcGgJd88coE+QNZs5r4bYRgFYaZy36zaNXsKa5k4c1JFc7R888sdxCSNqADCsVJ9x07Ay7AERjjNK26qaILJGA9pX1OBI6q8bJo+t061MrDCWOonwJqqvzcyHCk1iQI9WSRUi14h/uf1UwgvvYyJJAUqyOxQmHILYquowhowSQnwiSaYSKazWmSEJSagC6voEpzFLy+TznnNqdfqt/Vq42peRxkdoxN0hhx0gRroBrVQGxH0iJ7RK3oznowX4934mI2WjPnOIfoD4/MHTG2Vxw==</latexit>

xd = µd + ud · �d

<latexit sha1_base64="cv4fKdJHMML9XjmIttykmWv6ZTY=">AAACCXicbVDLSgMxFM34rPU16tJNsAiCUGakoBuh6MZlBfuAzjBkMmkbmseQZMQydOvGX3HjQhG3/oE7/8a0nYW2Hgj3cM693NwTp4xq43nfztLyyuraemmjvLm1vbPr7u23tMwUJk0smVSdGGnCqCBNQw0jnVQRxGNG2vHweuK374nSVIo7M0pJyFFf0B7FyFgpcuFDlMBLGPDM1lMIbQlwIg0MNO1zFCWRW/Gq3hRwkfgFqYACjcj9ChKJM06EwQxp3fW91IQ5UoZiRsblINMkRXiI+qRrqUCc6DCfXjKGx1ZJYE8q+4SBU/X3RI641iMe206OzEDPexPxP6+bmd5FmFORZoYIPFvUyxg0Ek5igQlVBBs2sgRhRe1fIR4ghbCx4ZVtCP78yYukdVb1a9Xaba1SvyriKIFDcAROgA/OQR3cgAZoAgwewTN4BW/Ok/PivDsfs9Ylp5g5AH/gfP4ALiyYxA==</latexit>

xd

<latexit sha1_base64="+KORnfaSO+rHq5j1FUyIAUrmDuE=">AAAB63icbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2A9oQ9lsNu3S3U3Y3Ygl9C948aCIV/+QN/+NmzYHbX0w8Hhvhpl5QcKZNq777ZQ2Nre2d8q7lb39g8Oj6vFJV8epIrRDYh6rfoA15UzSjmGG036iKBYBp71gepv7vUeqNIvlg5kl1Bd4LFnECDa59DQK0ahac+vuAmideAWpQYH2qPo1DGOSCioN4Vjrgecmxs+wMoxwOq8MU00TTKZ4TAeWSiyo9rPFrXN0YZUQRbGyJQ1aqL8nMiy0nonAdgpsJnrVy8X/vEFqoms/YzJJDZVkuShKOTIxyh9HIVOUGD6zBBPF7K2ITLDCxNh4KjYEb/XlddK9qnuNeuO+UWvdFHGU4QzO4RI8aEIL7qANHSAwgWd4hTdHOC/Ou/OxbC05xcwp/IHz+QOx5Y4E</latexit>

xd+1

<latexit sha1_base64="uNZywXFw9jnREkvKi62elb/BhzA=">AAAB73icbVBNS8NAEJ34WetX1aOXxSIIQkmkoMeiF48V7Ae0oWw223bpZhN3J2IJ/RNePCji1b/jzX/jts1BWx8MPN6bYWZekEhh0HW/nZXVtfWNzcJWcXtnd2+/dHDYNHGqGW+wWMa6HVDDpVC8gQIlbyea0yiQvBWMbqZ+65FrI2J1j+OE+xEdKNEXjKKV2k+9LDz3JqRXKrsVdwayTLyclCFHvVf66oYxSyOukElqTMdzE/QzqlEwySfFbmp4QtmIDnjHUkUjbvxsdu+EnFolJP1Y21JIZurviYxGxoyjwHZGFIdm0ZuK/3mdFPtXfiZUkiJXbL6on0qCMZk+T0KhOUM5toQyLeythA2ppgxtREUbgrf48jJpXlS8aqV6Vy3XrvM4CnAMJ3AGHlxCDW6hDg1gIOEZXuHNeXBenHfnY9664uQzR/AHzucPUWWPgA==</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

ud

<latexit sha1_base64="i35mg9m7d7EzfpyHDD72isqfQko=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGi/YA2lM1m0y7dbMLuRCihP8GLB0W8+ou8+W/ctjlo64OBx3szzMwLUikMuu63s7a+sbm1Xdop7+7tHxxWjo7bJsk04y2WyER3A2q4FIq3UKDk3VRzGgeSd4Lx7czvPHFtRKIecZJyP6ZDJSLBKFrpIRuEg0rVrblzkFXiFaQKBZqDylc/TFgWc4VMUmN6npuin1ONgkk+Lfczw1PKxnTIe5YqGnPj5/NTp+TcKiGJEm1LIZmrvydyGhsziQPbGVMcmWVvJv7n9TKMrv1cqDRDrthiUZRJggmZ/U1CoTlDObGEMi3srYSNqKYMbTplG4K3/PIqaV/WvHqtfl+vNm6KOEpwCmdwAR5cQQPuoAktYDCEZ3iFN0c6L86787FoXXOKmRP4A+fzB1awjdc=</latexit>

ud+1

<latexit sha1_base64="ggvn/wjm8+qFpe9HOSBiMecBNgQ=">AAAB7nicbVBNS8NAEJ34WetX1aOXxSIIQkmkoMeiF48V7Ae0oWw2k3bpZhN2N0IJ/RFePCji1d/jzX/jts1BWx8MPN6bYWZekAqujet+O2vrG5tb26Wd8u7e/sFh5ei4rZNMMWyxRCSqG1CNgktsGW4EdlOFNA4EdoLx3czvPKHSPJGPZpKiH9Oh5BFn1Fipkw3y8NKbDipVt+bOQVaJV5AqFGgOKl/9MGFZjNIwQbXueW5q/Jwqw5nAabmfaUwpG9Mh9iyVNEbt5/Nzp+TcKiGJEmVLGjJXf0/kNNZ6Ege2M6ZmpJe9mfif18tMdOPnXKaZQckWi6JMEJOQ2e8k5AqZERNLKFPc3krYiCrKjE2obEPwll9eJe2rmlev1R/q1cZtEUcJTuEMLsCDa2jAPTShBQzG8Ayv8Oakzovz7nwsWtecYuYE/sD5/AH0uY9T</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

When all elements in x1 are sampled:

<latexit sha1_base64="jZu423qeqmq6hZRWLBb982Cw7q0=">AAACIHicbVDLSgNBEJz1bXxFPXoZjIKnsCsBxZPoxWMEkwhJCL2TXjM4O7vM9Iphyad48Ve8eFBEb/o1zsYcfBUMFFXdPd0Vpkpa8v13b2p6ZnZufmGxtLS8srpWXt9o2iQzAhsiUYm5DMGikhobJEnhZWoQ4lBhK7w+LfzWDRorE31BwxS7MVxpGUkB5KRe+aBDeEt5a4Cag1IcFcaoyXKp+U4nBhqEUX476gU7HAxyC3GqsH806pUrftUfg/8lwYRU2AT1Xvmt009EVgwXCqxtB35K3RwMSaFwVOpkFlMQ13CFbUc1xGi7+fjAEd91Sp9HiXFPEx+r3ztyiK0dxqGrLFa2v71C/M9rZxQddnOp04xQi6+PokxxSniRFu9Lg4LU0BEQRrpduRiAAUEu05ILIfh98l/S3K8GtWrtvFY5PpnEscC22DbbYwE7YMfsjNVZgwl2xx7YE3v27r1H78V7/Sqd8iY9m+wHvI9PatCjHg==</latexit>

x1

<latexit sha1_base64="jGqYMkmNJIQsus++tmrTejrbezo=">AAAB83icbVDLSsNAFL3xWeur6tLNYBFclUQKuiy6cVnBPqApZTK9aYdOJmFmIpbQ33DjQhG3/ow7/8ZJm4W2Hhg4nHMv98wJEsG1cd1vZ219Y3Nru7RT3t3bPzisHB23dZwqhi0Wi1h1A6pRcIktw43AbqKQRoHATjC5zf3OIyrNY/lgpgn2IzqSPOSMGiv5fkTNOAizp9nAG1Sqbs2dg6wSryBVKNAcVL78YczSCKVhgmrd89zE9DOqDGcCZ2U/1ZhQNqEj7FkqaYS6n80zz8i5VYYkjJV90pC5+nsjo5HW0yiwk3lGvezl4n9eLzXhdT/jMkkNSrY4FKaCmJjkBZAhV8iMmFpCmeI2K2FjqigztqayLcFb/vIqaV/WvHqtfl+vNm6KOkpwCmdwAR5cQQPuoAktYJDAM7zCm5M6L86787EYXXOKnRP4A+fzByymkcc=</latexit>

x1

<latexit sha1_base64="jGqYMkmNJIQsus++tmrTejrbezo=">AAAB83icbVDLSsNAFL3xWeur6tLNYBFclUQKuiy6cVnBPqApZTK9aYdOJmFmIpbQ33DjQhG3/ow7/8ZJm4W2Hhg4nHMv98wJEsG1cd1vZ219Y3Nru7RT3t3bPzisHB23dZwqhi0Wi1h1A6pRcIktw43AbqKQRoHATjC5zf3OIyrNY/lgpgn2IzqSPOSMGiv5fkTNOAizp9nAG1Sqbs2dg6wSryBVKNAcVL78YczSCKVhgmrd89zE9DOqDGcCZ2U/1ZhQNqEj7FkqaYS6n80zz8i5VYYkjJV90pC5+nsjo5HW0yiwk3lGvezl4n9eLzXhdT/jMkkNSrY4FKaCmJjkBZAhV8iMmFpCmeI2K2FjqigztqayLcFb/vIqaV/WvHqtfl+vNm6KOkpwCmdwAR5cQQPuoAktYJDAM7zCm5M6L86787EYXXOKnRP4A+fzByymkcc=</latexit>

(a) Partly sequential forward pass.

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

x1

<latexit sha1_base64="3c+R7TUljyGse9TtnSD6PbvAzD0=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Qe0oWy2k3bpZhN2N2IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4Zua3H1FpHssHM0nQj+hQ8pAzaqx0/9T3+uWKW3XnIKvEy0kFcjT65a/eIGZphNIwQbXuem5i/Iwqw5nAaamXakwoG9Mhdi2VNELtZ/NTp+TMKgMSxsqWNGSu/p7IaKT1JApsZ0TNSC97M/E/r5ua8MrPuExSg5ItFoWpICYms7/JgCtkRkwsoUxxeythI6ooMzadkg3BW355lbQuql6tWrurVerXeRxFOIFTOAcPLqEOt9CAJjAYwjO8wpsjnBfn3flYtBacfOYY/sD5/AEN9o2n</latexit>

x2

<latexit sha1_base64="o3wFLFaKyKBrwbQ6JfdiLDWtk1E=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2lZoQ9lsN+3SzSbsTsQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4W19Y3NreJ2aWd3b/+gfHjUNnGqGW+xWMb6IaCGS6F4CwVK/pBoTqNA8k4wvp75nUeujYjVPU4S7kd0qEQoGEUr3T31a/1yxa26c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz0M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7VvXq1fptvdK4yuMowgmcwjl4cAENuIEmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w8Peo2o</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

xD

<latexit sha1_base64="9HMJr80N8eH0j4NwsozhKbdJdB4=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9FjUg8eK9gPaUDbbSbt0swm7G7GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nZXVtfWNzcJWcXtnd2+/dHDY1HGqGDZYLGLVDqhGwSU2DDcC24lCGgUCW8Hoeuq3HlFpHssHM07Qj+hA8pAzaqx0/9S76ZXKbsWdgSwTLydlyFHvlb66/ZilEUrDBNW647mJ8TOqDGcCJ8VuqjGhbEQH2LFU0gi1n81OnZBTq/RJGCtb0pCZ+nsio5HW4yiwnRE1Q73oTcX/vE5qwks/4zJJDUo2XxSmgpiYTP8mfa6QGTG2hDLF7a2EDamizNh0ijYEb/HlZdI8r3jVSvWuWq5d5XEU4BhO4Aw8uIAa3EIdGsBgAM/wCm+OcF6cd+dj3rri5DNH8AfO5w8qwo26</latexit>

u1

<latexit sha1_base64="FXfXo9ej6bXI1DIjZj3pFrH0zXE=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR14g3LFrboLkHXi5aQCOZqD8ld/GLM0QmmYoFr3PDcxfkaV4UzgrNRPNSaUTegIe5ZKGqH2s8WpM3JhlSEJY2VLGrJQf09kNNJ6GgW2M6JmrFe9ufif10tNeO1nXCapQcmWi8JUEBOT+d9kyBUyI6aWUKa4vZWwMVWUGZtOyYbgrb68TtpXVa9Wrd3XKo2bPI4inME5XIIHdWjAHTShBQxG8Ayv8OYI58V5dz6WrQUnnzmFP3A+fwAJZI2k</latexit>

u2

<latexit sha1_base64="0LAF+n1DgVbyAmVaEpZBnKj13Rg=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpIR3UBuWKW3UXIOvEy0kFcjQH5a/+MGZphNIwQbXueW5i/Iwqw5nAWamfakwom9AR9iyVNELtZ4tTZ+TCKkMSxsqWNGSh/p7IaKT1NApsZ0TNWK96c/E/r5ea8NrPuExSg5ItF4WpICYm87/JkCtkRkwtoUxxeythY6ooMzadkg3BW315nbRrVa9erd/XK42bPI4inME5XIIHV9CAO2hCCxiM4Ble4c0Rzovz7nwsWwtOPnMKf+B8/gAK6I2l</latexit>

uD

<latexit sha1_base64="o9ySZb7AHYYyiXl/sNRR2HTtt00=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiHjxWtB/QhrLZTtqlm03Y3Qgl9Cd48aCIV3+RN/+N2zYHbX0w8Hhvhpl5QSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfjm5nffkKleSwfzSRBP6JDyUPOqLHSQ9q/7ZcrbtWdg6wSLycVyNHol796g5ilEUrDBNW667mJ8TOqDGcCp6VeqjGhbEyH2LVU0gi1n81PnZIzqwxIGCtb0pC5+nsio5HWkyiwnRE1I73szcT/vG5qwis/4zJJDUq2WBSmgpiYzP4mA66QGTGxhDLF7a2EjaiizNh0SjYEb/nlVdK6qHq1au2+Vqlf53EU4QRO4Rw8uIQ63EEDmsBgCM/wCm+OcF6cd+dj0Vpw8plj+APn8wcmMI23</latexit>

MADE

<latexit sha1_base64="NLrrYGbtrklfBLUfd9zXITXmCLs=">AAAB9HicbVDLSgMxFL1TX7W+qi7dBIvgqsxIQZf1BW6ECvYB7VAyaaYNTTJjkimUod/hxoUibv0Yd/6NaTsLbT0QOJxzL/fkBDFn2rjut5NbWV1b38hvFra2d3b3ivsHDR0litA6iXikWgHWlDNJ64YZTluxolgEnDaD4fXUb46o0iySj2YcU1/gvmQhI9hYye8IbAZKpPeXN7eTbrHklt0Z0DLxMlKCDLVu8avTi0giqDSEY63bnhsbP8XKMMLppNBJNI0xGeI+bVsqsaDaT2ehJ+jEKj0URso+adBM/b2RYqH1WAR2chpSL3pT8T+vnZjwwk+ZjBNDJZkfChOOTISmDaAeU5QYPrYEE8VsVkQGWGFibE8FW4K3+OVl0jgre5Vy5aFSql5ldeThCI7hFDw4hyrcQQ3qQOAJnuEV3pyR8+K8Ox/z0ZyT7RzCHzifP48ekfc=</latexit>

µ

<latexit sha1_base64="Smxbq1h8jjvK7PjrIr3pfo2xIME=">AAAB+XicbVDLSgMxFL3js9bXqEs3wSK4KjNS0GXRjcsK9gGdoWQyaRuaZIYkUyhD/8SNC0Xc+ifu/Bsz7Sy09UDI4Zx7ycmJUs608bxvZ2Nza3tnt7JX3T84PDp2T047OskUoW2S8ET1IqwpZ5K2DTOc9lJFsYg47UaT+8LvTqnSLJFPZpbSUOCRZENGsLHSwHWDKOGxngl75YHI5gO35tW9BdA68UtSgxKtgfsVxAnJBJWGcKx13/dSE+ZYGUY4nVeDTNMUkwke0b6lEguqw3yRfI4urRKjYaLskQYt1N8bORa6CGcnBTZjveoV4n9ePzPD2zBnMs0MlWT50DDjyCSoqAHFTFFi+MwSTBSzWREZY4WJsWVVbQn+6pfXSee67jfqjcdGrXlX1lGBc7iAK/DhBprwAC1oA4EpPMMrvDm58+K8Ox/L0Q2n3DmDP3A+fwBPoZQb</latexit>

�

<latexit sha1_base64="E4H+cEdpOBMMXKuHB8TAURaZiHE=">AAAB/HicbVBLSwMxGMzWV62vao9egkXwVHaloMeiF48V7AO6S8lms21oHkuSFZal/hUvHhTx6g/x5r8x2+5BWwdChpnvI5MJE0a1cd1vp7KxubW9U92t7e0fHB7Vj0/6WqYKkx6WTKphiDRhVJCeoYaRYaII4iEjg3B2W/iDR6I0leLBZAkJOJoIGlOMjJXG9YYfShbpjNsr9zWdcDQf15tuy10ArhOvJE1Qojuuf/mRxCknwmCGtB55bmKCHClDMSPzmp9qkiA8QxMyslQgTnSQL8LP4blVIhhLZY8wcKH+3sgR10U+O8mRmepVrxD/80apia+DnIokNUTg5UNxyqCRsGgCRlQRbFhmCcKK2qwQT5FC2Ni+arYEb/XL66R/2fLarfZ9u9m5KeuoglNwBi6AB65AB9yBLugBDDLwDF7Bm/PkvDjvzsdytOKUOw3wB87nD5+mlWg=</latexit>

Inverse pass: u = f�1(x)

<latexit sha1_base64="IAbL8+1BNbh2rbwb4KBgwnDbkC4=">AAACHHicbVBNS8NAEN34bf2qevSyWAQ9WBItKIIgetGbgq2FtpbNdqKLm03YnYgl5Id48a948aCIFw+C/8ZNraCtDwYe780wM8+PpTDoup/OyOjY+MTk1HRhZnZufqG4uFQzUaI5VHkkI133mQEpFFRRoIR6rIGFvoQL/+Yo9y9uQRsRqXPsxtAK2ZUSgeAMrdQubjcR7jA9UXkT0JgZs0ezZsjw2g/SJNunwWW66WXrP9JdttEultyy2wMdJl6flEgfp+3ie7MT8SQEhVzaDQ3PjbGVMo2CS8gKzcRAzPgNu4KGpYqFYFpp77mMrlmlQ4NI21JIe+rviZSFxnRD33bmJ5pBLxf/8xoJBrutVKg4QVD8e1GQSIoRzZOiHaGBo+xawrgW9lbKr5lmHG1UBRuCN/jyMKltlb1KuXJWKR0c9uOYIitklawTj+yQA3JMTkmVcHJPHskzeXEenCfn1Xn7bh1x+jPL5A+cjy9FlKIX</latexit>

(Parallelisable)

<latexit sha1_base64="AlnXTzoM+/aVu98W+AJyVEfMq8E=">AAACAHicbVC7SgNBFJ31GeNr1cLCZjAIsQm7EtAyaGMZwTwgWcLs5CYZMvtg5q4Ylm38FRsLRWz9DDv/xkmyhSYeGDicc8/M3OPHUmh0nG9rZXVtfWOzsFXc3tnd27cPDps6ShSHBo9kpNo+0yBFCA0UKKEdK2CBL6Hlj2+mfusBlBZReI+TGLyADUMxEJyhkXr2cRfhEdNynSkmpblGMxM9z3p2yak4M9Bl4uakRHLUe/ZXtx/xJIAQuWRad1wnRi9lCgWXkBW7iYaY8TEbQsfQkAWgvXS2QEbPjNKng0iZEyKdqb8TKQu0ngS+mQwYjvSiNxX/8zoJDq68VIRxghDy+UODRFKM6LQN2hcKOMqJIYwrYf5K+chUwdF0VjQluIsrL5PmRcWtVqp31VLtOq+jQE7IKSkTl1ySGrklddIgnGTkmbySN+vJerHerY/56IqVZ47IH1ifP+yqlp8=</latexit>

u2 =
x2 � t

s

<latexit sha1_base64="rw3YibvtAHn9CSrw5dflJsv3KnM=">AAACJHicbVDLSsNAFJ3UV62vqEs3g0VwY0lKQUGEohuXFewD2hAm00k7dDIJMxOxhHyMG3/FjQsfuHDjtzhpU9HWAwNnzrmXe+/xIkalsqxPo7C0vLK6VlwvbWxube+Yu3stGcYCkyYOWSg6HpKEUU6aiipGOpEgKPAYaXujq8xv3xEhachv1TgiToAGnPoUI6Ul1zzvBUgNPT+JU7cKL2DPFwgnM/E+E0/g7KvS9MeSaeqaZatiTQAXiZ2TMsjRcM23Xj/EcUC4wgxJ2bWtSDkJEopiRtJSL5YkQniEBqSrKUcBkU4yOTKFR1rpQz8U+nEFJ+rvjgQFUo4DT1dmK8p5LxP/87qx8s+chPIoVoTj6SA/ZlCFMEsM9qkgWLGxJggLqneFeIh0TErnWtIh2PMnL5JWtWLXKrWbWrl+mcdRBAfgEBwDG5yCOrgGDdAEGDyAJ/ACXo1H49l4Nz6mpQUj79kHf2B8fQNIyKXg</latexit>

u1 =
x1 � µ

�

<latexit sha1_base64="h441JAC6iFEXUFm0EMYSxz94N3U="></latexit>

s

<latexit sha1_base64="T1GE1PJtrXQowpMRG0wWBwNFNyc=">AAAB8XicbVDLSsNAFL3xWeur6tLNYBFclUQKuiy6cVnBPrANZTK9aYdOJmFmIpTQv3DjQhG3/o07/8ZJm4W2Hhg4nHMvc+4JEsG1cd1vZ219Y3Nru7RT3t3bPzisHB23dZwqhi0Wi1h1A6pRcIktw43AbqKQRoHATjC5zf3OEyrNY/lgpgn6ER1JHnJGjZUe+xE14yDM9GxQqbo1dw6ySryCVKFAc1D56g9jlkYoDRNU657nJsbPqDKcCZyV+6nGhLIJHWHPUkkj1H42Tzwj51YZkjBW9klD5urvjYxGWk+jwE7mCfWyl4v/eb3UhNd+xmWSGpRs8VGYCmJikp9PhlwhM2JqCWWK26yEjamizNiSyrYEb/nkVdK+rHn1Wv2+Xm3cFHWU4BTO4AI8uIIG3EETWsBAwjO8wpujnRfn3flYjK45xc4J/IHz+QP35pEe</latexit>

t

<latexit sha1_base64="0fMMcDD1eXOKnLMZ3FW4uG3epzA=">AAAB8XicbVDLSsNAFL3xWeur6tLNYBFclUQKuiy6cVnBPrANZTKdtEMnkzBzI5TQv3DjQhG3/o07/8ZJm4W2Hhg4nHMvc+4JEikMuu63s7a+sbm1Xdop7+7tHxxWjo7bJk414y0Wy1h3A2q4FIq3UKDk3URzGgWSd4LJbe53nrg2IlYPOE24H9GREqFgFK302I8ojoMww9mgUnVr7hxklXgFqUKB5qDy1R/GLI24QiapMT3PTdDPqEbBJJ+V+6nhCWUTOuI9SxWNuPGzeeIZObfKkISxtk8hmau/NzIaGTONAjuZJzTLXi7+5/VSDK/9TKgkRa7Y4qMwlQRjkp9PhkJzhnJqCWVa2KyEjammDG1JZVuCt3zyKmlf1rx6rX5frzZuijpKcApncAEeXEED7qAJLWCg4Ble4c0xzovz7nwsRtecYucE/sD5/AH5a5Ef</latexit>

NNt

<latexit sha1_base64="X0evnAczmQBG8s/AfP0MSgQ3wxc=">AAAB/XicbVDLSsNAFJ3UV62v+Ni5CRbBVUmkoMuiG1elgn1AE8JkOmmHTiZh5kasIfgrblwo4tb/cOffOGm70NYDA4dz7uWeOUHCmQLb/jZKK6tr6xvlzcrW9s7unrl/0FFxKgltk5jHshdgRTkTtA0MOO0lkuIo4LQbjK8Lv3tPpWKxuINJQr0IDwULGcGgJd88coE+QNZs5r4bYRgFYQa5b1btmj2FtUycOamiOVq++eUOYpJGVADhWKm+YyfgZVgCI5zmFTdVNMFkjIe0r6nAEVVeNk2fW6daGVhhLPUTYE3V3xsZjpSaRIGeLBKqRa8Q//P6KYSXXsZEkgIVZHYoTLkFsVVUYQ2YpAT4RBNMJNNZLTLCEhPQhVV0Cc7il5dJ57zm1Gv123q1cTWvo4yO0Qk6Qw66QA10g1qojQh6RM/oFb0ZT8aL8W58zEZLxnznEP2B8fkDTfKVyA==</latexit>

NNs

<latexit sha1_base64="2/4XdMcHRAvZ7t2Pgwcx0fit6vM=">AAAB/XicbVDLSsNAFJ3UV62v+Ni5CRbBVUmkoMuiG1elgn1AE8JkOmmHTiZh5kasIfgrblwo4tb/cOffOGm70NYDA4dz7uWeOUHCmQLb/jZKK6tr6xvlzcrW9s7unrl/0FFxKgltk5jHshdgRTkTtA0MOO0lkuIo4LQbjK8Lv3tPpWKxuINJQr0IDwULGcGgJd88coE+QNZs5r4bYRgFYaZy36zaNXsKa5k4c1JFc7R888sdxCSNqADCsVJ9x07Ay7AERjjNK26qaILJGA9pX1OBI6q8bJo+t061MrDCWOonwJqqvzcyHCk1iQI9WSRUi14h/uf1UwgvvYyJJAUqyOxQmHILYquowhowSQnwiSaYSKazWmSEJSagC6voEpzFLy+TznnNqdfqt/Vq42peRxkdoxN0hhx0gRroBrVQGxH0iJ7RK3oznowX4934mI2WjPnOIfoD4/MHTG2Vxw==</latexit>

xd

<latexit sha1_base64="+KORnfaSO+rHq5j1FUyIAUrmDuE=">AAAB63icbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2A9oQ9lsNu3S3U3Y3Ygl9C948aCIV/+QN/+NmzYHbX0w8Hhvhpl5QcKZNq777ZQ2Nre2d8q7lb39g8Oj6vFJV8epIrRDYh6rfoA15UzSjmGG036iKBYBp71gepv7vUeqNIvlg5kl1Bd4LFnECDa59DQK0ahac+vuAmideAWpQYH2qPo1DGOSCioN4Vjrgecmxs+wMoxwOq8MU00TTKZ4TAeWSiyo9rPFrXN0YZUQRbGyJQ1aqL8nMiy0nonAdgpsJnrVy8X/vEFqoms/YzJJDZVkuShKOTIxyh9HIVOUGD6zBBPF7K2ITLDCxNh4KjYEb/XlddK9qnuNeuO+UWvdFHGU4QzO4RI8aEIL7qANHSAwgWd4hTdHOC/Ou/OxbC05xcwp/IHz+QOx5Y4E</latexit>

xd+1

<latexit sha1_base64="uNZywXFw9jnREkvKi62elb/BhzA=">AAAB73icbVBNS8NAEJ34WetX1aOXxSIIQkmkoMeiF48V7Ae0oWw223bpZhN3J2IJ/RNePCji1b/jzX/jts1BWx8MPN6bYWZekEhh0HW/nZXVtfWNzcJWcXtnd2+/dHDYNHGqGW+wWMa6HVDDpVC8gQIlbyea0yiQvBWMbqZ+65FrI2J1j+OE+xEdKNEXjKKV2k+9LDz3JqRXKrsVdwayTLyclCFHvVf66oYxSyOukElqTMdzE/QzqlEwySfFbmp4QtmIDnjHUkUjbvxsdu+EnFolJP1Y21JIZurviYxGxoyjwHZGFIdm0ZuK/3mdFPtXfiZUkiJXbL6on0qCMZk+T0KhOUM5toQyLeythA2ppgxtREUbgrf48jJpXlS8aqV6Vy3XrvM4CnAMJ3AGHlxCDW6hDg1gIOEZXuHNeXBenHfnY9664uQzR/AHzucPUWWPgA==</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

ud

<latexit sha1_base64="i35mg9m7d7EzfpyHDD72isqfQko=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGi/YA2lM1m0y7dbMLuRCihP8GLB0W8+ou8+W/ctjlo64OBx3szzMwLUikMuu63s7a+sbm1Xdop7+7tHxxWjo7bJsk04y2WyER3A2q4FIq3UKDk3VRzGgeSd4Lx7czvPHFtRKIecZJyP6ZDJSLBKFrpIRuEg0rVrblzkFXiFaQKBZqDylc/TFgWc4VMUmN6npuin1ONgkk+Lfczw1PKxnTIe5YqGnPj5/NTp+TcKiGJEm1LIZmrvydyGhsziQPbGVMcmWVvJv7n9TKMrv1cqDRDrthiUZRJggmZ/U1CoTlDObGEMi3srYSNqKYMbTplG4K3/PIqaV/WvHqtfl+vNm6KOEpwCmdwAR5cQQPuoAktYDCEZ3iFN0c6L86787FoXXOKmRP4A+fzB1awjdc=</latexit>

ud+1

<latexit sha1_base64="ggvn/wjm8+qFpe9HOSBiMecBNgQ=">AAAB7nicbVBNS8NAEJ34WetX1aOXxSIIQkmkoMeiF48V7Ae0oWw2k3bpZhN2N0IJ/RFePCji1d/jzX/jts1BWx8MPN6bYWZekAqujet+O2vrG5tb26Wd8u7e/sFh5ei4rZNMMWyxRCSqG1CNgktsGW4EdlOFNA4EdoLx3czvPKHSPJGPZpKiH9Oh5BFn1Fipkw3y8NKbDipVt+bOQVaJV5AqFGgOKl/9MGFZjNIwQbXueW5q/Jwqw5nAabmfaUwpG9Mh9iyVNEbt5/Nzp+TcKiGJEmVLGjJXf0/kNNZ6Ege2M6ZmpJe9mfif18tMdOPnXKaZQckWi6JMEJOQ2e8k5AqZERNLKFPc3krYiCrKjE2obEPwll9eJe2rmlev1R/q1cZtEUcJTuEMLsCDa2jAPTShBQzG8Ayv8Oakzovz7nwsWtecYuYE/sD5/AH0uY9T</latexit>

...

<latexit sha1_base64="7u6drq7vCc7xCFgrnEvAYqm77d4=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48V7Ae0oWw223btJht2J4US+h+8eFDEq//Hm//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSMirVjDeZkkp3Amq4FDFvokDJO4nmNAokbwfju7nfnnBthIofcZpwP6LDWAwEo2ilVm8SKjT9csWtuguQdeLlpAI5Gv3yVy9ULI14jExSY7qem6CfUY2CST4r9VLDE8rGdMi7lsY04sbPFtfOyIVVQjJQ2laMZKH+nshoZMw0CmxnRHFkVr25+J/XTXFw42ciTlLkMVsuGqSSoCLz10koNGcop5ZQpoW9lbAR1ZShDahkQ/BWX14nrauqV6vWHmqV+m0eRxHO4BwuwYNrqMM9NKAJDJ7gGV7hzVHOi/PufCxbC04+cwp/4Hz+AM21j0k=</latexit>

(b) Parallelisable inverse pass.

Figure 6.1: The forward pass and the inverse pass of a hybrid autoregressive transformation.

6.2 Hybrid autoregressive flow

6.2.1 Extending the coupling layer

We combine the transformations from Equation (6.1) and Equation (6.2) into a modified coupling
layer that defines the following forward transformation:

x1:d = µMADE + u1:d � expαMADE

xd+1:D = t(x1:d) + ud+1:D � exp(s(x1:d)),
(6.3)

where µMADE := µ(x1:d) and αMADE := α(x1:d) are the mean vector and the log-standard deviation
vector from a Gaussian MADE and have to be computed sequentially, and t(·) and s(·) as denote the
shifting and scaling networks of the coupling layer. These networks have previously been denoted by
µ and α, but we change the notation here to avoid ambiguity with the MADE vectors.

Note that the forward pass in Equation (6.3) is partly sequential, as the first d elements have to be
sampled sequentially using a MADE. Only when all elements x1, ..., xd have been sampled, can the
scaling and shifting vectors be computed for the rest of the vector. We are rather interested in the
inverse transformation from x to u. This transformation is fully parallelisable, and defined by

u1:d = (x1:d − µMADE)� exp(−αMADE)

ud+1:D = (xd+1:D − t(x1:d))� exp (−s(x1:d)).
(6.4)

When going in this direction, we have the vector x at hand, and can readily compute µMADE and
αMADE using a single forward pass through the Gaussian MADE, and the same applies to the scaling
and shifting of xd+1:D. The final thing we need in order to use this transformation in a flow for
density estimation, is a tractable Jacobian with an easy-to-compute determinant to use the change of
variables formula:

log px(x) = log pu(u)− log det

∣∣∣∣∣
∂x

∂u

∣∣∣∣∣

The transformation defined in Equation (6.3) has a lower-triangular Jacobian with log-determinant
given by

log det
∂x

∂u
=

d∑

i=1

(αMADE)i +
∑

j

s(x1:d)j (6.5)

where j runs over the D − d elements transformed by the Real NVP style affine transformation. A
visualisation of the Jacobian of HAF compared to the Jacobian of the Real NVP is shown in Figure
6.2. This figure is aimed at helping to understand what the differences between the proposed flow
and the Real NVP are. One HAF layer is theoretically equivalent to chaining a coupling layer and
a MAF layer that is only applied to half of the inputs. However, the HAF layer is faster because
the computation of the output when going the inverse direction can be done in parallel, motivating
collecting both transformations in one layer.
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0

<latexit sha1_base64="l45e92J9tG9wSgNh4CMyy0P9uwU=">AAAB8XicbVDLSsNAFL3xWeur6tLNYBFclUQKuiy6cVnBPrANZTKdtEMnkzBzI5TQv3DjQhG3/o07/8ZJm4W2Hhg4nHMvc+4JEikMuu63s7a+sbm1Xdop7+7tHxxWjo7bJk414y0Wy1h3A2q4FIq3UKDk3URzGgWSd4LJbe53nrg2IlYPOE24H9GREqFgFK302I8ojoMwc2eDStWtuXOQVeIVpAoFmoPKV38YszTiCpmkxvQ8N0E/oxoFk3xW7qeGJ5RN6Ij3LFU04sbP5oln5NwqQxLG2j6FZK7+3shoZMw0CuxkntAse7n4n9dLMbz2M6GSFLlii4/CVBKMSX4+GQrNGcqpJZRpYbMSNqaaMrQllW0J3vLJq6R9WfPqtfp9vdq4KeoowSmcwQV4cAUNuIMmtICBgmd4hTfHOC/Ou/OxGF1zip0T+APn8weSF5Db</latexit>

1

<latexit sha1_base64="RSOBfsC0h9n0lPM3VbiR0pceZig=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48t2A9oQ9lsJ+3azSbsboQS+gu8eFDEqz/Jm//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ3dzvPKHSPJYPZpqgH9GR5CFn1Fip6Q3KFbfqLkDWiZeTCuRoDMpf/WHM0gilYYJq3fPcxPgZVYYzgbNSP9WYUDahI+xZKmmE2s8Wh87IhVWGJIyVLWnIQv09kdFI62kU2M6ImrFe9ebif14vNeGNn3GZpAYlWy4KU0FMTOZfkyFXyIyYWkKZ4vZWwsZUUWZsNiUbgrf68jppX1W9WrXWrFXqt3kcRTiDc7gED66hDvfQgBYwQHiGV3hzHp0X5935WLYWnHzmFP7A+fwBfOOMvA==</latexit>

1

<latexit sha1_base64="RSOBfsC0h9n0lPM3VbiR0pceZig=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48t2A9oQ9lsJ+3azSbsboQS+gu8eFDEqz/Jm//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ3dzvPKHSPJYPZpqgH9GR5CFn1Fip6Q3KFbfqLkDWiZeTCuRoDMpf/WHM0gilYYJq3fPcxPgZVYYzgbNSP9WYUDahI+xZKmmE2s8Wh87IhVWGJIyVLWnIQv09kdFI62kU2M6ImrFe9ebif14vNeGNn3GZpAYlWy4KU0FMTOZfkyFXyIyYWkKZ4vZWwsZUUWZsNiUbgrf68jppX1W9WrXWrFXqt3kcRTiDc7gED66hDvfQgBYwQHiGV3hzHp0X5935WLYWnHzmFP7A+fwBfOOMvA==</latexit>

...

<latexit sha1_base64="3VhexkutlQvNYFYUSSllkS+1kME=">AAAB7XicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGC/YA2lM1m067dZMPuRCih/8GLB0W8+n+8+W/ctjlo64OBx3szzMwLUikMuu63s7a+sbm1Xdop7+7tHxxWjo7bRmWa8RZTUuluQA2XIuEtFCh5N9WcxoHknWB8O/M7T1wboZIHnKTcj+kwEZFgFK3U7oehQjOoVN2aOwdZJV5BqlCgOah89UPFspgnyCQ1pue5Kfo51SiY5NNyPzM8pWxMh7xnaUJjbvx8fu2UnFslJJHSthIkc/X3RE5jYyZxYDtjiiOz7M3E/7xehtG1n4skzZAnbLEoyiRBRWavk1BozlBOLKFMC3srYSOqKUMbUNmG4C2/vEralzWvXqvf16uNmyKOEpzCGVyAB1fQgDtoQgsYPMIzvMKbo5wX5935WLSuOcXMCfyB8/kDsiWPNw==</latexit>

1

<latexit sha1_base64="RSOBfsC0h9n0lPM3VbiR0pceZig=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoMeiF48t2A9oQ9lsJ+3azSbsboQS+gu8eFDEqz/Jm//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ3dzvPKHSPJYPZpqgH9GR5CFn1Fip6Q3KFbfqLkDWiZeTCuRoDMpf/WHM0gilYYJq3fPcxPgZVYYzgbNSP9WYUDahI+xZKmmE2s8Wh87IhVWGJIyVLWnIQv09kdFI62kU2M6ImrFe9ebif14vNeGNn3GZpAYlWy4KU0FMTOZfkyFXyIyYWkKZ4vZWwsZUUWZsNiUbgrf68jppX1W9WrXWrFXqt3kcRTiDc7gED66hDvfQgBYwQHiGV3hzHp0X5935WLYWnHzmFP7A+fwBfOOMvA==</latexit>

s1

<latexit sha1_base64="CxJJ8Z1ttOwAN40TmM/nXkThcMs=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2bgDcoVt+ouQNaJl5MK5GgOyl/9YczSiCtkkhrT89wE/YxqFEzyWamfGp5QNqEj3rNU0YgbP1ucOiMXVhmSMNa2FJKF+nsio5Ex0yiwnRHFsVn15uJ/Xi/F8NrPhEpS5IotF4WpJBiT+d9kKDRnKKeWUKaFvZWwMdWUoU2nZEPwVl9eJ+2rqler1u5rlcZNHkcRzuAcLsGDOjTgDprQAgYjeIZXeHOk8+K8Ox/L1oKTz5zCHzifPwZYjaI=</latexit>

sn

<latexit sha1_base64="D+a00ghtGnNC6PFj4/xt8vr2e2A=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2agBuWKW3UXIOvEy0kFcjQH5a/+MGZpxBUySY3peW6CfkY1Cib5rNRPDU8om9AR71mqaMSNny1OnZELqwxJGGtbCslC/T2R0ciYaRTYzoji2Kx6c/E/r5dieO1nQiUpcsWWi8JUEozJ/G8yFJozlFNLKNPC3krYmGrK0KZTsiF4qy+vk/ZV1atVa/e1SuMmj6MIZ3AOl+BBHRpwB01oAYMRPMMrvDnSeXHenY9la8HJZ07hD5zPH2LMjd8=</latexit>

...

<latexit sha1_base64="3VhexkutlQvNYFYUSSllkS+1kME=">AAAB7XicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGC/YA2lM1m067dZMPuRCih/8GLB0W8+n+8+W/ctjlo64OBx3szzMwLUikMuu63s7a+sbm1Xdop7+7tHxxWjo7bRmWa8RZTUuluQA2XIuEtFCh5N9WcxoHknWB8O/M7T1wboZIHnKTcj+kwEZFgFK3U7oehQjOoVN2aOwdZJV5BqlCgOah89UPFspgnyCQ1pue5Kfo51SiY5NNyPzM8pWxMh7xnaUJjbvx8fu2UnFslJJHSthIkc/X3RE5jYyZxYDtjiiOz7M3E/7xehtG1n4skzZAnbLEoyiRBRWavk1BozlBOLKFMC3srYSOqKUMbUNmG4C2/vEralzWvXqvf16uNmyKOEpzCGVyAB1fQgDtoQgsYPMIzvMKbo5wX5935WLSuOcXMCfyB8/kDsiWPNw==</latexit>

s2

<latexit sha1_base64="LIw4SKl1hK7yD+oExWJYHfekmR4=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2ZQG5QrbtVdgKwTLycVyNEclL/6w5ilEVfIJDWm57kJ+hnVKJjks1I/NTyhbEJHvGepohE3frY4dUYurDIkYaxtKSQL9fdERiNjplFgOyOKY7PqzcX/vF6K4bWfCZWkyBVbLgpTSTAm87/JUGjOUE4toUwLeythY6opQ5tOyYbgrb68Ttq1qlev1u/rlcZNHkcRzuAcLsGDK2jAHTShBQxG8Ayv8OZI58V5dz6WrQUnnzmFP3A+fwAH3I2j</latexit>

@ud+1:D

@x1:d

<latexit sha1_base64="5JUrrEgAl5g47QmyOIEAorKIt48=">AAACJnicbVDLSsNAFJ3UV62vqEs3g0UQhJJIQSkIRV24rGAf0IQymUzaoZNJmJmIJeRr3PgrblxURNz5KU7aLLT1wMDhnHvv3Hu8mFGpLOvLKK2srq1vlDcrW9s7u3vm/kFHRonApI0jFomehyRhlJO2ooqRXiwICj1Gut74Jve7j0RIGvEHNYmJG6IhpwHFSGlpYF45gUA4dWIkFEUMOiFSIy9Ik2yQ+md24zbLls0nbdoNP8sGZtWqWTPAZWIXpAoKtAbm1PEjnISEK8yQlH3bipWb5vMxI1nFSSSJER6jIelrylFIpJvOzszgiVZ8GERCP67gTP3dkaJQykno6cp8Ubno5eJ/Xj9RwaWbUh4ninA8/yhIGFQRzDODPhUEKzbRBGFB9a4Qj5DOTelkKzoEe/HkZdI5r9n1Wv2+Xm1eF3GUwRE4BqfABhegCe5AC7QBBs/gFUzBu/FivBkfxue8tGQUPYfgD4zvH3iHpwI=</latexit>

}

<latexit sha1_base64="ofwRUq2Degds7AbCguxwxUdxSCE=">AAAB6XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx6r2A9oQ9lsJ+3SzSbsboQS+g+8eFDEq//Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpoT8blCtu1V2ArBMvJxXI0RyUv/rDmKURSsME1brnuYnxM6oMZwJnpX6qMaFsQkfYs1TSCLWfLS6dkQurDEkYK1vSkIX6eyKjkdbTKLCdETVjverNxf+8XmrCaz/jMkkNSrZcFKaCmJjM3yZDrpAZMbWEMsXtrYSNqaLM2HBKNgRv9eV10r6qerVq7b5WadzkcRThDM7hEjyoQwPuoAktYBDCM7zCmzNxXpx352PZWnDymVP4A+fzB6DSjW4=</latexit>

}

<latexit sha1_base64="ofwRUq2Degds7AbCguxwxUdxSCE=">AAAB6XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx6r2A9oQ9lsJ+3SzSbsboQS+g+8eFDEq//Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpoT8blCtu1V2ArBMvJxXI0RyUv/rDmKURSsME1brnuYnxM6oMZwJnpX6qMaFsQkfYs1TSCLWfLS6dkQurDEkYK1vSkIX6eyKjkdbTKLCdETVjverNxf+8XmrCaz/jMkkNSrZcFKaCmJjM3yZDrpAZMbWEMsXtrYSNqaLM2HBKNgRv9eV10r6qerVq7b5WadzkcRThDM7hEjyoQwPuoAktYBDCM7zCmzNxXpx352PZWnDymVP4A+fzB6DSjW4=</latexit>

0

<latexit sha1_base64="l45e92J9tG9wSgNh4CMyy0P9uwU=">AAAB8XicbVDLSsNAFL3xWeur6tLNYBFclUQKuiy6cVnBPrANZTKdtEMnkzBzI5TQv3DjQhG3/o07/8ZJm4W2Hhg4nHMvc+4JEikMuu63s7a+sbm1Xdop7+7tHxxWjo7bJk414y0Wy1h3A2q4FIq3UKDk3URzGgWSd4LJbe53nrg2IlYPOE24H9GREqFgFK302I8ojoMwc2eDStWtuXOQVeIVpAoFmoPKV38YszTiCpmkxvQ8N0E/oxoFk3xW7qeGJ5RN6Ij3LFU04sbP5oln5NwqQxLG2j6FZK7+3shoZMw0CuxkntAse7n4n9dLMbz2M6GSFLlii4/CVBKMSX4+GQrNGcqpJZRpYbMSNqaaMrQllW0J3vLJq6R9WfPqtfp9vdq4KeoowSmcwQV4cAUNuIMmtICBgmd4hTfHOC/Ou/OxGF1zip0T+APn8weSF5Db</latexit>

...

<latexit sha1_base64="3VhexkutlQvNYFYUSSllkS+1kME=">AAAB7XicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGC/YA2lM1m067dZMPuRCih/8GLB0W8+n+8+W/ctjlo64OBx3szzMwLUikMuu63s7a+sbm1Xdop7+7tHxxWjo7bRmWa8RZTUuluQA2XIuEtFCh5N9WcxoHknWB8O/M7T1wboZIHnKTcj+kwEZFgFK3U7oehQjOoVN2aOwdZJV5BqlCgOah89UPFspgnyCQ1pue5Kfo51SiY5NNyPzM8pWxMh7xnaUJjbvx8fu2UnFslJJHSthIkc/X3RE5jYyZxYDtjiiOz7M3E/7xehtG1n4skzZAnbLEoyiRBRWavk1BozlBOLKFMC3srYSOqKUMbUNmG4C2/vEralzWvXqvf16uNmyKOEpzCGVyAB1fQgDtoQgsYPMIzvMKbo5wX5935WLSuOcXMCfyB8/kDsiWPNw==</latexit>

0

<latexit sha1_base64="l45e92J9tG9wSgNh4CMyy0P9uwU=">AAAB8XicbVDLSsNAFL3xWeur6tLNYBFclUQKuiy6cVnBPrANZTKdtEMnkzBzI5TQv3DjQhG3/o07/8ZJm4W2Hhg4nHMvc+4JEikMuu63s7a+sbm1Xdop7+7tHxxWjo7bJk414y0Wy1h3A2q4FIq3UKDk3URzGgWSd4LJbe53nrg2IlYPOE24H9GREqFgFK302I8ojoMwc2eDStWtuXOQVeIVpAoFmoPKV38YszTiCpmkxvQ8N0E/oxoFk3xW7qeGJ5RN6Ij3LFU04sbP5oln5NwqQxLG2j6FZK7+3shoZMw0CuxkntAse7n4n9dLMbz2M6GSFLlii4/CVBKMSX4+GQrNGcqpJZRpYbMSNqaaMrQllW0J3vLJq6R9WfPqtfp9vdq4KeoowSmcwQV4cAUNuIMmtICBgmd4hTfHOC/Ou/OxGF1zip0T+APn8weSF5Db</latexit>

s1

<latexit sha1_base64="CxJJ8Z1ttOwAN40TmM/nXkThcMs=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2bgDcoVt+ouQNaJl5MK5GgOyl/9YczSiCtkkhrT89wE/YxqFEzyWamfGp5QNqEj3rNU0YgbP1ucOiMXVhmSMNa2FJKF+nsio5Ex0yiwnRHFsVn15uJ/Xi/F8NrPhEpS5IotF4WpJBiT+d9kKDRnKKeWUKaFvZWwMdWUoU2nZEPwVl9eJ+2rqler1u5rlcZNHkcRzuAcLsGDOjTgDprQAgYjeIZXeHOk8+K8Ox/L1oKTz5zCHzifPwZYjaI=</latexit>

sn

<latexit sha1_base64="D+a00ghtGnNC6PFj4/xt8vr2e2A=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2agBuWKW3UXIOvEy0kFcjQH5a/+MGZpxBUySY3peW6CfkY1Cib5rNRPDU8om9AR71mqaMSNny1OnZELqwxJGGtbCslC/T2R0ciYaRTYzoji2Kx6c/E/r5dieO1nQiUpcsWWi8JUEozJ/G8yFJozlFNLKNPC3krYmGrK0KZTsiF4qy+vk/ZV1atVa/e1SuMmj6MIZ3AOl+BBHRpwB01oAYMRPMMrvDnSeXHenY9la8HJZ07hD5zPH2LMjd8=</latexit>

...

<latexit sha1_base64="3VhexkutlQvNYFYUSSllkS+1kME=">AAAB7XicbVBNS8NAEJ34WetX1aOXxSJ4KokU9Fj04rGC/YA2lM1m067dZMPuRCih/8GLB0W8+n+8+W/ctjlo64OBx3szzMwLUikMuu63s7a+sbm1Xdop7+7tHxxWjo7bRmWa8RZTUuluQA2XIuEtFCh5N9WcxoHknWB8O/M7T1wboZIHnKTcj+kwEZFgFK3U7oehQjOoVN2aOwdZJV5BqlCgOah89UPFspgnyCQ1pue5Kfo51SiY5NNyPzM8pWxMh7xnaUJjbvx8fu2UnFslJJHSthIkc/X3RE5jYyZxYDtjiiOz7M3E/7xehtG1n4skzZAnbLEoyiRBRWavk1BozlBOLKFMC3srYSOqKUMbUNmG4C2/vEralzWvXqvf16uNmyKOEpzCGVyAB1fQgDtoQgsYPMIzvMKbo5wX5935WLSuOcXMCfyB8/kDsiWPNw==</latexit>

s2

<latexit sha1_base64="LIw4SKl1hK7yD+oExWJYHfekmR4=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lKQY9FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2ZQG5QrbtVdgKwTLycVyNEclL/6w5ilEVfIJDWm57kJ+hnVKJjks1I/NTyhbEJHvGepohE3frY4dUYurDIkYaxtKSQL9fdERiNjplFgOyOKY7PqzcX/vF6K4bWfCZWkyBVbLgpTSTAm87/JUGjOUE4toUwLeythY6opQ5tOyYbgrb68Ttq1qlev1u/rlcZNHkcRzuAcLsGDK2jAHTShBQxG8Ayv8OZI58V5dz6WrQUnnzmFP3A+fwAH3I2j</latexit>

@ud+1:D

@x1:d

<latexit sha1_base64="5JUrrEgAl5g47QmyOIEAorKIt48=">AAACJnicbVDLSsNAFJ3UV62vqEs3g0UQhJJIQSkIRV24rGAf0IQymUzaoZNJmJmIJeRr3PgrblxURNz5KU7aLLT1wMDhnHvv3Hu8mFGpLOvLKK2srq1vlDcrW9s7u3vm/kFHRonApI0jFomehyRhlJO2ooqRXiwICj1Gut74Jve7j0RIGvEHNYmJG6IhpwHFSGlpYF45gUA4dWIkFEUMOiFSIy9Ik2yQ+md24zbLls0nbdoNP8sGZtWqWTPAZWIXpAoKtAbm1PEjnISEK8yQlH3bipWb5vMxI1nFSSSJER6jIelrylFIpJvOzszgiVZ8GERCP67gTP3dkaJQykno6cp8Ubno5eJ/Xj9RwaWbUh4ninA8/yhIGFQRzDODPhUEKzbRBGFB9a4Qj5DOTelkKzoEe/HkZdI5r9n1Wv2+Xm1eF3GUwRE4BqfABhegCe5AC7QBBs/gFUzBu/FivBkfxue8tGQUPYfgD4zvH3iHpwI=</latexit>

}

<latexit sha1_base64="ofwRUq2Degds7AbCguxwxUdxSCE=">AAAB6XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx6r2A9oQ9lsJ+3SzSbsboQS+g+8eFDEq//Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpoT8blCtu1V2ArBMvJxXI0RyUv/rDmKURSsME1brnuYnxM6oMZwJnpX6qMaFsQkfYs1TSCLWfLS6dkQurDEkYK1vSkIX6eyKjkdbTKLCdETVjverNxf+8XmrCaz/jMkkNSrZcFKaCmJjM3yZDrpAZMbWEMsXtrYSNqaLM2HBKNgRv9eV10r6qerVq7b5WadzkcRThDM7hEjyoQwPuoAktYBDCM7zCmzNxXpx352PZWnDymVP4A+fzB6DSjW4=</latexit>

}

<latexit sha1_base64="ofwRUq2Degds7AbCguxwxUdxSCE=">AAAB6XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkUI9FLx6r2A9oQ9lsJ+3SzSbsboQS+g+8eFDEq//Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ7dzvPKHSPJaPZpqgH9GR5CFn1FjpoT8blCtu1V2ArBMvJxXI0RyUv/rDmKURSsME1brnuYnxM6oMZwJnpX6qMaFsQkfYs1TSCLWfLS6dkQurDEkYK1vSkIX6eyKjkdbTKLCdETVjverNxf+8XmrCaz/jMkkNSrZcFKaCmJjM3yZDrpAZMbWEMsXtrYSNqaLM2HBKNgRv9eV10r6qerVq7b5WadzkcRThDM7hEjyoQwPuoAktYBDCM7zCmzNxXpx352PZWnDymVP4A+fzB6DSjW4=</latexit>

A�ne transformation

<latexit sha1_base64="hU25QT2NMD/lUu3xwvcjeDBjRkc=">AAACBXicbVA9SwNBEJ3zM8avqKUWi0GwCncS0DKihWUE8wFJCHubvWTJ3t6xOyeGI42Nf8XGQhFb/4Od/8ZNcoUmPlh4vDezM/P8WAqDrvvtLC2vrK6t5zbym1vbO7uFvf26iRLNeI1FMtJNnxouheI1FCh5M9achr7kDX94NfEb91wbEak7HMW8E9K+EoFgFK3ULRy1kT9gehkE9gOCmioTRDqcuuNuoeiW3CnIIvEyUoQM1W7hq92LWBJyhUxSY1qeG2MnpRoFk3ycbyeGx5QNaZ+3LFU05KaTTq8YkxOr9Iidbp9CMlV/d6Q0NGYU+rbS7jcw895E/M9rJRhcdFKh4gS5YrNBQSIJRmQSCekJzRnKkSWUaWF3JWxANWVog8vbELz5kxdJ/azklUvl23Kxcp3FkYNDOIZT8OAcKnADVagBg0d4hld4c56cF+fd+ZiVLjlZzwH8gfP5A5ArmUU=</latexit>

A�ne transformation

<latexit sha1_base64="hU25QT2NMD/lUu3xwvcjeDBjRkc=">AAACBXicbVA9SwNBEJ3zM8avqKUWi0GwCncS0DKihWUE8wFJCHubvWTJ3t6xOyeGI42Nf8XGQhFb/4Od/8ZNcoUmPlh4vDezM/P8WAqDrvvtLC2vrK6t5zbym1vbO7uFvf26iRLNeI1FMtJNnxouheI1FCh5M9achr7kDX94NfEb91wbEak7HMW8E9K+EoFgFK3ULRy1kT9gehkE9gOCmioTRDqcuuNuoeiW3CnIIvEyUoQM1W7hq92LWBJyhUxSY1qeG2MnpRoFk3ycbyeGx5QNaZ+3LFU05KaTTq8YkxOr9Iidbp9CMlV/d6Q0NGYU+rbS7jcw895E/M9rJRhcdFKh4gS5YrNBQSIJRmQSCekJzRnKkSWUaWF3JWxANWVog8vbELz5kxdJ/azklUvl23Kxcp3FkYNDOIZT8OAcKnADVagBg0d4hld4c56cF+fd+ZiVLjlZzwH8gfP5A5ArmUU=</latexit>

No transformation

<latexit sha1_base64="ifK8CeoMaTj2IL18FxdK6VXv+nw=">AAACAXicbVBNS8NAEN34WetX1IvgJVgETyWRgh4LevAkFewHtKFsttN26WYTdidiCfXiX/HiQRGv/gtv/hu3aQ7a+mDg8d4MM/OCWHCNrvttLS2vrK6tFzaKm1vbO7v23n5DR4liUGeRiFQroBoEl1BHjgJasQIaBgKawehy6jfvQWkeyTscx+CHdCB5nzOKRurahx2EB0xvIgcVlbofqTBzJl275JbdDM4i8XJSIjlqXfur04tYEoJEJqjWbc+N0U+pQs4ETIqdRENM2YgOoG2opCFoP80+mDgnRuk5ZrspiU6m/p5Iaaj1OAxMp7lvqOe9qfif106wf+GnXMYJgmSzRf1EOGgeNnE4Pa6AoRgbQpni5laHDamiDE1oRROCN//yImmclb1KuXJbKVWv8jgK5Igck1PikXNSJdekRuqEkUfyTF7Jm/VkvVjv1sesdcnKZw7IH1ifP3rNl5E=</latexit>

(MADE)
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(Coupling layer)
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Real NVP:
@x

@u
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HAF:
@x

@u
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Figure 6.2: Left: The Jacobian of the original coupling layer in the Real NVP. Right: The Jacobian
of the modified coupling layer in the HAF.

6.2.2 Discussion and properties

One of the advantages of the coupling layer in Real NVP is that the forward pass and the inverse pass
come with the same computational cost. That convenience is thrown overboard here when introducing
a sequential transformation of half of the elements in the forward pass. However, when using the Real
NVP for general purpose density estimation, the cost of the forward pass is not a primary concern, as
generating samples is not the application that the model is intended for. Trading off efficient sampling
for a more flexible transformation is acceptable, as long as the density evaluation remains efficient.
The same kind of trade-off is made in the inverse autoregressive flow and the masked autoregressive
flow as well. We argue that it is reasonable to sacrifice cheap sampling for better density evaluation.

The hope is that by using a hybrid between masked autoregressive networks (MAF/MADE) and
fully connected networks (Real NVP) to model the transformations, we will be able to capture more
complex dependencies between the variables than when using either of the models separately. The
MAF part of the transformation captures autoregressive dependencies if there are any, and in the Real
NVP part of the transformation can an make use of arbitrarily complex neural network to transform
the remaining elements using an affine transformation.

While the forward pass in HAF is less efficient than in a pure Real NVP, it is also more efficient
than in a pure MAF model, as half of the elements can be computed in parallel, contrasting the fully
sequential sampling procedure in MAF. Also, the inverse pass is fully parallelisable and offers a
strictly more flexible transformation than the Real NVP does. Whether the proposed transformation is
more flexible than the one used in MAF is not immediately clear. To better understand the properties
of MAF vs. HAF, we investigate the number of parameters contributing to the each transformation in
the competing models. We also include Real NVP in the comparison for completeness.

Number of parameters

We compare number of connection weights in one layer in each of the three models. We ignore
the number of bias terms as it is negligible compared to the number of weights. For simplicity, we
assume all neural networks used in either model to have the same size of one hidden layer with H
hidden units. The input vector to each layer has D elements, and in the coupling layers we assume
that the input is split in to two equally sized parts.

MAF: A MAF consists of multiple MADE networks in sequence. Each MADE has a D-dimensional
input and 2D-dimensional output. The total number of weights is thus DH + 2DH = 3DH .
However, in a MADE, the sub-network modelling each conditional can be much smaller than the
the full unmasked network. Assuming that 50% of the weights are masked out due to the uniform
assignment of connections in MADE, there are 3

2DH “active” parameters in each MAF layer.

Real NVP: The coupling layer consists of a scaling and and shifting network, both of size 1×H
with D

2 inputs and D
2 outputs. This gives a total of 2 · ( 1

2DH + 1
2DH) = 2DH weights per coupling

layer. Because there is no masking in these networks, the number of active parameters is the same as
the number of total parameters
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Table 6.1: Number of weights in one layer of the different flows, given by the size of the input (D),
and the size of the hidden layer (H).

Model #parameters #active parameters

MAF 3DH 3
2DH

Real NVP 2DH 2DH
HAF 7

2DH
11
4 DH

HAF: The first D2 elements are transformed using a MADE with D
2 inputs and D outputs, giving

a total of 3
2DH weights. Considering that half of the weights do not contribute because they are

masked out, the number of active weights becomes 3
4DH . The second half is transformed in the same

way as in the Real NVP described above. This adds 2DH weights to the transformation, making up
a total of 3

2DH + 2DH = 3.5DH parameters, out of which 11
4 DH are active

A summary of the above sections is presented in Table 6.1. We see that HAF has more parameters
per layer than MAF and Real NVP. The fraction of active parameters in HAF lies by design between
the 50% of MAF and the 100% of Real NVP, and is close to 80%. Papamakarios et al. (2017) argue
that MAF makes better use of its available parameters than Real NVP. To make a fair comparison
between the flows, the size of the hidden layer in HAF should be reduced accordingly to have the
same number of active parameters as MAF and/or Real NVP.

Assuming a fixed input dimension D, we would have to reduce the size of the hidden layer in HAF
by a factor 3

2
11
4 ≈ 0.5 and 2/ 11

4 ≈ 0.7 to get the same number of active parameters as MAF and
Real NVP, respectively. The computations above can be easily extended to deeper networks with
more than one hidden layer, but we leave this for future work.

6.2.3 Implementation

Because our transformation is partly autoregressive and partly coupling based, we have to be extra
careful with the ordering of the intermediate inputs in the flow to make sure that all variables benefit
maximally from the autoregressive MAF transformation. As mentioned in Chapter 5, it is common to
use alternating ordering in every second layer when using MAF, and to alternate between transforming
x1:d and xd+1:D in every second layer when using Real NVP. If we naively use both approaches in
each layer, we never get to model x1:d and xd+1:D in both directions. We need to combine the two
strategies to ensure that the MAF part transforms all elements in both the natural and reverse order.

To achieve this, we divide the input x into two disjoint parts so that the even-indexed elements are in
x1:d and the odd-indexed elements are in xd+1:D. In the first layer of a hybrid autoregressive flow,
the elements in x1:d are transformed according to an autoregressive MAF style transform, while
the elements in xd+1:D are transformed according to a Real NVP style update, dependent on the
untransformed variables in x1:d. In the next layer it is the other way around, such that the variables
that were originally in xd+1:D are transformed according to an autoregressive MAF transform, while
the elements in x1:d are transformed according to a Real NVP update, dependent on the variables in
xd+1:D. This alternating pattern is repeated throughout the flow.

The elements that are transformed using the MAF transform are transformed using the natural input
ordering in the two first layers, and and then the reverse input ordering for the two next layers,
and so on. This is done to capture different dependencies between the dimensions of the input,
and is the same strategy applied by Papamakarios et al. (2017) and Kingma et al. (2016) in their
autoregressive flows. Note that our approach differs slightly from theirs, as we each time only change
the ordering for half of the elements in the input vector. Permutation of the rows in a vector is
a bijective transformation itself, and is hence allowed as a component of a normalising flow. In
particular, it is a volume-preserving transformation, such that the absolute value of the Jacobian of
the transformation is equal to one, so it does not show up in our log-det-Jacobian calculations.
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Chapter 7

Experiments

In this chapter, we apply the presented algorithms from Chapter 4.2 and Chapter 5 on different density
estimation tasks. First, we use the MADE and the Gaussian MADE on a selection of experiments
using the MNIST dataset. These experiments are inspired by, but also extending on the experiments
conducted by Germain et al. (2015). Then, we apply Real NVP on two two-dimensional toy datasets,
and visualise and discuss its performance. The implementations of MADE and Real NVP are found
to work satisfactory, which is crucial as these are the builiding blocks of MAF and HAF.

The preceding experiments lead up to the final set of experiments in Section 7.5, where we apply
MADE, MAF, Real NVP, and our proposed flow, HAF, on a two different general purpose density
estimation datasets. We follow the experimental setup from (Papamakarios et al., 2017), successfully
reproduce their reported results for MADE, MAF, and Real NVP, and show that HAF gives promising
initial results across the different datasets. The section is rounded off with a discussion of the results.

7.1 Datasets

The increased availability of labelled datasets has been vital to the development of machine learning
techniques, and to the growth of the machine learning community as a whole. There are now
larg datasets from a wide range of domains publicly available for anyone interested in building
and training their own machine learning models. Collecting datasets can be a tedious and costly
process, particularly if it involves labelling, so the machine learning community benefits from sharing
their datasets. Sharing allows researchers and practitioners to spend their time on research and
development of better methods, and also makes experiments in research papers reproducible, and
enables researchers to compare the performance of their algorithms by benchmarking on the same
datasets. Datasets such as MNIST (LeCun and Cortes, 2010) and ImageNet (Deng et al., 2009) have
pushed forward the rapid development in computer vision in the deep learning paradigm.

There are many publicly available sources for datasets for machine learning, including some hosted
by major research institutions, and governments around the world. Open, domain specific datasets
can now be found easily by doing some quick digging online. Below, we have listed three of the most
popular and general dataset finders:

• Kaggle is an online machine learning community. In addition to offer a platform for finding
and publishing datasets, Kaggle also lets you connect with and learn from other users, and
participate in machine learning competitions.

• UCI Machine Learning Repository is a repository by the University of California, Irvine,
containing hundreds of high quality datasets for machine learning. There are datasets
available for both classification, regression, and clustering tasks, coming from many different
domains. The datasets vary vastly in number of observations, and in number of features.

• Google Dataset Search was launched by Google in late 2018, aiming to make it easier to
find and discover new datasets by making datasets from thousands of different repositories
available through a unified search engine. The search engine came out of beta in January,
2020.
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Table 7.1: Size (N ) and dimensionality (D) of all the pre-processed datasets.

Split
Dataset D N Ntrain Nval Ntest

HEPMASS 21 525 123 315 123 35 013 174 987
MNIST (and binarised MNIST) 784 70 000 50 000 10 000 10 000

Choice of datasets and pre-processing

For our density estimation experiments, we use one relatively low-dimensional dataset describing
particle collisions in a high energy physics experiment, in addition to the MNIST dataset (LeCun and
Cortes, 2010) of handwritten digits. We use the same pre-processing of these datasets that was used
in the experiments in (Papamakarios et al., 2017). This pre-processed version of these datasets has
since publication become the de facto evaluation suite for benchmarking neural density estimators
(Grathwohl et al., 2018; Huang et al., 2018; Durkan et al., 2019; Kobyzev et al., 2019). Note that
Papamakarios et al. (2017) used in total seven different datasets, and we work with only two of them
here; one dataset with 21 features, and one high-dimensional dataset with 784 features.

The first dataset listed below is taken from the UCI Machine Learning Repository. Discrete-valued
features were removed from, in addition to features with a Pearson correlation coefficient greater than
0.98. Each of the remaining features was normalised by subtracting the sample mean and dividing by
its sample standard deviation. Below, we provide a short description of the datasets we have used,
and provide additional details on the pre-processing, following Papamakarios et al. (2017):

• HEPMASS (Baldi et al., 2016) is a dataset describing the outcomes of particle collisions
in a high energy physics experiment. Positive samples in the dataset describe particle
generating collisions, while the negatives come from background noise. Five features are
removed because of to many reoccurring values that can lead to spikes in the density, giving
misleading results when performing density estimation.

• MNIST (LeCun and Cortes, 2010) is perhaps the most famous dataset in the machine
learning literature. It consists of 70000 grayscale images of handwritten digits. The
resolution of each image is 28 × 28 pixels, and they are represented as 784 dimensional
vectors where each vector element is in the range (0, 1). The images are dequantised by
adding uniform noise in the interval [0, 1

256 ], and transformed to the logit space. More details
on this process are given in Section 7.3.

The UCI dataset was subsampled by Papamakarios et al. (2017) so that the product of the dimension-
ality and number of samples is approximately 107. HEPMASS was then split into training, validation,
and test sets with splits as shown in Table 7.1. The way the MNIST data is provided by LeCun
and Cortes (2010), it is already divided into a 50000/10000/10000 split for the training, validation,
and test sets. We use the splits provided by the dataset in our experiments. An overview of the
dimensionality and size of each pre-processed dataset is given in Table 7.1.

7.2 Reproducing results from the MADE paper

Because MADE is an integral part of the masked autoregressive flow presented in Chapter 5, we need
to be confident that our implementation of MADE is working well in order to implement the masked
autoregressive flows later on. As a sanity check of our MADE implementation, we try to reproduce
some of the results from the original paper (Germain et al., 2015) on the MNIST dataset (LeCun and
Cortes, 2010) of handwritten digits. Because the original MADE assumes binary inputs, we use the
binarised MNIST dataset with pixel values only taking on the exact values 0 and 1, as originally
curated and used by Salakhutdinov and Murray (2008).

Dataset

The dataset consists of 70000 images of handwritten digits, and is used for benchmarking models
within a wide range of machine learning applications, including generative modelling, density
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Table 7.2: Negative log-likelihood (NLL) on the test set (lower is better). Results from (Germain
et al., 2015) in parentheses.

Model Hidden units Optimiser Input ordering − log p(x)

MADE, 1 hidden layer 500 Adam Random 93.93 (94.70)
MADE, 1 hidden layer 8 000 Adagrad Natural 88.40 (88.40)

Figure 7.1: Random samples of handwritten digits from the binarised MNIST training set.

estimation, computer vision, and classification. The images are of size 28 × 28 pixels and are
flattened and represented as 784-dimensional vectors. Like for the original MNIST, the dataset is
randomly split into a training set of 50000 samples, a validation set of 10000 samples, and a test set
of 10000 samples. Twenty random samples from the training set are shown in Figure 7.1.

Models and training

We reproduce the first result from Figure 2 in (Germain et al., 2015) using a MADE network with a
single hidden layer of 500 units, and only one mask. In our experiments, we use an autoencoder with
the same architecture, and train the network using the Adam optimiser with a learning rate of 0.001
that is decreased to 0.0001 after 50 epochs. Though not mentioned in the original paper, we found
that using a random ordering of the inputs was necessary to achieve the reported results.

Further, we train a bigger MADE network with 8000 hidden units using the natural input ordering
to reproduce results from Table 6 in (Germain et al., 2015). The model uses only one mask, i.e.,
we make no use of order-agnostic or connectivity-agnostic training. For this problem, we use the
Adagrad optimiser with stepsize 0.001. Both models were trained using a batch size of 128, and early
stopping with a patience of 30

Results and discussion

The results of the experiments are shown in in Table 7.2, and measure up to the results reported
by Germain et al. (2015). In fact, it seems like our implementation of the smaller model slightly
outperforms the one from Germain et al. (2015) on this particular problem. This is likely because we
use the Adam rather than the Adagrad optimiser, as we found Adam to be more efficient on the 500
hidden unit version of MADE. We deem the implementation to be successful.

Hyperparameters

The authors list the sets of values they tried for each hyperparameter in their experiments, but are
not explicit about which hyperparameter settings they have used for each particular model. We
could experiment with different combinations of the listed hyperparameter values to find the optimal
combination for each model for each experiment (e.g. by using grid search or random search). Alas,
the larger model with 8000 hidden units has ∼ 12× 106 trainable parameters, making experimenting
with different hyperparameters computationally expensive and slow using the computational hardware
we had available.

Because of the aforementioned concerns, we did not prioritise searching for the optimal hyperpa-
rameter setting as soon as we had found one that yielded performance close to the reference values.
It would also be informative to report the standard deviations of the reported test results as well,
as is done in the supplementary materials of Germain et al. (2015). However, getting reasonable
empirical standard deviations would require more runs than the five we used to compute the averages
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(a) MADE, one hidden layer, 500 hidden units. (b) MADE, one hidden layer, 8000 hidden units

Figure 7.2: Samples from two different MADE models.

in Table 7.2, which would be very time consuming. All models exhibited a large degree of consistency
between runs, so extrapolating from five runs, we suspect the standard deviations to be rather small.

7.2.1 Samples from the MADEs

Figure 7.2a and 7.2b show 60 random samples from the one hidden layer models with 500 hidden
units and 8000 hidden units, respectively. Both models produce some samples that could just as
well have been part of the original MNIST dataset. As we would expect from the test likelihoods,
the quality of the samples improves with the size of the model. The bigger model produces a larger
proportion realistic looking samples, and fewer samples that are just noise (like the ones seen in the
upper right corner, row two and three).

We want to emphasise that MADE does not take the structure of an image into account. MADE is a
general purpose density estimator, and the samples are generated as a 784 column vector following the
autoregressive procedure described in Section 4.3.4 and illustrated in Figure 7.3. It is a bit artificial to
generate images pixel by pixel, starting from the top left corner. For more complex images than the
handwritten grey scale digits in MNIST (higher-dimensional, multiple colour channels, more detailed
motives), this naive approach fails to generate good samples. There are other autoregressive neural
networks with convolutional layers that are more suitable for generating images specifically, such as
PixelCNN (van den Oord et al., 2016), and PixelCNN++ (Salimans et al., 2017).
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(28⇥ 28)

<latexit sha1_base64="qqXRG/7r2r/pNPEyEkuyw5XKrUA=">AAAB9XicbVDLTgJBEOzFF+IL9ehlIjHBC9klJHIkevGIiTwSWMnsMAsTZh+Z6dWQDf/hxYPGePVfvPk3DrAHBSvppFLVne4uL5ZCo21/W7mNza3tnfxuYW//4PCoeHzS1lGiGG+xSEaq61HNpQh5CwVK3o0Vp4Eneceb3Mz9ziNXWkThPU5j7gZ0FApfMIpGeiDlar2PIuCaVOuXg2LJrtgLkHXiZKQEGZqD4ld/GLEk4CEySbXuOXaMbkoVCib5rNBPNI8pm9AR7xkaUrPITRdXz8iFUYbEj5SpEMlC/T2R0kDraeCZzoDiWK96c/E/r5egX3dTEcYJ8pAtF/mJJBiReQRkKBRnKKeGUKaEuZWwMVWUoQmqYEJwVl9eJ+1qxalVane1UuM6iyMPZ3AOZXDgChpwC01oAQMFz/AKb9aT9WK9Wx/L1pyVzZzCH1ifPxAzkPA=</latexit>

(784⇥ 1)

<latexit sha1_base64="bd4jZCuzU3H9pMrYOlmHrTo2o7c=">AAAB9XicbVDLTgJBEOzFF+IL9ehlIjHBC9k1m8CR6MUjJvJIYCWzwwATZh+Z6dWQDf/hxYPGePVfvPk3DrAHBSvppFLVne4uP5ZCo21/W7mNza3tnfxuYW//4PCoeHzS0lGiGG+ySEaq41PNpQh5EwVK3okVp4Eveduf3Mz99iNXWkThPU5j7gV0FIqhYBSN9EDK1ZrbQxFwTZzLfrFkV+wFyDpxMlKCDI1+8as3iFgS8BCZpFp3HTtGL6UKBZN8VuglmseUTeiIdw0NqdnjpYurZ+TCKAMyjJSpEMlC/T2R0kDraeCbzoDiWK96c/E/r5vgsOalIowT5CFbLhomkmBE5hGQgVCcoZwaQpkS5lbCxlRRhiaoggnBWX15nbSuKo5bce/cUv06iyMPZ3AOZXCgCnW4hQY0gYGCZ3iFN+vJerHerY9la87KZk7hD6zPHw81kPA=</latexit>

Figure 7.3: Sampling procedure using MADE.
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Figure 7.4: Reconstructed digits.

7.2.2 MADE as an autoencoder

We carry out an additional experiment that is not conducted in the original paper. We use the masked
autoregressive autoencoder as an autoencoder in the sense that we investigate how well the MADE is
able to reconstruct its inputs. A reconstructed sample is obtained by using a sample from the test set
as input to the model, and sampling a new image from the resulting set of conditional distributions.
Strictly speaking, the outputs x̂i of the MADE are the reconstructed inputs. But while the input to the
model is binary, each output of the model is real on the interval (0, 1), as they represent probabilities.
To get a binary valued reconstruction, we thus sample from the corresponding conditional Bernoulli
distributions defined by each x̂i.

Figure 7.4 shows ten reconstructed samples from a one hidden layer model with 8000 hidden units
using natural ordering of the inputs. The top row shows ten samples from the test set, the middle
row shows the corresponding set of conditional distributions from the MADE (dark blue indicates a
probability close to one), and the bottom row shows the sampled reconstructed inputs. The second
row is strikingly similar to the first row, as we would expect, as this is what we optimised for during
training of the model. The samples in the third row are a bit more noisy, but it is in all cases easy see
which digit each sample resembles. A comparison with existing work is not possible because this
experiment was not done in the original paper, but qualitatively the model performs well on this task
too, and we deem our implementation successful.

An artefact of the MADE model that becomes visible in this experiment is that the top left pixels
in the second row of Figure 7.4 seem to be learning slower than the other pixels. This is seen by
noticing that each top left pixel (corresponding to x1 given the natural ordering) has a stronger shade
of blue than its neighbouring pixels. This is easier seen in Figure 7.5. Revisiting Equation (4.10) and
Figure 4.4, we observe that all connections going into this neuron are masked out to, meaning that
the only trainable parameter in this particular output neuron is a scalar bias term. Because this bias
term is the only parameter contributing to estimate the output distribution p(x1), the training of this
particular unit slows down compared to the other units, which have several trainable weights.

x p(xi = 1|x < i) x′

Figure 7.5: Closeup of a reconstructed digit. Note the colour of the top left pixel in the reconstruction.
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Table 7.3: Details about the MADE model, and test log-likelihood in logit space. Inside the parenthesis
is the result from (Papamakarios et al., 2017) with error bars corresponding to two standard deviations.

Model Hidden units Learning rate Test log-likelihood
Gaussian MADE 1024 0.001 −1379.97± 1.79 (−1380.8± 4.8)

Figure 7.6: Samples from the Gaussian MADE.

As p(x1) is not dependent on any variables in the input x, the parameter of p(x1) is only a property
of the trained model itself, and is therefore the same across all ten samples in Figure 7.4. This was
confirmed through inspection of the weights and biases of the model, and the particular value of
the bias was found to be b = −0.868 (corresponding to σ(b) = 0.1338 being the parameter of the
Bernoulli distribution p(x1)). This non-zero probability of the pixel in the top left corner not being
black is the reason why we can see a white pixel in the top left corner of the reconstruction in Figure
7.5. This pixel clearly should have been black, but this error will occur in approximately 13% of the
reconstructed images from this model.

This observation speaks in favour of using training the model using multiple different orderings of the
inputs and averaging the outputs at test time. Because all other orderings would assign a close-to-zero
probability for the top left pixel of being white, the resulting average probability p(x1) would also be
very close to zero.

7.3 Gaussian MADE

We carry out a simple and similar experiment with the Gaussian MADE described in Section 4.4.
There are no experiments using Gaussian conditionals in the original MADE paper, as the Gaussian
MADE is not described there at all. To validate the performance of our model, we instead follow the
experimental setup from (Papamakarios et al., 2017) where a one-layer Gaussian MADE with 1024
hidden units is trained on the MNIST dataset.

Additional pre-processing

Here, the regular MNIST dataset is used instead of the binarised MNIST, because using Gaussian
conditionals allows for modelling real-valued vectors. The pixel values in the original MNIST take on
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values in the interval [0, 1), but with most values being very close to 1 (white) or very close or exactly
equal to 0 (black). These pixel values are actually discrete valued, because they are transformed from
an 8 bit representation of the black and white images, which allows each pixel to take on values in
the range [0, 255]. The transformed pixels have discrete values 0, 1

256 , . . . ,
255
256 .

To transform this discrete distribution of pixel values into a continuous distribution that lends itself to
being approximated by Gaussian densities, we first have to dequantise the pixel values by adding
noise:

x̂ = xQ +
z

256

where z ∼ Uniform(0, 1), for each quantised image xQ. Following the approach in (Papamakarios
et al., 2017), we transform the dequantised images to the logit space as:

x = logit(λ+ (1− 2λ) · x̂)

with λ = 10−6. We train the model on pixel values in the unconstrained logit space instead in the
domain from 0 to 1, as the Gaussian conditionals have support on the entire real line. Consequently,
we evaluate the log-likelihoods in the logit space as well, and this allows us to compare our results to
the results in Table 2 in (Papamakarios et al., 2017).

Training and results

We use the Adam optimiser with a learning rate of 0.001. To prevent overfitting, we use l2 regu-
larisation with coefficient λ = 10−6, such that the sum λ

∑
i w

2
i is added to the training objective,

penalising large weights wi. We also use early stopping with a patience of 30, i.e., we stop training if
the validation loss has not decreased for 30 consecutive training epochs. We train the model without
batch normalisation, as this is a model with only one hidden layer.

The result of the training is shown in Table 7.3. We achieve an average test log-likelihood similar
to the one reported by Papamakarios et al. (2017), and well inside the error bars corresponding to
two standard deviations. The standard deviations are computed from the sample variance across the
test set, using one model only. This is the same way the standard deviations are computed in the
original paper. Note that the log-likelihood in Table 7.3 can not be compared with the log-likelihood
from the Bernoulli MADE on the binarised MNIST, as we have used different datasets, and different
distributions to model the pixels of the images.

We can, however, compare the sample quality between the models. Figure 7.6 shows 80 samples from
the Gaussian MADE. The samples are qualitatively more similar to the samples from the smaller
Bernoulli MADE in Figure 7.2a with 500 hidden units, than to the samples from the larger Bernoulli
MADE with 8000 hidden units in Figure 7.2b. This is as expected, considering the model size of
1024 hidden units, and that the MNIST dataset used here is more complex than the binarised MNIST
used in the previous section.

7.4 2D density estimation with Real NVP

We will proceed to use Real NVP for estimation of high-dimensional densities in the next section,
but we first learn a two-dimensional density from samples to verify that the model works for low-
dimensional cases. Working with two-dimensional densities is convenient because it allows for neat
and intuitive visualisations, but this experiment serves more as a sanity check of the model and a
stepping stone towards the large datasets we will use in the next section. In this section, we use the
“two moons” dataset, a toy 2D dataset included in the Python library SciKit-learn (Pedregosa et al.,
2011), and a more unorthodox “density”, created from the NTNU logo.

We define each coupling layer using two small neural networks with one hidden layer each to model
the scaling function s(·) and shifting function t(·) in each coupling layer. Both networks have 200
hidden units using the ReLU non-linearity, and these architecures are the same for the two moons
model and the NTNU model. The partitioning of a two-dimensional input vector to each coupling
layer is trivial, as there are only two possible ways to order the elements of a two-dimensional vector.
Hence, one element is copied, and the other element is transformed in each layer. The ordering of the
input is reversed for every successive layer. To model the two moons dataset, we use a flow with 32
coupling layers, and to model the NTNU dataset, we use a deeper flow with 48 coupling layers.
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(a) The two moons density.

(b) The “NTNU density”.

Figure 7.7: Left: 10000 samples from the target density. Middle: Inverse pass x 7→ u of 2000
samples from the target density. Right: Forward pass u 7→ x of 2000 samples from the Gaussian
base density.

Figure 7.8: Kernel density plots of the two densities, estimated from 10000 random samples. Target
density to the left, and estimated density to the right.

We sample 5000 samples from each density to use for training, and train each model for a fixed
number of 300 epochs using a batch size of 256. Batch norm is added after each coupling layer, using
running averages with β = 0.9. We use the Adam optimiser with fixed learning rates of 2× 10−4

and 1 × 10−5 for the two-moons, and the NTNU datasets, respectively. The results are shown in
Figure 7.7. The (very) astute reader will recognise the two-moons dataset from Figure 3.2 in Chapter
3, which was indeed created using the same Real NVP model that is described in this section. No
likelihood values are reported, as there are no comparable results in the literature, and these likelihood
values are also unlikely to be of value as a future reference for others.

The Real NVP models are able to learn a bijective mapping between the target density and the base
density quite well. The performance is qualitatively better on the two moons dataset compared to the
performance on the NTNU dataset. The output of the data to noise transformation in Figure 7.7b does
not seem to be exactly Gaussian, and the generated samples do not reflect the white gaps between the
“outer fram” and the inner circle in the target density very well. Scatterplots are, however, not very
good at revealing areas of high or low densities due to overlapping plotted points. For this reason, we
add an additional kernel density plot visualising the estimated densities.

These plots are shown in Figure 7.8, and the plots to the right reveal that the model has estimated
the NTNU density better than what it appears like based on the scatterplot in Figure 7.7 alone. As
desired, there is a clearly defined region with lower density around the middle circle, though the
density is not as low as it should have been when comparing with the target density. The two moons
dataset is estimated accurately, judging from both the scatterplot and the density plot, and we deem
the performance of both models to be satisfactory.
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Finally, we point out that the Real NVP is not particularly well-suited for two-dimensional density
estimation, given the simplicity of each transformation. For two-dimensional densities, traditional
approaches work just as well or better, and are likely to be more parameter-efficient than a normalising
flow. As mentioned earlier, each transformation in the coupling layer uses two neural networks to
scale and shift only one dimension of the input in each layer, which must be said to be a horribly
inefficient use of computing power. Where normalising flows shine, is in the high-dimensional
regime, i.e., when dealing with high-dimensional data, and this will be illustrated in the next section.

Remark: To create a density based on the NTNU logo, we start out with an image of the logo of size
339 by 318 pixels that we turn into a binary image with pixel values 1 and 0. We then create a grid of
the same size as the image, and obtain the coordinates of the one-valued pixels. These coordinates
are scaled and shifted to be centered around zero, and they describe the points in the plane coming
from the “NTNU density”, so that each pair of coordinates represent a sample. To avoid repetitions
when drawing samples from the NTNU density, a small amount of uniform noise from the interval
(−0.5, 0, 5) is added to each coordinate at the time of sampling, ensuring unique draws.

7.5 Density estimation with HAF, MAF, and Real NVP

Through the initial experiments above, we have verified that our implementations of the Gaussian
MADE and Real NVP perform as expected from the literature. We experiment with the masked
autoregressive flow and Real NVP for density estimation in the following, reproducing some results
from the masked autoregressive flow paper (Papamakarios et al., 2017) for the MNIST and HEPMASS
datasets. The authors carry out a comparison of MADE, Real NVP, and MAF on a range of density
estimation tasks. We extend two of these experiments to include our hybrid autoregressive flow, and
compare our model to the existing and closely related models.

Papamakarios et al. (2017) also include MADEs and MAFs where each conditional is modelled as
a mixture of ten Gaussians, and ten-layer MAF and Real NVPs in their comparison. Extending a
five layer model to a ten layer models is straightforward, but training the deeper models is a matter
of how much computational resources and time that is available. We restrict ourselves to the five
layer models, and a single Gaussian MADE. The MADE using a mixture of Gaussians is a natural
extension of the Gaussian MADE, which can be viewed as a special case of a Gaussian mixture with
only one component.

7.5.1 Models

MADE: We implement a single layer Gaussian MADE which serves as a baseline in each experiment.
The MADE uses the natural ordering of the inputs, and ReLU hidden units. The implementation is
as described in Section 4.4, with no additional tricks like order-agnostic or connectivity-agnostic
training.

Real NVP: A large part of the Real NVP paper (Dinh et al., 2017) is about generative modelling
of images, incorporating knowledge about image structure into the model by using convolutional
neural networks to model both s(·) and t(·). The layers of these networks are modified with spatial
and channel-wise binary masks to generate the partitioning in each coupling layer. In this thesis, we
abandon this specialised architecture used for modelling images, and rather use an implementation of
Real NVP for general-purpose density estimation, as is done in (Papamakarios et al., 2017).

This version of Real NVP takes in, and returns a vector. We alternate between transforming the
even-indexed and the odd-indexed elements of the input in every other coupling layer. In the first layer,
the odd-indexed elements are copied and the even-indexed elements are transformed. In the next layer,
the even-indexed elements are copied, and the odd-indexed elements are transformed. This pattern
is repeated throughout the flow. Note that this approach requires a permutation of the rows before
each coupling layer to preserve the autoregressive property. This is a bijective transformation with
an abs-det-Jacobian equal to one, hence row permutation does not affect the likelihood computation
according to the change of variables formula.

We model the scaling function s(·) as a fully-connected feed-forward network using the hyperbolic
tangent activation function in the hidden layers, and we model the translation function t(·) as a
fully-connected feed-forward network using ReLU activation function in the hidden layers. Both
networks have unconstrained, linear outputs. This is the same choice of activation functions as used
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Table 7.4: Average test log-likelihood in logit space (higher is better) with error bars corresponding
to two standard deviations. The best performing model among the candidates is highlighted in bold.

MNIST
Model L×H Test log-likelihood Papamakarios et al.
MADE 1× 1024 −1379.97± 1.79 −1380 .8 ± 4 .8
Real NVP, 5 layer 1× 1024 −1310.13± 4.54 −1323 .2 ± 6 .6
MAF, 5 layer 1× 1024 −1296.09± 3.62 −1300 .5 ± 1 .7
HAF, 5 layer 1× 550 −1292.91± 2.57 −
HAF, 5 layer 1× 700 −1297.64± 4.14 −

Table 7.5: Average test log-likelihood (higher is better) with error bars corresponding to two standard
deviations. The best performing model among the candidates is highlighted in bold.

HEPMASS
Model L×H Test log-likelihood Papamakarios et al.
MADE 1× 512 −22.40± 0.05 −20 .98 ± 0 .02 ∗

Real NVP, 5 layer 1× 512 −17.80± 0.05 −19 .62 ± 0 .02 ∗

MAF, 5 layer 1× 512 −18.80± 0.07 −17 .70 ± 0 .02 ∗

HAF, 5 layer 1× 256 −19.18± 0.04 −
HAF, 5 layer 1× 350 −19.64± 0.05 −

by Papamakarios et al. (2017) in their implementation of Real NVP. Both networks are of the same
size with number of hidden layers (L) and number of hidden units (H) as given in Table 7.4 and 7.5.

MAF: For the masked autoregressive flow, we reproduce the experimental setting from (Papamakarios
et al., 2017). We use a five layer MAF, where each layer is a Gaussian MADE with ReLU activation
functions. We use the natural ordering of the data for the first layer in the flow, and reverse the order
before each of the following layers. The size L×H refers to the size of each MADE network in the
model.

HAF: We implement each layer following the procedure described above. The MADE is a single
layer MADE with ReLU hidden units, the translation network has ReLU hidden units, while the
scaling network has hyberbolic tangent hidden units. For simplicity, all networks chosen to have
the same size L×H . The Real NVP part of the model behaves as described above, by alternating
between transforming the odd-indexed and even-indexed elements, while the MADE part of the
model reverses the order of inputs after every two layers.

On each dataset, we implement two HAFs; one with approximately 50% as many hidden units in
each network as the other models, and one with approximately 70% as many hidden units as the
other models. These choices follow from the discussion in Chapter 6, and are made to allow for a fair
comparison between the competing models.

7.5.2 Training

All models are trained using the Adam optimiser and added l2 regularisation with coefficient λ = 10−6

to prevent overfitting. For the MAF, Real NVP, and HAF, we use a learning rate of 0.0001, whereas
for MADE, we use a larger learning rate of 0.001. We use a batch size of 100 in all experiments,
and add batch norm between all layers in the flow, and between the last layer and the base density,
which is chosen to be a standard Gaussian for all models. In the batch norm layers, we choose the
ε = 10−5 to ensure numerical stability, and use mean and variance computed over the entire training
set at validation and test time.

The models are using early stopping with a patience of 30, so the training terminates after 30
consecutive training epochs without improving the performance on the validation set, and the best
performing model on the validation set is used to compute the test loss. The test loss is reported as the
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average loss over all test samples, with error bars corresponding to two empirical standard deviations.
All models were trained on exactly the same datasets with the same train/validation/test splits.

7.5.3 Results and discussion

A summary of the test results is presented in Table 7.4 and Table 7.5. The MADE result from Section
7.3 is repeated here to allow for easy comparison.

For the MNIST dataset, we observe that the MADE result is on par with the performance of the
equivalent model in the masked autoregressive flows paper, but that our versions of MAF and Real
NVP seem to yield slightly better results than their counterparts in the literature. These differences do
not change the order of the models in terms of performance, with MAF coming out on top, followed
by Real NVP and MADE. We address the reasons why the results might differ in Section 7.5.4.

We also observe that the smallest HAF model with a layer size of 550 outperformed the other models,
including the larger HAF with 700 hidden units in each layer. There is no linear relationship between
the size of a model and its performance on a given dataset, and this was also seen in (Papamakarios
et al., 2017), where the five layer MAF and Real NVP both outperformed their ten layer counterparts
on MNIST. It is still interesting to see that HAF performs better than MAF and Real NVP on this
problem, using a comparable number of parameters. This encourages further testing of the model.

On the HEPMASS dataset, both MAF and Real NVP perform better than the HAF, but the results
are still comparable. Again, our Real NVP perform better than reported by (Papamakarios et al.,
2017). An important thing to note is that the results from (Papamakarios et al., 2017) in Table 7.5 are
marked with an asterix to show that their reported results may also come from models with network
2× 512. In their paper, all models were given two options on the HEPMASS dataset; 1× 512 and
2× 512. The best model was picked based on validation performance, but the paper does not state
which model that generated the reported results. We chose to only try out the shallower of the two
architectures, but it is likely that the deeper choice would yield better performance for one or more of
the models. We attribute the differences in performance for MAF and MADE largely to this fact.

Further experimentation is needed in order to be able to draw conclusions about the hybrid autoregres-
sive flow, but the model shows promising performance in these initial experiments when compared to
popular neural density estimators like MAF and Real NVP, given similar circumstances. A natural
extension would be to compare the models on the remaining five datasets in the density estimation
evaluation suite by (Papamakarios et al., 2017). The tendency in the experiments thus far, is that the
number of hidden layers should not be much larger than the number of inputs, as the smaller HAF
outperformed the larger one in both experiments.

If this is an actual effect that is valid for HAF across datasets, we suspect that it might also be valid
for Real NVP. This could have implications for the experimental setup when comparing Real NVP to
MAF. Though the setup is originally designed by Papamakarios et al. (2017) to make a fair comparison
between the MAF and Real NVP, it might be that the experimental setup is disadvantageous for the
Real NVP1. By using the same number of hidden units in each of the networks in Real NVP and
MAF, it might be that the Real NVP is not set up to make the most out of its available parameters.
Not only does an overparameterisation give an inefficient use of the parameters, but it could also
directly deteriorate the performance of the model, as observed for the HAF.

Lastly, we want to emphasise that the error bars are computed from the test run of a single model, as
is also done in (Papamakarios et al., 2017). While the average test loss was observed to be consistent
across runs, the error bars fluctuated more, but remained on the same order of magnitude. Because of
this, we do not attribute too much significance to the width of the error bands.

7.5.4 Remarks on the implementation of MAF and Real NVP

The source code for the experiments carried out in (Papamakarios et al., 2017) is openly available on
GitHub. However, their implementation is written in the now-deprecated deep learning framework
Theano, which has made a direct comparison of our and their code more difficult when debugging,

1E.g., the width of the scaling and shifting networks on MNIST is set to be 1024, but there are only 392
inputs to each network. A network width of 1024 makes more sense in the MAF, as each network has a full
number of 784 inputs, resulting in what, based on our observations, might be a better relation between the size
of the input and the size of the hidden layer.
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as the syntax and structure of Theano code is very different from PyTorch code. While Theano was
deprecated back in 2017, PyTorch is a recent framework updated with the current best practices.
There might be subtle differences hidden within the frameworks (e.g., different default parameter
settings or initialisations) that are difficult to pick up, so it is not uncommon to obtain slightly different
results when implementing the same deep learning model in different frameworks.

Nevertheless, we made an attempt to trace down the differences between our implementations that
cause the differences in test results. It is likely that the differences in performance between their and
our MAF model on MNIST can be attributed to different weight initialisations. Weight initialisation
is not mentioned in the paper, but by inspecting the code of (Papamakarios et al., 2017), we find that
they have used a manually modified version of the LeCun normal initialisation (LeCun et al., 1998) in
the MADE networks that make up the MAF, whereas we have used the uniform Kaiming initialisation
(He et al., 2015) that is default for Linear (fully connected) layers in PyTorch. Considering that
using Kaiming initialisation is considered best practice when using ReLU activation functions, and
that our implementation of MAF actually perform slightly better than the ones in the paper, we stick
to using the Kaiming initialisation in all our experiments.

We also investigated their Real NVP implementation to find out what could explain the differences
in our results. In addition to using the same LeCun normal initialisation as above, Papamakarios
et al. (2017) have also implemented the coupling layers in a different way than us. We illustrate
the differences below by considering one coupling layer f−1 : x → u for a D-dimensional input
x. We copy the odd-indexed elements and transform the even-indexed elements. We achieve this
partitioning by using an alternating binary mask m = (0, 1, 0, 1, ..., 0, 1)T on the input.

Papamakarios et al. (2017) define x1 = x�m and x2 = x� (1−m), so that x1 and x2 are still
D-dimensional, but with every second element zeroed out. They then use scaling and translation
networks s, t : RD → RD with one hidden layer of 1024 hidden units. With s = s(x1) and
t = t(x1), the output of the coupling layer is defined as:

u = x1 + (1−m)� (x2 − t)� exp(−s).
On the other hand, in our implementation we define x1 and x2 by considering m as a boolean vector.
The following is written in pseudo-code:

x1 = x[m]

x2 = x[∼m],

where the tilde denotes logical negation, and the brackets are used for logical indexing of the vector.
This way, we get vectors x1,x2 which are only D/2-dimensional. The scaling and translation
networks are then defined as s, t : RD/2 → RD/2. With s and t defined as before, the output of the
coupling layer is then defined as:

u← x

u[∼m]← (x2 − t)� exp(−s).
This may seem like a subtle implementational difference compared to (Papamakarios et al., 2017),
but it is in fact significant in terms of memory usage. To see this, consider the number of parameters
in a one hidden layer neural network. Ignoring bias terms, the number of parameters is given by
nin × nhidden + nhidden × nout. By reducing the size of the input and output from D to D/2, we
effectively reduce the number of parameters in the network by 50%. Multiplying this by two neural
network in each coupling layer, times the number of layers in the flow, the number of parameters
saved in our particular model is approximately:

0.5× (2×K × nhidden × (D +D)) = 0.5× 2× 5× 1024× (784 + 784) ≈ 8× 106.

Note that we still transform the same number of elements with exactly the same dependencies as
Papamakarios et al. (2017), but our implementation is much more memory and time efficient than
the original. Judging from the results, it seems like this implementation also might result in more
efficient training of the parameters, and better performance.
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Chapter 8

Summary and Outlook

Summary

In this thesis, we have motivated the use of normalising flows for improving the model performance
within a range of fields in statistics. We have built up the theory about normalising flows stone by
stone, motivated by their usefulness in variational inference and high-dimensional density estimation
in particular. We proceeded to present the highly influential class of autoregressive normalising flows,
bridging the classical field of autoregressive density modelling and modern normalising flows. We
presented the MADE, and three different, but still closely related, flows with different strengths and
weaknesses, followed by a comparison of the three, and a brief presentation of a more flexible flow,
pointing out a direction for normalising flows research going forwards.

Next, we proposed a new autoregressive flow, the hybrid autoregressive flow, heavily inspired by Real
NVP and MAF, and presented the fundamental theory concerning the proposed transformation. The
presented models for density estimation were put to the test in the following chapter, including the
proposed flow. Its performance was compared to the performance of existing flows in a standardised
experimental setting. The HAF showed competitive performance with the existing autoregressive
flows on the two datasets we have benchmarked them on. In one case, the proposed flow even
outperformed MAF and Real NVP. The hybrid autoregressive flow can be added to the toolkit of the
practitioner that seeks to use a neural density estimator for evaluation of high-dimensional densities.

Future research

Further testing of the hybrid autoregressive flow is required to draw conclusions about its capabilities
relative to the other autoregressive flows. Particularly, more experimentation with number and sizes of
hidden layers in each of the three neural networks making up the HAF layer is needed to understand
the relationships between them. We used the same number of hidden units in all networks in the
hybrid coupling layer, but this might not be the most efficient use of parameters for this model.

A deeper theoretical understanding of what the limitations of the different flows is lacking for most
models, and so also for the hybrid autoregressive flow. Whether flows such as Real NVP, MAF, and
HAF are universal density estimators remain open questions. Getting general insights about how get
the most out of each flow by tuning the hyperparameters and architectures is also challenging, as such
design choices are highly dataset specific.

The “holy grail” of research on normalising flows, is a flow that is able to efficiently evaluate densities,
efficiently generate new samples, and do both tasks with the performance of the best alternative
models out there. Current models typically sacrifice one of the three aforementioned properties to
succeed on the two others. Designing new flows is a thus still a natural avenue of future research.
Autoregressive flows has up until recently been the most successful class of models, but going
forward, it is likely that other classes will be more influential in pushing the field further. The Neural
ODE paper (Chen et al., 2018) won the prestigious best paper award at NeurIPS in December 2018
using continuous-time normalising flows, and could be an omen of what the future will bring.
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As new and better flows are proposed, the applications of flows to other fields in statistics can be
improved concurrently, also outside pure density estimation and variational inference. A range of such
applications was mentioned in Chapter 1. Considering that the interest in the field of normalising flows
is still rising and the relative youth of the field, there is reason to believe that further advancements
towards even more expressive tractable flows will be made in the near future.
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